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EXECUTIVE SUMMARY 
Deliverable D3.3 details the final implementation of the tools for Continuous Semantic 
Integration (CSI) defined by the SmartEdge project within WP3.  

These activities are circumscribed within the Work Package 3 (WP3) of the SmartEdge project, 
and the results have been concretized as software artifacts that are fully detailed in this 
document.  

More specifically, these artifacts include: A3.1: SmartEdge Semantic Models, A3.2: Middleware 
with Standardized Interfaces, A3.4: Knowledge Graph Repository, A3.5: Mendix Toolchain, A3.6: 
DataOps Pipeline Components, A3.6: DataOps Deployment Templates, A3.7: Low-code DataOps 
Configuration, A3.8: Semantic Recipe Integration with Mendix, A3.9: Recipe-TD Matcher, A3.10: 
Mendix Orchestrator, and A3.11: Semantic Media Service. 
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1 INTRODUCTION 

Deliverable 3.3 presents and discusses the final implementation of the SmartEdge tools for 
Continuous Semantic Integration (CSI). In this deliverable we report the status of the work in 
Work Package 3 (WP3), which aims to provide CSI via three tasks: (i) edge semantics with 
standardized semantic interfaces for IoT devices; (ii) a DataOps toolbox for continuous semantic 
integration, and (iii) a declarative and low-code approach for creation and orchestration of 
swarm apps based on Recipes. To achieve this goal, we designed and implemented concepts for 
these three tasks considering the requirements from the SmartEdge use cases. The final design 
is based on its first iteration described in deliverable D3.1 and the final list of requirements 
reported in D2.2. This deliverable is a follow-up to the first implementation of tools for 
Continuous Semantic Integration reported in D3.2. These results were used to support the first 
lab tests and validation phase within WP6. D6.1 (and later D6.2) provides a validation and report 
on how the developments described in this deliverable match the SmartEdge requirements 
defined in D2.2 and the complete set of SmartEdge KPIs. 

The following introduction explains the concept of Continuous Semantic Integration (CSI) 
defined and implemented by WP3 in SmartEdge. We present the different tasks that are 
required to enable CSI and the associated artefacts that SmartEdge implements to support it. 
Moreover, we discuss the mapping between KPIs and artefacts and the relations between WP3 
and other technical work packages. Finally, we outline the structure of the deliverable. 

1.1 CONCEPT OF CONTINUOUS SEMANTIC INTEGRATION 

The Internet of Things (IoT) together with edge intelligence brings several benefits across various 
industries and everyday life. These technologies enable the seamless flow of data between 
devices and systems, leading to improved efficiency and productivity. They can lead to cost 
savings by optimizing operations in complex environments. IoT devices generate a vast amount 
of data, which can be analyzed to gain valuable insights and lead to better decision-making 
systems. But all these promises come with a hypothesis that the data generated with IoT devices 
can be easily consumed by intelligent applications. This is not always true, and very often it is a 
challenge. The reason is that IoT devices have different capabilities, communicate via different 
protocols, exchange information in different formats, and may change over time. For all these 
reasons, it is not an easy task to integrate data generated by IoT devices and make them 
consumable for application developers. Figure 1.1 introduces the concept of Continuous 
Semantic Integration in the SmartEdge project. It is a building block between IoT devices and 
added-value apps. Continuous Semantic Integration (CSI) provides access to horizontally and 
vertically integrated data via standardized communication interfaces. It also provides semantics 
about data, devices, and applications, and runs on the edge. For example, capabilities of devices 
are described in a machine-ƛƴǘŜǊǇǊŜǘŀōƭŜ ǿŀȅ ǿƛǘƘ ǎǘŀƴŘŀǊŘƛȊŜŘ ǾƻŎŀōǳƭŀǊƛŜǎΦ 5ŜǾƛŎŜǎΩ Řŀǘŀ ƛǎ 
also semantically described and accessible via unified and standardized interfaces. CSI is a 
prerequisite for the low-code application development in a way that it facilitates semantic 
discovery of device skills and provides matchmaking of skills with application requirements. It 
also integrates data with different formats and semantics and provides a uniform and 
standardized access to it. With CSI, the SmartEdge project aims to enable easy development of 
low-code applications. 
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Figure 1-1: Continuous Semantic Integration for SmartEdge 

The concept of CSI introduces several innovative contributions to the SmartEdge project. 
Semantic models in CSI formalize key concepts like Swarm Node, Device, Capability, and Recipe, 
among others. Through CSI, Recipes are introduced as a practical means to specify, develop, and 
deploy low-code swarm applications. Built on standardized models and interfaces, CSI promotes 
interoperability, automates low-code toolchains, and enhances the reusability of Recipe-based 
applications. CSI also incorporates the DataOps toolbox to enable a declarative specification of 
pipelines to guarantee semantic interoperability between swarm or device nodes. It supports 
pipeline deployment across diverse environments and provides a low-code tool for pipeline 
definition. Additionally, CSI integrates a Knowledge Graph Repository, a specialized semantic 
repository designed for storing, retrieving, and managing knowledge artefacts. This repository 

interfaces with two key standards: W3C Web of Things1 and OPC UA2, and stores data in RDF 
format. This format allows for the integration of multiple semantic vocabularies, supporting a 
range of SmartEdge use cases. Crucially, it enables an effective application of large language 
models (LLMs) on this data, simplifying the use of semantic models in low-code application 
development and enhancing the usability of the SmartEdge low-code toolchain. By addressing 
complexity and usability, common barriers to the adoption of semantic technologies, CSI tackles 
these challenges effectively. 

The following sections of this document break down the functionalities of CSI into a set of 
SmartEdge artefacts, each addressing a specific function within CSI. We also cover the design 
and initial implementation of these artefacts.  

1.2 CONTINUOUS SEMANTIC INTEGRATION IN SMARTEDGE 

This section provides an overview of the integration of WP3 artefacts for enabling Continuous 
Semantic Integration for a set of nodes that are used to compose a swarm and execute a swarm 

 

1 https://www.w3.org/WoT/  

2 https://opcfoundation.org/about/opc-technologies/opc-ua/  

https://www.w3.org/WoT/
https://opcfoundation.org/about/opc-technologies/opc-ua/
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intelligence application. The diagram in Figure 1-2 summarizes the relationships among the 
different artifacts and we discuss their integration considering the different tasks required to 
adopt the artefacts for a certain use case. Each artefact is described in detail within a dedicated 
section in the remainder of the deliverable. 

 

 

Figure 1-2: Continuous Semantic Integration enabled by SmartEdge WP3 artefacts 

Interoperable description of nodes and their capabilities 

The first task is based on an interoperable description of the nodes (devices) available for a 
certain use case, i.e., the list of nodes that can be selected to form a swarm and execute a swarm 
intelligence app. The description of the nodes should be compliant with the SmartEdge Semantic 
Models (A3.1) and stored within the Knowledge Graph Repository (A3.3). The Knowledge Graph 
Repository provides support for both W3C Thing Descriptions and OPC UA Nodesets. 

Enable standardized communication interfaces for relevant nodes 

The second task is associated with the need for enabling communication among nodes 
leveraging different protocols. Standard communication interfaces can be enabled with the 
support of the artefact Middleware with Standardized Interfaces (A3.2). Moreover, the Semantic 
Media Service (A3.11) is defined to support the efficient exchanges of data among nodes that 
do not require the intermediation of the orchestrator. 

Define mediated data exchanges ensuring semantic interoperability  

The DataOps tool provides a set of modular and configurable components (A3.5) that can be 
used to define a pipeline for mediated data exchanges among nodes in the swarm. Such a 
pipeline supports a semantic conversion process and guarantees not only the exchange of data 
among nodes, but also the required schema and data transformations for semantic 
interoperability, e.g., considering the semantics a specific domain ontology (A3.1).  These 
pipelines may also support the static management of nodes, e.g., the conversion of OPC-UA 
nodes description for their insertion/retrieval from the Knowledge Graph Repository (A3.3). 
Moreover, they can support the execution of swarm intelligence applications by supporting 
communication between the orchestrator and specific nodes in the swarm. 
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The definition of pipelines can be simplified by low-code approaches via artefact Low-code 
DataOps Configuration (A3.7). 

Support execution of mediated data exchanges between nodes on Cloud and Edge 

The execution of Data Ops pipeline should be flexible w.r.t the deployment environment of the 
different nodes. The artefact DataOps Deployment Templates (A3.6) supports the execution of 
pipelines in different deployment environments to enable communication and data 
management across different types of nodes. 

Define interoperable Recipes for swarm intelligence apps 

In SmartEdge, a Recipe serves as an application template. It formally outlines the application 
requirements based on the Recipe Model (A3.1). Additionally, it specifies the steps that nodes 
(devices) must follow to implement a swarm application. These steps, along with the application 
logic, can be defined using a low-code approach (A3.4). As an application template, a Recipe can 
be reused to create multiple applications. Therefore, CSI facilitates the discovery and retrieval 
of existing Recipes within the low-code environment (A3.8). Once a suitable Recipe is identified, 
then the low code developer can customize it and finish the design of the application. 

Orchestrate interoperable Recipes on a swarm 

Semantic Recipes in SmartEdge, described using the models from A3.1, can be used as the basis 
for low code developers to build their applications, using artefact 3.8. In order to match the 
capabilities required by the semantic Recipes, Artefact A3.9 provides the ability to match them 
with the affordances of available nodes in the swarm. Thanks to the matching features of A3.9, 
then specific nodes can be bound to the runtime environment, to be later enacted and 
orchestrated through artefact A3.10. 

1.3 CONTINUOUS SEMANTIC INTEGRATION ARTEFACTS 

Table 1.1 describes the complete list of artefacts representing Continuous Semantic Integration 
tools developed by SmartEdge. The table summarizes the role of the artefact, where it is 
described within the document and the current implementation status. 

Table 1.1: Tools for Continuous Semantic Integration. 

ID Component Lead Section Description Implementation 
Status 

A3.1 SmartEdge 
Semantic 
Models 

SAG 2.1.1 Common data structures to 
represent the data from diverse 
machines, applications, and 
swarms. 

Final version 
delivered for the 
second release. 

A3.2 Middleware 
with 
Standardized 
Interfaces 

SAG 2.1.2 Middleware provides 
standardized data access to the 
ŘŜǾƛŎŜǎΩ ŘŀǘŀΦ 

Final version 
delivered for the 
second release. 

A3.3 Knowledge 
Graph 
Repository 

SAG 2.1.3 Specialized semantic repository 
designed for the storage, 
retrieval, and management of 
standardized knowledge artefacts 

Final version 
delivered for the 
second release. 

A3.4 Mendix 
Toolchain 

SAG 2.1.4 A programming environment to 
create Recipes in a low-code 
manner. 

Final version 
delivered for the 
second release. 
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A3.5 DataOps 
Pipeline 
Components 

CEF 3.1.1, 
3.1.4, 
3.2 

Set of components to define 
DataOps pipelines and reusable 
pipelines defined for SmartEdge 
use cases. 

Final version 
delivered for the 
second release. 

A3.6 DataOps 
Deployment 
Templates 

CEF 3.1.2, 
3.1.4, 
3.2 

Templates for DataOps pipeline 
deployment on Cloud and Edge 
environments. 

Final version 
delivered for the 
second release. 

A3.7 Low-code 
DataOps 
Configuration 

CEF 3.1.3, 
3.2Error
! 
Referen
ce 
source 
not 
found. 

Artefacts and tools to support the 
low-code definition of DataOps 
pipelines. 

Final version 
delivered for the 
second release. 

A3.8 Semantic 
Recipe 
Integration 
with Mendix 

HESSO 4.1.1, 
4.2.1 

Integration of semantic Recipe 
directory with Mendix for 
discovery and retrieval of existing 
Recipes, related to specific swarm 
tasks. 

Available in the 
second release.   

A3.9 Recipe-TD 
Matcher 

HESSO 4.1.2, 
4.2.2 

Implementation of matching of 
Recipes and thing descriptions 
according to TD affordances and 
swarm Recipe specifications  

Available in the 
second release.   

A3.10 Mendix 
Orchestrator 

HESSO 4.1.3, 
4.2.3 

Orchestrator of Mendix flows 
following a given Recipe and a 
given set of swarm nodes 
previously matched  

Available in the 
second release.   

A3.11 Semantic 
Media Service 

DELL 2.1.4 Artefact to stream semantic 
graphs between nodes in the 
swarm, which will facilitate a 
shared environmental context. 

Available in the 
second release, 
updates expected 
in WP6.   

1.4 MAPPING KPIS AND ARTEFACTS 

KPIs relevant for WP3 are shown in Table 1.2 and mapped with relevant artefacts designed and 
implemented to address them. The progress towards KPIs for the first release of the CSI tools is 
summarized in this table by referencing specific sections of the deliverable. 

Table 1.2: WP3 Key Performance Indicators for CSI tools and related artefacts. 

KPI 
number 

Description Related artefacts 

K2.1 Semantic integration should be provided for at 
least 4 brownfield protocols and more than 3 green 
field devices. 

A3.2 

Status 
Update 

The semantic integration of communication protocols was initially designed in 
Section 3.5 of D3.1. The first implementation was delivered and documented in 
Section 3.4 of D3.2. The final implementation is provided as middleware with 
Standardized Semantic Interfaces, as described in Section 2.1.2. 
During the project proposal phase, the middleware was intended to support four 
brownfield protocols and more than three greenfield devices. As planned, we 
proceeded with the design and implementation for greenfield protocol support 
(see Section 3.5 in D3.1). However, the use case requirements analysis revealed 
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that support for brownfield protocols was not necessary. Instead, in use cases 
UC1 and UC4, it became evident that the SmartEdge middleware should also 
enable protocol integration within a virtual environment. 
As a result, the design of the middleware with Standardized Semantic Interfaces 
was extended to include support for two additional protocolsτOPC UA and 
MQTTτwithin Unity, the preferred virtual environment in SmartEdge. 
In summary, the middleware now supports seven distinct communication 
options: 
¶ Zenoh 
¶ DDS 
¶ MQTT (in low-code environments) 
¶ MQTT (in virtual environments) 
¶ OPC UA (in low-code environments) 
¶ OPC UA (in virtual environments) 
¶ Bluetooth Low Energy (BLE). 

K2.2 Message conversion performances increased by at 
least 80% wrt. the baseline described in 
[Scrocca21] (140ms conversion time with 50KBytes 
XML payloads) 

A3.5, A3.6 

Status 
Update 

Analysis of existing processors for declarative mapping languages to identify 
relevant components and operations affecting the performance of the semantic 
conversion process (cf. design of the mapping processor for a DataOps pipeline 
reported in D3.1). Enhancement of the Mapping Template tool to support the 
optimized execution of declarative mapping rules for message conversion (both 
lifting and lowering) in a DataOps pipeline (cf. D3.2). Performance tests were 
performed to compare semantic conversion with the Mapping Template tool and 
existing processors for knowledge graph construction (cf. D3.2). Testing against 
the baseline was performed using a DataOps pipeline processing traffic data from 
UC2 (c.f.  Section 3.1.4), and we were capable of processing JSON stream 
payloads of 60Kb in less than 7 milliseconds on average (more than 80% 
improvement). 

K2.3 Semantic integration scalability (in terms of 
maximum concurrent requests and data velocity) 
increased by at least 50% wrt. the baseline 
described in [Scrocca21] (100 requests per second 
with XML payloads of around 50 Kbytes on 
commodity hardware) on a single converter 
instance (T3.2) 

A3.5, A3.6 

Status 
Update 

Analysis of different deployment options for a DataOps pipeline to minimize 
resource usage of a single instance and enable flexible scalability for increasing 
demand (cf. D3.2). Testing was performed against the baseline using a DataOps 
pipeline processing traffic data from UC2 (c.f.  Section 3.1.4), and we were 
capable of processing a JSON stream with 400 requests/second of 60Kb without 
dropping requests (more than 50% improvement). 

K2.4 Reduced complexity and configuration time (at 
least 70%) of swarm intelligence Apps through the 
automatic instantiation and orchestration of 
template-based specifications. 

A3.8, A3.9, A3.10 

Status 
Update 

The simplification of the configuration process is part of the facilitated use of 
Semantic Recipes, matching and orchestration. Demonstration of how semantic 
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Recipes and WoT integration simplify the configuration process by enabling 
automated matching and orchestration based on standardized descriptions is 
reported in Section 4, and will be validated in UC5b and UC4. Using Mendix-
enabled applications connected through WoT, nodes can be retrieved through 
capability-based search and interact with IoT devices using uniform interfaces, 
reducing manual setup and technical complexity. 

1.5 RELATIONS TO WP4 AND WP5 

There are multiple interactions and relationships between the artefacts for Continuous Semantic 
Integration (CSI), developed by WP3, and the ones developed within WP4 and WP5. The full 
details on the referred artefacts of WP4 and WP5 will be available in D4.3 and D5.3.  

Specifically, WP4 focuses on the networking aspects of a swarm and leverages the semantic 
representations defined by WP3 (A3.1) to exchange interoperable representations of the 
information on nodes composing a swarm. Additionally, the Task Orchestrator (A5.3.2) uses 
both the Knowledge Graph Repository (A3.3) and the Distributed Database for Network 
Information ς Address Resolution Table (A4.5) to discover the available swarm nodes together 
with their semantic description and IP addresses. This information is then provided to the Swarm 
Coordinator (A4.2) to establish the communication to the Node Managers (A4.3) to request the 
designated nodes to join the swarm.  

To ensure interoperability between the developments in WP3 and WP5, the Mendix toolchain 
from WP3 has been extended to support the serialization of Recipes in W3C RDF format. The 
recipes can be: 

¶ Created using the Mendix toolchain (A3.4) 

¶ Serialized via the DataOps toolchain (A3.5 and A3.6) 

¶ Stored and discovered through the Knowledge Graph Repository (A3.3), which also 
provides a discovery interface 

This infrastructure enables seamless integration with the SmartEdge runtime engine developed 
in WP5, allowing the execution of Recipes within the SmartEdge environment. 

Within WP5, the DataOps toolbox is also used as part of A5.1 to implement the Data Stream 
Fusion artefact (A5.1.4). Indeed, a set of DataOps pipelines can be customized to process 
heterogeneous data sources and integrate them according to a shared semantic representation.  

1.6 STRUCTURE OF THE DOCUMENT 

The document has the following sections. Section 2 provides the second release implementation 
for Standardized Semantic Interfaces in SmartEdge. This work is primarily the subject of Task 
3.1. Section 3 outlines the final release of the DataOps toolbox in SmartEdge, which is in the 
scope of Task 3.2. Section 4 reports the WP3 contribution in Task 3.3 on a low-code approach 
for orchestration of swarm edge applications; and finally, Section 5 closes the document, 
highlighting some of the conclusions found and discussing the next steps in WP3.  
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2 STANDARDIZED SEMANTIC INTERFACES FOR SMARTEDGE 

Standardized Semantic Interfaces are fundamental in SmartEdge, providing access to integrated 
data and metadata through standardized communication interfaces. This section discusses the 
final implementation of the artefacts dedicated to these interfaces, as part of Task 3.1 of 
SmartEdge WP3. Specifically, these artefacts include: 

Á A3.1: SmartEdge Semantic Models 
Á A3.2: Middleware with Standardized Interfaces 
Á A3.3: Knowledge Graph Repository 
Á A3.4: Mendix Toolchain 

2.1 FINAL IMPLEMENTATION 

2.1.1 Final Implementation of SmartEdge Semantic Models (Artifact A3.1) 

2.1.1.1 Description and supported features 

This artifact provides standardized semantic models which serve as common data structures to 
represent the data from diverse machines, applications, and swarms. For this purpose, three 
main semantic models are defined and implemented in SmartEdge. They are: 

1. Device models: They are used as common data structures to describe the components, 
attributes and runtime data of a device. Standardized device semantic models such as 
OPC UA information models and W3C Web of Things Thing Description are reused in 
SmartEdge for this purpose as they enable interoperability.  

2. Recipe model: It serves as a common data structure for an application template e.g., 
template for a swarm application. It describes the functional and non-functional 
requirements for an application and the dataflow between various application 
components. It describes the capabilities of devices / ingredients required to execute an 
application, the interactions between the ingredients. 

3. SmartEdge Schema: it serves as a common data structure to describe a swarm in 
runtime. It can be seen as an instantiation of a Recipe. It describes the devices 
participating in a swarm, their attributes, data etc. 

GraphRAG Toolchain: 

In addition to the above three semantic models, A3.1 provides also features that enable simple 
and effective usage of the semantic models in SmartEdge. That is, an LLM-based application is 
developed and integrated into Mendix to provide a natural language interface to easily query 
the information from the semantic models and to simplify the instantiation of swarms from 
Recipes from a natural language interface. 

Overall, the semantic models and GraphRAG toolchain together enable to describe the devices 
or offerings from each use case of SmartEdge in an interoperable way, they enable to easily 
develop applications of the use cases using Recipe model and GraphRAG in Mendix tool. Further 
describing the runtime attributes of a swarm in SmartEdge schema enables dynamically 
replacing a node with another similar node in a swarm. 

2.1.1.2 Implementation 

All three semantic models mentioned above have been implemented for the first release. 
Implementation details can be found in document [D3.2]. 
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For the second release, the final version includes modifications to the Recipe model, while the 
Device models and the SmartEdge Schema remain unchanged. These changes were introduced 
to enable serialization of Mendix Recipes in W3C RDF format, thereby enhancing integration 
between WP3 and WP5 (specifically, the Mendix plugin: A5.4.3.4). 

To support this, a semantic mapping between the Mendix domain model and the SmartEdge 
Recipe model is required. By default, Mendix workflows can be exported in JSON format, based 
on a proprietary Mendix domain model. Since this model differs significantly from the Recipe 
model, several adjustments were necessary to facilitate the serialization of Mendix workflows 
into SmartEdge Recipes in RDF. The details of these changes are described in the remainder of 
this section. 

A Mendix Microflow is a visual representation of business logic or process flow within the 
Mendix low-code development platform. It enables developers to define how data is processed, 
decisions are made, and actions are executedτwithout writing traditional code. The structure 
of a Microflow is illustrated in Figure 2-1. 

 

 

Figure 2-1: Mendix Microflow Model. 

For example, a user can create multiple process flows as Mendix Microflows (represented by 
MxSequenceflow in pink). Each sequence flow consists of multiple activity nodes 
(ActionActivity, shown in green). These nodes are defined as either origin or destination nodes. 
Between each pair of origin and destination nodes, the user can implement a business logic 
function (depicted in yellow). In this way, a process flow is constructed using nodes that read 
data, apply logic, and consume or display the results. 

Figure 2-2 illustrates a SmartEdge Recipe implemented within the Mendix platform. A Recipe 
instance includes a unique ID and a reference to a Mendix project. It is composed of 
multiple Interactions, as described in deliverable [D3.2]. Each Interaction contains 
several Interaction Activity nodes, which may include input and output data, as well as 
an Operation (e.g., Publish, Subscribe, Retrieve), as shown in Figure 2-2. 
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Figure 2-2: Recipe Instance with Mendix Model. 

After introducing the Mendix Microflow and SmartEdge Recipe models, we present an instance 
of Recipe from Use Case 5b (see Figure 2-3). This example Recipe instance is designed for 
monitoring temperature, evaluating a defined threshold, and triggering an alert. It includes: 

¶ An ActionActivity to read temperature data from a W3C WoT-enabled device, 

¶ A business logic function to evaluate the threshold, 

¶ An ActionActivity to trigger and display an alert in the Mendix user interface. 

 

 

Figure 2-3: Example Recipe Instance: MendixSensorAlertRecipe Instance. 

Figure 2-4 shows an updated Recipe model aligned with the Mendix model. The Recipe model 
introduces the concept of Capability, which defines the skills a node must possess to execute 
the application described by the Recipe. These skills are implemented using Interaction 
Activities, which correspond closely to Mendix ActionActivities. Since Operations in the Mendix 
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model are defined at the level of ActionActivities, we adopted the same approach 
for InteractionActivities. 

 

Figure 2-4: Updated Recipe Model That Aligns with Mendix Model. 

Additionally, a new attribute called NLQ (Natural Language Query) has been introduced. This 
attribute allows skill requirements to be described in natural language, making them easily 
interpretable by large language models (LLMs). Each InteractionActivity can now include an NLQ 
description. 

Finally, Figure 2-5 presents a graphical representation of the semantic mapping between the 
Recipe model and the Mendix model. The Recipe model is shown at the center, surrounded by 
green boxes representing corresponding Mendix concepts. This mapping is further summarized 
in the following tables, see Table 2.1, Table 2.2, Table 2.3, Table 2.4, Table 2.5, Table 2.5, and 
Table 2.7 for mapping the Recipe model to WoT and OPC UA Based Mendix Flows, its Operations, 
and Interactions, respectively. 

 

 

Figure 2-5: Example Recipe: MendixSensorAlertRecipe Instance Mapping to Mendix Domain Model. 
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Table 2.1: Mapping Table: Recipe Model to WoT and OPC UA Based Mendix Flows. 

Nr.  Recipe Term Mendix Term 

1 Recipe Name 
Microflows$Microflow. 

qualifiedName 

2 Recipe Id Microflows$Microflow.id 

 

Table 2.2: Mapping Table: Recipe Model to WoT Based Mendix Flows. 

Nr.  Recipe Term Mendix Term 

1 InteractionActivity 
Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction 

2 EventAffordanceID 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

parameterMappings. Parameter: 

"WoT_Client.WoTSubscribeEvent.eventName" 

3 ActionAffordanceID 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

parameterMappings. Parameter: 

"WoT_Client.WoTInvokeAction.actionName" 

4 PropertyAffordanceID 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

parameterMappings. Parameter: 

Ϧ²ƻ¢ψ/ƭƛŜƴǘΦ²ƻ¢wŜŀŘtǊƻǇŜǊǘȅΦǇǊƻǇŜǊǘȅbŀƳŜέ κ  

"WoT_/ƭƛŜƴǘΦ²ƻ¢²ǊƛǘŜtǊƻǇŜǊǘȅΦǇǊƻǇŜǊǘȅbŀƳŜέ  

5 InputData 
All other parameters from parameterMappings 

array except the above. 

6 OutputData 
Infer from semantics of InteractionActivity 

 

7 Operation 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

javaScriptAction 

 

Table 2.3: Mapping Table for Operations: Recipe Model to WoT Based Mendix Flows. 

Nr. Recipe Term Mendix Term 

1 Retrieve 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

javaScriptAction: 

ά²ƻ¢ψ/ƭƛŜƴǘΦ²ƻ¢wŜŀŘtǊƻǇŜǊǘȅέ 

2 Subscribe 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

ƧŀǾŀ{ŎǊƛǇǘ!ŎǘƛƻƴΥ ά²ƻ¢ψ/ƭƛŜƴǘΦ 

²ƻ¢{ǳōǎŎǊƛōŜ9ǾŜƴǘέ 

3 Create 
Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 
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ƧŀǾŀ{ŎǊƛǇǘ!ŎǘƛƻƴΥ ά²ƻ¢ψ/ƭƛŜƴǘΦ 

²ƻ¢LƴǾƻƪŜ!Ŏǘƛƻƴέ 

4 Update 

Microflows$ActionActivity. 

Microflows$JavaScriptActionCallAction. 

javaScriptActionΥ άWoT_Client. 

WoTWritePropertyέ 

 

Table 2.4: Mapping Table: Recipe Model to OPC UA Based Mendix Flows. 

Nr.  Recipe Term Mendix Term 

1 InteractionActivity 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

"Microflows$JavaActionCallAction" 

2 MethodID 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

"Microflows$WŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ parameterMappings. Parameter: 

"OpcUaClientMx.OpcUaMethod.methodId" 

3 ObjectID 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

"Microflows$WŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ parameterMappings. Parameter: 

"OpcUaClientMx.OpcUaMethod.objectId" 

4 InputData 
All other parameters from parameterMappings 

array except the above. 

5 OutputData 
All other parameters from parameterMappings 

array except the above. 

6 OutputData Infer from semantics of InteractionActivity 

7 Operation 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

ϦaƛŎǊƻŦƭƻǿǎϷWŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ άƧŀǾŀ!Ŏǘƛƻƴέ Υ ғƻǇŜǊŀǘƛƻƴҔ 

 

Table 2.5: Mapping Table for Operations: Recipe Model to OPC UA Based Mendix Flows. 

Nr. Recipe Term Mendix Term 

1 Retrieve 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

ϦaƛŎǊƻŦƭƻǿǎϷWŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ άƧŀǾŀ!Ŏǘƛƻƴέ Υ 

άhǇŎ¦ŀ/ƭƛŜƴǘaȄΦhǇŎ¦ŀwŜŀŘέ 

3 Create 

"$Type": "Microflows$ActionActivity", 

"ŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

ϦaƛŎǊƻŦƭƻǿǎϷWŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ άƧŀǾŀ!Ŏǘƛƻƴέ Υ 

άhǇŎ¦ŀ/ƭƛŜƴǘaȄΦhǇŎ¦ŀaŜǘƘƻŘέ 
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4 Update 

"$Type": "Microflows$ActionActivity", 

ϦŀŎǘƛƻƴέΦϦϷ¢ȅǇŜϦΥ 

ϦaƛŎǊƻŦƭƻǿǎϷWŀǾŀ!Ŏǘƛƻƴ/ŀƭƭ!ŎǘƛƻƴέΣ 

ϦŀŎǘƛƻƴέΦ άƧŀǾŀ!Ŏǘƛƻƴέ Υ 

άhǇŎ¦ŀ/ƭƛŜƴǘaȄΦhǇŎ¦ŀ²ǊƛǘŜέ 

 

Table 2.6: Mapping Table for Interactions: Recipe Model to WoT & OPC UA Based Mendix Flows. 

Nr. Recipe Term Mendix Term 

1 Interaction ŦƭƻǿǎΦάϷ¢ȅǇŜά Υ Microflows$SequenceFlow 

2 InteractionIdentifier 
ŦƭƻǿǎΦάϷ¢ȅǇŜά Υ Microflows$SequenceFlow, 

ŦƭƻǿǎΦάϷIDά Υ ғLƴǘŜǊŀŎǘƛƻƴLŘŜƴǘƛŦƛŜǊҔ 

3 origin 
ŦƭƻǿǎΦάϷ¢ȅǇŜά Υ Microflows$SequenceFlow, 

ŦƭƻǿǎΦάoriginάΥ ғƻǊƛƎƛƴҔ 

4 destination 
ŦƭƻǿǎΦάϷ¢ȅǇŜά Υ Microflows$SequenceFlow, 

ŦƭƻǿǎΦάdestinationά Υ ғŘŜǎǘƛƴŀǘƛƻƴҔ 

 

Table 2.7: Mapping Table for Additional Parameters to be Generated for Recipe Creation by Chimera Tool. 

Nr. Recipe Term Mendix Term 

1 Capability To be inferred 

2 InputDataType To be inferred 

3 OutputDataType To be inferred 

4 InteractionAffordanceType To be inferred 

The mapping of these tables will be used in WP6 to enable serialization of Mendix Recipes in 
W3C RDF. This will help the integration of Mendix Recipes with other artifacts as Recipes created 
across different use cases will be available in Knowledge Graph Repository (A3.3) and can be 
discovered either via SPARQL or an interaction via LLMs.  

2.1.1.3 Interfaces 

Since Artefact A3.1 provides information models, it does not have interfaces with other 
components as other software artifacts. Artefact A3.1 is used horizontally in all use cases in the 
SmartEdge project, to formally describe devices, their skills and (recipe-based) applications 
created with them.  

2.1.1.4 Artifact details 

Lead Partner: SIEMENS, Contributor: HES-SO 

Repository:  

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A31?ref_type=heads  

Documentation: 

o The SmartEdge Schema:  https://w3id.org/smartedge/smartedge-schema# 

o The SmartEdge Recipe model: https://w3id.org/smartedge/recipe-model# 

o The SmartEdge Device model: https://www.w3.org/TR/wot-thing-description11/  

Public/Private: public 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A31?ref_type=heads
https://w3id.org/smartedge/smartedge-schema
https://w3id.org/smartedge/recipe-model
https://www.w3.org/TR/wot-thing-description11/
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2.1.2 Final Implementation of Middleware with Standardized Semantic Interfaces 
(A3.2) 

2.1.2.1 Description and supported features 

Standardized semantic interfaces provide a unified method for accessing device data at the 
application level. In SmartEdge deliverable D3.1, we identified the need for communication 
across various protocols, including OPC UA, MQTT, DDS, HTTP(S), and Bluetooth (BLE), to 
support different use cases. Ensuring protocol-level interoperability is crucial for leveraging 
these interconnected systems. 

To address the challenges of multi-protocol device communication and enable interoperability, 
we provided a middleware solution that unifies messages across different protocols, as 
illustrated in Figure 2-6. This middleware layer allows for both vertical and horizontal data flow 
and provides unified data access from the application layer. 

 

Figure 2-6: Standardized Semantic Interfaces in SmartEdge. 

Artifact A3.2 is used in all cases. It provides middleware, delivered as a Docker container with 
Zenoh router, supporting use-case specific protocols. Initially, it includes MQTT and DDS as 
southbound interfaces and REST as a northbound interface. The project shifted focus from 
supporting brownfield protocols to enhancing virtual environment integration, adding OPC UA 
and MQTT support for Unity in SmartEdge Use Cases 1 and 4. We provided implementations for 
these two connectors, as well as an OPC UA connector for Mendix low-code platform.   

This artefact is dependent on use cases. For example, Use Case 1 uses Thing Descriptions with 
MQTT bindings, while Use Case 3 uses Thing Descriptions and the DDS protocol. Further on, Use 
Case 4 employs OPC UA for data communication in the real and virtual environments and uses 
OPC UA Nodesets to describe devices. Middleware also integrates low-code and virtual 
environments using OPC UA, facilitating seamless interaction within SmartEdge. 

The concept and implementation is designed to be extensible via a plug-in architecture so that 
additional communication channels can be added in the future. An example of this is a NATS 
integration. Use Case 2 can provide live and simulation data from the test environment. This 
data can also be used in Use Case 1 to map digital twins of traffic lights, for example, and thus 
enable cross-use case integration. 
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2.1.2.2 Implementation 

The middleware implementation is based on the open-source project Eclipse Zenoh3, a data-
centric communication middleware developed under the Eclipse Foundation. Zenoh is designed 
for distributed systems and excels in real-time communication, edge computing, IoT, robotics, 
and data storage and querying across networks. 

A key feature of Zenoh is its interoperability at the communication level with other ecosystems 
such as DDS, ROS 2, and MQTT. As part of the SmartEdge project, we conducted successful tests 
with all three protocols, leading us to select Zenoh as the foundation for further middleware 
development. 

However, since Zenoh does not natively support communication via the OPC UA protocol, we 
developed an OPC UA connector for the Mendix low-code platform. This connector is based on 
an existing open-source module4, which initially lacked support for method invocation on OPC 
UA servers. 

For instance, in Use Case 4, the skills of an industrial device are exposed through OPC UA 
semantic descriptions (nodesets) and made accessible via a co-located OPC UA server. A 
Recipeτa low-code edge applicationτruns within the Mendix runtime. During execution, the 
Recipe may read and write variables from the OPC UA server and invoke methods to perform 
specific actions. To enable full OPC UA integration, we extended the connector to support 
method invocation. Our enhancements have been contributed back to the open-source OPC UA 
Connector project. 

In regard to extensibility, a proof-of-concept based on Zenoh, NATS and MQTT was 
implemented, which is particularly relevant in the context of Use Case 1. This can be further 
developed in the ongoing progress of UC1 in a native integration into the middleware. 

Beyond communication-level integration, SmartEdge also emphasizes semantic integration. We 
have implemented DataOps pipelines for OPC UA support (artifacts A3.5ςA3.7), which are now 
integrated into the Knowledge Graph Repository (A3.3). 

Finally, to support testing and validation of Recipes in a virtual environment, we developed an 
OPC UA connector for the Unity platform5. In parallel, we also created a W3C Thing Description 
connector for Unity. 

2.1.2.3 Interfaces 

Middleware with Standardized Interfaces is the key artifact within the SmartEdge project, 
serving as a central integration point for multiple other components. It primarily facilitates data 
exchange between heterogeneous devices and the Mendix low-code platform, enabling 
bidirectional communication. 

This middleware (artifact A3.2) is integrated with artifacts A3.5, A3.6, and A3.7 to support 
semantic integration, multi-protocol data ingestion, standardized querying, and low-code 
deployment strategies, particularly demonstrated in Use Case 4. 

Additionally, A3.2 interfaces with A5.3.2 to support orchestration tasks and with the Knowledge 
Graph Repository (A3.3) in Use Cases 2, 3, and 5a. These integrations enable coordinated data 
flow and semantic reasoning across the system. 

 

3 https://github.com/eclipse-zenoh  

4 https://marketplace.mendix.com/link/component/230843  

5 https://unity.com/  

https://github.com/eclipse-zenoh
https://marketplace.mendix.com/link/component/230843
https://unity.com/
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Further integrations are planned. For example, with A3.11, to connect standardized data sources 
to a streaming protocol, as well as with A5.1.2.2, to link Mendix with the artifact responsible for 
manufacturing scene understanding. These integrations are expected in the scope of WP6.  

2.1.2.4 Artifact details 

Lead Partner: SIEMENS, Contributor: Fraunhofer 

Repository: 

This artifact contains parts that are public and others that are private. 

Main SmartEdge repository for A3.2: 

¶ https://gitlab.com/smartedge-project-eu/SMARTEDGE/-

/tree/main/WP3/A32?ref_type=heads  

OPC UA Client Connector (a part of A3.2 available in a public repository): 

¶ https://github.com/ki-do/OPC-UA-Connector  

MQTT TD Client Connector (under MQTTUnityConnector) 

¶ https://gitlab.com/smartedge-project-eu/SMARTEDGE/-

/tree/main/WP5/A5443?ref_type=heads  

Documentation: 

¶ https://gitlab.com/smartedge-project-eu/SMARTEDGE/-

/blob/main/WP3/A32/README.md?ref_type=heads  

¶ [D3.2] for A3.2 as whole 

¶ https://marketplace.mendix.com/link/component/230843 for OPC UA Connector. 

 

2.1.3 Final Implementation of Knowledge Graph Repository (Artifact A3.3) 

2.1.3.1 Description and supported features 

The artefact A3.3 implements a Knowledge Graph Repository for W3C WoT Thing Descriptions 
and OPC UA standard Nodesets. It serves HTTP-exposed SPARQL endpoints supporting different 
triple stores like Fuseki, GraphDB, Virtuoso, Neptune. The A3.3 enables semantic queries and 
discovery service in the low-code toolchain. 

The DataOps toolbox (artefacts A3.5 and A3.6, see Section 3.2.2) is used to develop pipelines 
supporting the OPC UA standard in A3.3. The features enabled by these pipelines are: 

¶ Import of OPC UA Nodeset (conversion to RDF and store) 

¶ Retrieval of OPC UA Nodeset (conversion to XML from triple store) 

¶ Query Capabilities (return result as CSV, JSON, etc. according to SPARQL protocol) 

¶ Lowering of an input RDF graph leveraging the other models available in the repository 

2.1.3.2 Implementation 

The Knowledge Graph Repository is the basis for semantic queries and the discovery service in 
the low-code toolchain. We use the Domus TDD API from Eclipse ThingWeb as our Knowledge 
Graph Repository. This is an open-source project, which is long-term supported and co-
developed by SIEMENS. The solution implements the standardized W3C WoT Discovery API. 
Domus implements a Python and SPARQL-based Thing Description Directory (TDD). It complies 
with the W3C specifications and implements the Web of Things Discovery Exploration 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A32?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A32?ref_type=heads
https://github.com/ki-do/OPC-UA-Connector
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP5/A5443?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP5/A5443?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A32/README.md?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A32/README.md?ref_type=heads
https://marketplace.mendix.com/link/component/230843
https://github.com/eclipse-thingweb/domus-tdd-api
https://www.w3.org/TR/wot-discovery/
https://w3c.github.io/wot-discovery/#exploration-mech
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Mechanisms. The API relies on a SPARQL endpoint as a database connection. The supported 
endpoints are Apache Jena's Fuseki (default), Ontotext's GraphDB, OpenLink Software's 
Virtuoso, and AWS Neptune. Figure 2-7 depicts how Thing Descriptions (TDs) are stored in the 
Knowledge Graph Repository, as well as how they can be uploaded and retrieved. 

 

Figure 2-7: Thing Description Upload and Retrieval via TDD API 

 

The Knowledge Graph Repository has been extended to provide similar support for the OPC UA 
standard, too. For this purpose, a set of DataOps pipelines have been implemented to support 
OPC UA in A3.3 and satisfy the requirements mentioned above. Each pipeline exposes its 
functionalities as an HTTP endpoint leveraging a proper Node Connector component and 
interacts with a remote triple store that can be configured depending on the specific 
environment. For the second release, we integrated the latest version of the DataOps artefacts, 
we completed the developments of the expected features, and we resolved some of the 
limitations of the first release. In particular, we automated the management of interdependent 
OPC UA NodeSets by handling different named graphs in the remote triple store. Additionally, 
we enabled support for mapping operations from multiple data sources (e.g., RDF and XML) to 
modularize the mapping rules and fix references from incoming inputs to other NodeSets 
already in the Knowledge Graph Repository. 

2.1.3.3 Interfaces 

The artifact A3.3 integrates with the Mendix Toolchain (A3.4) to facilitate the discovery of device 
skills during Recipe development. This discovery process supports devices described using either 
the W3C Thing Description or the OPC UA standards. 

The A3.3 also integrates a set of DataOps pipelines developed with A3.5 components and 
deployed through A3.6 templates. The pipelines support integration with various triple stores. 
The functionalities are exposed as HTTP endpoint that accepts/returns OPC UA specifications in 
XML format and allows querying with results in all formats supported by the SPARQL protocol. 
The A3.3 is also utilized by the A3.9 to perform matchmaking between device skills and Recipe 
requirements. Finally, using a REST interface to the Thing Description Directory (TDD), A3.3, the 
Streaming Media Service, 3.11, issues SPARQL queries to retrieve static properties. This 
ƛƴǘŜǊŀŎǘƛƻƴΣ ŦŀŎƛƭƛǘŀǘŜŘ ōȅ ǘƘŜ {ǘǊŜŀƳƛƴƎ aŜŘƛŀ {ŜǊǾƛŎŜΩǎ ƛƴǘŜǊŦŀŎŜ ǘƻ ǘƘŜ ¢55Σ ǊŜǘǊƛŜǾŜǎ ǎǇŜŎƛŦƛŎ 
Things or Thing Models that have been detected in the environment and codified within the 
scene understanding graph.  

2.1.3.4 Artifact details 

Lead Partner: SIEMENS 

¶ DataOps pipelines for OPC-UA support: Cefriel 

Repository: 

https://w3c.github.io/wot-discovery/#exploration-mech
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¶ Thing Description Directory (TDD): https://gitlab.com/smartedge-project-
eu/SMARTEDGE/-/tree/main/WP3/A33?ref_type=heads  

¶ DataOps pipelines for OPC-UA support: https://gitlab.com/smartedge-project-
eu/SMARTEDGE/-/tree/main/WP3/A35/uc4-dataops-opcua  

Documentation: 

¶ Thing Description Directory (TDD): README, Domus TDD API, and Web of Things 
Discovery. 

¶ DataOps pipelines for OPC-UA support: README and Postman collection in the 
repository.  

Public/Private:  

¶ Knowledge Graph Repository for Thing Descriptions: Public 

¶ DataOps pipelines for OPC-UA support: Private 

2.1.4 Final Implementation of Mendix Toolchain (A3.4) 

2.1.4.1 Description and supported features 

The Mendix Toolchain comprises the Mendix Integrated Development Environment (IDE), which 
has been extended to support the development of SmartEdge Recipes, and the Mendix 
Runtimeτan interpreter that executes Mendix applications and provides the user-facing 
frontend.  

The Mendix Toolchain enables seamless interaction with the Knowledge Graph Repository and 
incorporates GraphRAGτan LLM-based application designed to provide a natural language 
interface for querying the Knowledge Graph and simplifying the instantiation of swarms from 
Recipes. By integrating GraphRAG, the Mendix Toolchain significantly lowers the barrier to using 
complex standardized semantic models within a low-code environment, making it accessible to 
non-technical users. 

The Mendix Runtime facilitates communication with heterogeneous devices that operate over 
various protocols (via A3.2) and are described using W3C Web of Things (WoT) and OPC UA 
standards (A3.1). The Runtime itself is delivered as a Docker container, ensuring portability and 
ease of deployment. 

2.1.4.2 Implementation  

The Mendix Toolchain and Runtime have been developed to support the implementation of low-
code solutions that leverage predefined SmartEdge Recipes, streamlining the creation and reuse 
of complex IoT applications. To enhance these capabilities, the GraphRAG Toolchain has been 
integrated, enabling natural language-based discovery and matchmaking with heterogeneous 
devices. 

SmartEdge Recipes developed within Mendix can also be tested and validated in a virtual 
environment using Unity, as demonstrated in Use Case 4. 

wŜŎŜƴǘ ŀŘǾŀƴŎŜƳŜƴǘǎ ƘŀǾŜ ǎƛƎƴƛŦƛŎŀƴǘƭȅ ŜȄǘŜƴŘŜŘ aŜƴŘƛȄΩǎ ŎŀǇŀōƛƭƛǘƛŜǎΣ ǇŀǊǘƛŎǳƭŀǊƭȅ ƛƴ 
supporting diverse communication protocols and integrating new connectors for advanced use 
cases. The WoT client connector for Mendix has been developed, enabling property read/write 
operations, event subscriptions, and action invocations via the WoT REST API. 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A33?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A33?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A35/uc4-dataops-opcua?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A35/uc4-dataops-opcua?ref_type=heads
https://github.com/eclipse-thingweb/domus-tdd-api/blob/main/README.md
https://www.w3.org/TR/wot-discovery/
https://www.w3.org/TR/wot-discovery/
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Additionally, Mendix has been extended to support Bluetooth Low Energy (BLE) communication, 
specifically tailored for Use Case 5b. This BLE connector allows direct data acquisition from BLE 
devices within Recipe instances running in the Mendix Runtime. 

The OPC UA connector has also been enhanced to support method calls and made available for 
Mendix applications. The current version supports parameter-less methods, with future releases 
planned to include support for methods with parameters. 

With successful integration and testing of BLE, OPC UA, and REST connectors, Mendix now 
supports a wide range of communication protocols, enabling interaction with diverse devices 
for executing Recipes. The Mendix Runtime, capable of executing these Recipes, is provided as 
a Docker container for ease of deployment. 

2.1.4.3 Interfaces 

The Mendix Toolchain integrates with GraphRAG from A3.1, and further connects with A3.9 for 
matchmaking tasks and with A3.10 for device orchestration. 
The Mendix Runtime communicates with the A3.3 Knowledge Graph Repository via a SPARQL-
based RESTful interface to enable the discovery of devices and their capabilities, as well as to 
support the matchmaking process (A3.1 and A3.9). Additionally, it interacts with the A3.2 
Middleware over REST to execute Recipes on the selected devices. 

2.1.4.4 Artifact details 

Lead Partner: SIEMENS, Contributor: HES-SO 

Repository:  

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A34?ref_type=heads  

Documentation: README 

Public/Private: The Mendix Toolchain is private, and the Mendix Runtime is public. 

2.1.5 Final Implementation of Streaming Media Service (A3.11) 

The Streaming Media Service, artefact A3.11, acts as an interface between artefacts of the 
SmartEdge system, converting data streams to other formats and publishing them to know 
topics. The service can interface directly to other artefacts, such as the Swarm Visualization 
artefact, A5.4.4.5. The input streams are typically in the form of RDF scene graphs, and the 

outputs can be in various formats, from JSON messages to occupancy maps depending on the 
requirements of the downstream components. 

Figure 2-8, illustrates how the Streaming Media Service is deployed and used in one of its 
primary use cases, and is taken from use case 3 demo A. The use case demo shows how camera 
feeds can be converted into scene understanding graphs and then stylistically displayed to an 
operator using swarm visualization. The swarm visualization shows the operator what the 
swarm understands of the environment. The Streaming Media Service is responsible for 
consolidating scene understanding graphs being streamed from various nodes in the swarm, 
into a common 3D semantic model of the environment. The model is then converted into 
different outputs and shared with other members of the swarm. Allowing the members of the 
swarm to better comprehend their environment than would be possible from a single viewpoint. 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A34?ref_type=heads
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Figure 2-8 - Schematic diagram of use case 3 demo A illustrating the primary context for the Streaming Media 
Service 

The Streaming Media Service is deployed as a docker container running under the control of the 
SmartEdge runtime. The service starts automatically once the container is instantiated. It first 
connects to its local Zenoh router and subscribes to topic: 

*/perception/scene_understanding/graph. 

2.1.5.1 Interfaces 

The Streaming Media Service has a: 

1. input interface; 

2. an interface to the TDD; and 

3. the output interface to the swarm visualization artefact. 

Three of the interfaces are illustrated on the schematic diagram in Figure 2-8, however there 
are additional output interfaces depending on the use case requirements. Typically, the output 
interfaces are customised for the specific input requirements of the downstream artefact or 
system. One output interface produces an occupancy map; the map can be used by the Robot 
Operating System (ROS) to safely navigate the robot around obstacles defined in the map. 
Another output interface exchanges pallet classification and location information with the AMR 
pallet mover. Currently these are the only outputs planned for the Streaming Media Service, but 
additional output interfaces could be added in the future to meet the functional requirements 
of new SmartEdge artefacts. As in the case of the occupancy map, the outputs are not always in 
text format. 

TDD Interface A3.2-I1 

The TDD interface A3.11-I2 is used to retrieve static properties from the Thing Description 
Directory (TDD). The Streaming Media Service uses a REST interface to the TDD to issue a SPARQL 
query on specific Things or Thing Models detected in the environment and codified in the scene 
codified in the scene understanding graph. 

Input Interface A3.11-I1 
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The input interface A3.11-I1 is a Zenoh pub/sub client that subscribes to messages 

on the topic: */perception/scene_understanding/graph. ¢ƘŜ άϝέ ƛǎ ŀ ǘƻǇƛŎ ǇǊŜŦƛȄ ŀƴŘ ƛƴŘƛŎŀǘŜǎ 
the source of the message, ŜΦƎΦΣ άǳǊƴΥǳǳƛŘΥмноŜпрстŜуфōΧέΦ The Universally Unique Identifier 
(UUID) can then be looked up in the TDD to obtain its static properties, such as the robot it is 
ƳƻǳƴǘŜŘ ƻƴ ƻǊ ǘƘŜ ŎŀƳŜǊŀΩǎ ǊŜǎƻƭǳǘƛƻƴΦ The topic prefix ensures that there are no namespace 
collisions between different Things in the swarm. The terms Things and Thing Description 
5ƛǊŜŎǘƻǊȅ ŀǊŜ ǇŀǊǘ ƻŦ ²о/Ωǎ ²Ŝō ƻŦ ¢ƘƛƴƎǎ ǎǇŜŎƛfication. The message payload is a scene 
understanding graph in JSON-LD format. JSON messages are a common format for the body of 
pub/sub messages and are easily read by humans or machines. 

Output Interface A3.11-A5.4.4.5 

The Streaming Media Service uses a WebSocket communication channel to update the swarm 
visualization artefact about changes to the location or state of Things in the environment. It also 
receives requests for additional information regarding the Thing, which it obtains from the TDD. 
Originally, it had been planned that Zenoh would be used as the communications channel to the 
swarm visualization artefact, but it was written in JavaScript and the Zenoh client proved too 
difficult to setup.   

The output interface A3.11-I2 is a Zenoh pub/sub client that publishes messages on the topic: 
/thing/state. The message payload is in JSON and indicates the new state of the thing. The 
format of the JSON message is: 

 

{ 

  "id": "f47ac10b58cc4372a5670e02b2c3d479", 

  "type": "obstacle", 

  "operation": "add", 

  "location": { 

    "x": 10.5, 

    "y": 5.2, 

    "z": 1.1 

  }, 

  "orientation": { 

    "u": 0.0, 

    "v": 0.0, 

    "w": 90.0 

  }, 

  "speed": 2.5, 

  "timestamp": "2023-10-27T10:00:00Z" 

} 

 

Where: 
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key  description  mandatory for operation  

id  UUID of the Thing  add, update, delete  

type  Type of the Thing: pallet, human, palletMover, 
obstacle  

add, update  

operation  Operation being performed on the state of the 
Thing: add, update, delete 

add, update, delete 

location  Relative x, y, and z coordinates of the Thing from 
the origin in meters  

add, update  

orientation  Relative u (roll), v (pitch), and w (yaw) pose of a 
Thing from the origin axis in degrees  

add, update  

speed  Speed type of the Thing in meters per second 
update only for palletMover  

update only for 
palletMover 

timestamp In ISO 8601 format add, update, delete 

Output Interface A3.11-I2 

The Streaming Media Service publishes occupancy maps for an environment. The message is 
published on topic nav_msg/OccupancyGrid, and Zenoh prefixes the topic with the Streaming 
Media Service instance namespace to identify where the map came from. The message has the 
same elements and structure as the standard ROS nav_msg/OccupancyGrid, except that the 
message body is in JSON rather than binary format, as it is for standard ROS messages. The JSON 
keys and data types are derived from the standard ROS messages. 

Output Interface A3.11-I3 

The Streaming Media Service communicates with the AMR pallet mover, used in use case 3 
demo A, by exchanging messages over MQTT. The Streaming Media Service passes the AMR the 
location and classification of pallets in the pallet lane, and the ARM returns its location and 
whether it has lifted its forks, indicating that it is holding a pallet. The precise structure of the 
messages has yet to be defined. 
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3 DATAOPS TOOL FOR SEMANTIC MANAGEMENT OF THINGS AND 

EMBEDDED AI APPS 

The DataOps toolbox is designed and implemented in SmartEdge to support the continuous 
integration of Things and Apps, facilitating their deployment from the Cloud to the Edge. This 
tool aims to provide a solution for enabling data exchanges, harmonisation, and integration in 
implementing edge intelligence among nodes within a swarm. A special focus is given to the 
performance and scalability requirements and the need to support different deployment 
environments. 

Considering the SmartEdge requirements elicited in D2.1 and refined in D2.2, the final design of 
the DataOps toolbox has been discussed in D3.2 to address two main challenges: 

¶ Interoperability of static node information: the description of the node information and 

its capabilities should be made interoperable and exchanged/retrieved according to 

common semantics. 

¶ Interoperability at runtime within a swarm: a node's runtime information should be 

made interoperable, or the runtime data exchanges between nodes in the swarm should 

be mediated to guarantee their interoperability. 

The DataOps toolbox is designed as a set of artefacts that can be configured to address 
heterogeneous interoperability requirements as represented in Figure 3-1. In particular, three 
artefacts are designed and released for the DataOps toolbox: 

¶ DataOps Pipeline Components (A3.5): a set of composable and configurable blocks to 

define DataOps pipelines for data operations within a swarm; 

¶ DataOps Deployment Templates (A3.6): reusable templates to provide flexibility in 

deploying DataOps pipelines both in the Cloud and on the Edge; 

¶ Low-code DataOps Configuration (A3.7): low-code approaches to support developers in 

the configuration of DataOps pipelines. 

 

 

Figure 3-1: Overview of the DataOps toolbox artefacts 
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The application of the DataOps toolbox to a specific use case requires: (i) the configuration of 
one or more DataOps pipelines using the components from A3.5 and possibly the tools for low-
code configuration from A3.7, (ii) the deployment of the pipeline(s) selecting one of the available 
deployment templates from A3.6. 

DataOps pipelines can be reused for use cases with similar requirements. As an example, for 
UC4, we implemented a pipeline to guarantee support for OPC-UA nodes with the KG Repository 
(A3.3) that can be reused in any use case leveraging OPC-UA nodes. Similarly, the pipeline for 
discovery of the devices developed for UC5b can support the Recipe-TD Matcher (A3.8) in 
different use cases. In any case, the modular approach guarantees the possibility of adapting an 
existing pipeline to different requirements by simply modifying the configuration of the affected 
portion. 

In Section 3.1, we provide a brief overview of the design of the three artifacts in the DataOps 
toolbox and report on their final release. We specifically focus on the new developments 
compared to the first release, which is thoroughly detailed in D3.2. Finally, we report on the final 
performance and scalability testing to assess the artefacts against the KPIs 2.2 and 2.3 defined 
for the DataOps toolbox. 

In Section 3.2, we describe specific pipelines defined to support different DataOps requirements 
across the SmartEdge requirements. 

3.1 FINAL IMPLEMENTATION 

This section discusses the final release of artefacts in the DataOps Toolbox. For each artefact, 
we provide an overview of its final design and the supported features, we describe the 
developments made for the second release, we discuss its expected usage considering other 
artefacts, and we report on how the artefact is made available. 

3.1.1 Final Implementation of the DataOps Pipeline Components (A3.5) 

Artefact A3.5 provides a set of modular and configurable building blocks to develop pipelines 
addressing heterogeneous DataOps requirements. 

3.1.1.1 Description and supported features 

The A3.5 components define the building blocks for configuring pipelines for DataOps by 
supporting the any-to-one mapping approach selected and discussed in D3.1 
[Vetere05,Scrocca20]. Figure 3-2 summarizes this approach that leverages Semantic Web 
technologies and declarative mapping rules to support data interoperability.  

The representation of the exchanged data through a common reference ontology enables the 
possibility of data harmonisation and fusion, considering heterogeneous data sources. The 
definition of mapping rules to (lifting) and from (lowering) the reference ontology for each data 
source enables mediated data exchanges across different nodes and reduces the number of 
point-to-point custom integrations in the system. Furthermore, the usage of declarative 
mapping rules improves the maintenance of such rules and their reusability for nodes 
communicating using the same data schema/format [VanAssche22]. 
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Figure 3-2: Declarative semantic conversion process for interoperability 

To implement such ŀƴ ŀǇǇǊƻŀŎƘΣ ǿŜ ŘŜǎƛƎƴŜŘ a generic DataOps pipeline as represented in 
Figure 3-3. The main types of building blocks are the Node Data Connector, which are blocks 
responsible for enabling data exchanges with different types of interfaces/protocols, and the 
Mapping Processor, which are blocks capable of executing declarative mapping rules for data 
and schema transformations. Additional blocks may be integrated within a pipeline to perform 
additional manipulations (e.g., for data fusion) or to implement data integration requirements. 

 
Figure 3-3: DataOps Pipeline 

3.1.1.2 Implementation  

We selected the Apache Camel11 framework as a solution enabling enterprise integration 
through the declarative configuration of building blocks within an executable pipeline. Apache 
Camel offers many production-ready components that can be easily integrated within a pipeline 
as Node Data Connector for common protocols and interfaces. Additionally, it offers built-in 
support for the Enterprise Integration Patterns [Hohpe04] for data integration. Finally, Camel 
can be easily extended to define custom components to be integrated within a pipeline. 

The Chimera framework6 is an open-source project that extends Apache Camel by introducing 
operations for constructing, manipulating, and exploiting RDF graphs within a pipeline. In 
particular, Chimera supports the execution of declarative mapping rules by providing Mapping 
Executors components. 

As part of the first SmartEdge release, a refactor of Chimera was completed by defining the 
following three components: 

¶ camel-chimera-graph: Camel component used to create and manipulate RDF knowledge 
graphs (either local or remote). 

¶ camel-chimera-rmlmapper: Camel component for lifting operations defined using the 
RDF Mapping Language (RML) [Iglesias-Molina23]. 

 

6 https://github.com/cefriel/chimera  

https://github.com/cefriel/chimera
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¶ camel-chimera-mapping-template: Camel component for both lifting and lowering 
operations using the Mapping Template Language (MTL) [Scrocca24]. 

As a result of the refactor, the components now follow the Apache Camel guidelines for Camel 
components and are published on Maven Central to facilitate their adoption by external 
projects. The first release also focused on the redesign and implementation of the mapping-
template7 library that is used within the Chimera Mapping Template component to: (i) support 
a generic declarative knowledge conversion approach via MTL, (ii) improve performance and 
scalability of the conversion, (iii) support the execution of RML mapping rules by converting 
them to MTL files. Additional details can be found in D3.2.  

The second release of A3.5 focused on supporting new features, considering the validation of 
the DataOps pipelines within the use cases, and improving code reliability by identifying and 
resolving existing issues. The work carried out is documented in the issue tracker and in the 
release changelog of both the mapping-template (from v2.5.1 to v2.6.1) and Chimera (from 
v4.1.1 to v4.5.0) repositories on GitHub. In the following, we report the main modifications 
introduced. 

The first aspect relates to providing better support for remote triplestores and improved 
management of named graphs. On the one hand, we improved the integrated management of 
remote RDF graphs within a Chimera pipeline to facilitate the connection to the remote 
triplestore and support data operations and the execution of mapping operations as if they were 
executed on an in-memory RDF graph. On the other hand, we harmonised options for the 
consistent handling of named graphs across all Chimera components. 

A second work stream was dedicated to the integration of new features developed for the 
mapping-template library in the first release and requiring modification within the Chimera 
Mapping Template component (e.g., enable multiple readers for the same mapping execution). 
Additionally, we worked in the mapping-template to reflect recent changes in the RML 
specification and extend its support to other RML modules. Particular attention was given to the 
new RML-LV8 (Logical Views) extension, which introduces new mechanisms for accessing input 
data sources, and it is similar to the dataframe approach defined in MTL. We also participated 
in the KGCW Challenge 20259 to assess the compliance with respect to the specification and 
other RML mapping processors using the Typhon-RML tool described in Section 3.1.3. As a 
result, we ensure almost full compliance considering the new set of RML Core test cases, and 
partial coverage of the RML-IO and RML-LV modules10. 
Additionally, we worked on supporting the observability of DataOps pipelines through 
monitoring tools. In particular, we adopted Micrometer11 as a vendor-neutral  façade that can 
be configured to support different deployment environments and observability tools. 

 

7 https://github.com/cefriel/mapping-template  

8 https://kg-construct.github.io/rml-lv/spec/docs/  

9 https://kg-construct.github.io/workshop/2025/challenge.html  

10 https://github.com/cefriel/typhon-rml/tree/main/evaluation/kgcw-2025  

11 https://micrometer.io/  

https://github.com/cefriel/mapping-template
https://kg-construct.github.io/rml-lv/spec/docs/
https://kg-construct.github.io/workshop/2025/challenge.html
https://github.com/cefriel/typhon-rml/tree/main/evaluation/kgcw-2025
https://micrometer.io/
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We leveraged Micrometer's capabilities within the Camel framework and we provided a 
template project on GitHub12 to exemplify its usage. The Camel Micrometer Component 13 
facilitates the instrumentation of pipelines with custom metrics of type counter, summary and 
timer. 

Figure 3-4 exemplifies the instrumentation of a generic DataOps pipeline considering the 
following metrics: 

¶ [Summary] Queue Length: length of the messages queued within a pipeline to assess 

potential bottlenecks and understand the overall system load 

¶ [Timer] Lifting/Lowering Process Duration: the duration of the mapping process to 

evaluate the efficiency considering different inputs and mapping rules 

¶ [Summary] Sample Size: check size of input processed 

¶ [Counter] Samples Processed: count of the total number of samples processed 

As shown in the example, tags can be used to filter metrics associated with specific pipelines or 

portions of a pipeline. Certain metrics may require custom code to be collected, as done in the 

example with the queue size by using a custom processor. 

Micrometer can then be configured to expose the collected metrics using different approaches. 

We investigated the support for Prometheus14, a well-known open-source tool for metrics and 

monitoring in container orchestration systems like Kubernetes. Moreover, the Prometheus 

format is accepted by many other time series databases like InfluxDB15. We experimented using 

the Telegraf16 agent to collect and store in InfluxDB the metrics exposed by a set of deployed 

DataOps pipelines instrumented with Micrometer. This integration enabled us to create custom 

dashboards in Grafana17 to verify in real-time the trend of each metric as the example shown in 

Figure 3-5. Additionally, alerts can be configured to monitor the performance of the system in 

real-time. 

 

12 https://github.com/cefriel/chimera-deployment-templates/tree/main/minimal-chimera-observable-

micrometer  

13 https://camel.apache.org/components/4.10.x/micrometer-component.html  

14 https://docs.micrometer.io/micrometer/reference/implementations/prometheus.html  

15 https://www.influxdata.com/  

16 https://github.com/influxdata/telegraf  

17 https://grafana.com/  

Figure 3-4: Micrometer instrumentation of DataOps pipeline 

https://github.com/cefriel/chimera-deployment-templates/tree/main/minimal-chimera-observable-micrometer
https://github.com/cefriel/chimera-deployment-templates/tree/main/minimal-chimera-observable-micrometer
https://camel.apache.org/components/4.10.x/micrometer-component.html
https://docs.micrometer.io/micrometer/reference/implementations/prometheus.html
https://www.influxdata.com/
https://github.com/influxdata/telegraf
https://grafana.com/
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Figure 3-5: Grafana dashboard for instrumented DataOps pipeline 

Finally, we focused on working on the implementation of DataOps pipelines for specific use 
cases. We investigated and tested the usage of required Node Data Connectors (e.g., NATS, 
HTTP, WebSockets), we defined and implemented mapping rules for data transformation from 
the considered source/target nodes, and we developed custom blocks to address business-
specific logic within the pipelines. More details are reported in Section 3.2. 

3.1.1.3 Interfaces 

To support heterogeneous DataOps requirements, the DataOps toolbox was not designed as a 
pluggable artefact with specific interfaces but as a set of components that could be used to 
configure and deploy DataOps pipelines capable of addressing specific interfaces and 
requirements. Artefact A3.5 provides modular and configurable building blocks for the pipelines. 
Artefact A3.6 provides templates to deploy the pipelines developed using A3.5 components. 
Artefact A3.7 enables the low-code definition of A3.5 pipelines. 

The pipelines defined for specific SmartEdge use cases exemplify the potential usage of A3.5 
components in combination with other artefacts. The declarative mapping rules may be defined 
considering the SmartEdge semantic models defined in A3.1 as a reference ontology. 
Interactions with the knowledge graph repository (A3.3) allow DataOps pipelines to be enriched 
with contextual information or to store generated RDF triples. Furthermore, A3.5 components 
can be used to support data fusion requirements for A5.1.4 by harmonising and integrating 
heterogeneous data streams. 

3.1.1.4 Artifact details 

Lead Partner: Cefriel 

Repository:  

¶ Chimera https://github.com/cefriel/chimera 

¶ mapping-template https://github.com/cefriel/mapping-template 

¶ SmartEdge DataOps pipelines https://gitlab.com/smartedge-project-eu/SMARTEDGE/-
/tree/main/WP3/A35?ref_type=heads 

https://github.com/cefriel/chimera
https://github.com/cefriel/mapping-template
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A35?ref_type=heads
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A35?ref_type=heads
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Documentation is available within each repository. The artefacts are publicly available as open-
source projects released under the Apache License 2.0. The DataOps pipelines for each 
SmartEdge use case are private and available within the SmartEdge private repository. 

 

3.1.2 Final Implementation of the DataOps Deployment Templates (A3.6) 

 
Artefact A3.6 provides a set of reusable templates to deploy DataOps pipelines addressing 
different deployment environments from cloud to edge. 
 

3.1.2.1 Description and supported features 

The DataOps Tool should support diverse needs, particularly considering the different strategies 
shown in Figure 3-6 for deploying pipelines addressing the interoperability of data formats and 
semantics within a swarm. The alternatives discussed in D3.2 are: 

¶ Within a dedicated smart-node (mediation node) 

¶ Embedded in the swarm orchestrator (mediation service) 

¶ Embedded in the middleware/network layer 

¶ Embedded in the source/target smart-node 

 

 

Figure 3-6: Deployment strategies for DataOps pipelines 

 

In this direction, we investigated Apache Camel and its inherent support for multiple 
deployment options to enable flexibility in the deployment of DataOps pipelines both on edge 
devices and in the cloud. To facilitate the deployment of pipelines in different environments, we 
planned the implementation of pre-defined and reusable deployment templates.  

As part of the A3.6 final design described in D3.2, we identified and discussed the pros and cons 
of different deployment alternatives shown in Figure 3-7.  
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Figure 3-7: DataOps Deployment Templates 

In the following, we briefly summarise the options identified, focusing on Quarkus and Knative 
enabled within the second release. 

1. Library: A DataOps pipeline can be integrated within a Java Project by importing Apache 
Camel and Chimera as dependencies. 

2. JAR Files: JAR files are self-contained executables (Java Archive) that encapsulate all the 
necessary components for running a DataOps pipeline. Different runtimes can be 
selected to build and package JAR files for executions: 

¶ Camel Core: basic runtime for Camel applications. 

¶ Spring for Camel: Camel's Spring integration allows Camel routes to be 
configured within a Spring-based application. 

¶ Quarkus: a Java framework designed to start up quickly applications by 
implementing specific optimizations and configurations at build time. Quarkus 
is optimized for low memory usage, making it suitable for resource-constrained 
environments, serverless environments and microservices architectures. Java 
libraries should be adapted as Quarkus extensions18 to enable their usage within 
Quarkus projects. 

3. Containerization: JAR files can be packaged as OCI (Open Container Initiative) 
containers using different Java Virtual Machines (JVMs), such as OpenJDK or Oracle JDK. 

4. Native Executable (GraalVM): GraalVM is a high-performance Java runtime that offers 
ahead-of-time (AOT) compilation. This enables the compilation of DataOps pipelines as 
native binary executables before deployment, eliminating the need for a JVM at 
runtime. 

 

18 https://quarkus.io/guides/writing-extensions  

https://quarkus.io/guides/writing-extensions
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5. Kubernetes: If a Kubernetes environment is available either on a single device or as a 
deployment environment for multiple nodes composing the swarm, DataOps pipeline(s) 
can be deployed using different approaches: 

¶ Sidecar container19: a Docker container running a DataOps pipeline can be executed 
within a Pod deployed for a node as a sidecar container.  

¶ Service: A Docker container running a DataOps pipeline can be executed as a 
dedicated Kubernetes Pod and exposed as Kubernetes services. This enables scaling 
the number of replicas and the automatic load balancing of requests. 

¶ Apache Camel K: a subproject of Apache Camel explicitly designed for running 
pipelines in Kubernetes-based environments. It can be used to simplify the 
deployment of DataOps pipelines for use cases involving cloud-native and serverless 
architectures. One of the core innovations introduced by Camel K is the concept of 
Kamelets (Kamel route snippets), which are reusable integration templates that 
provide an abstraction to encapsulate pipelines for specific integration tasks (like 
accessing data from a certain node in a specific format). 

¶ Knative: a Kubernetes-based platform to deploy, manage, and scale applications. It 
can be employed to manage a Camel K deployment of DataOps pipelines in a 
serverless manner. Knative enables automatic scaling of the pipelines20 , allocating 
more computing resources to pipelines with increasing workloads and allowing 
scale-to-zero for pipelines that are not receiving requests. Using Knative, DataOps 
pipelines can be deployed as: 

o Knative aware DataOps pipelines, modifying the DataOps pipelines to make 
them Knative21 aware using the Camel Knative component22 and then deploying 
it through Apache Camel K. By using the Camel Knative component, individual 
routes within a DataOps pipeline can automatically scale based on demand and 
receive priority resources, while lighter routes can scale to zero and be activated 
only when needed. 

o OCI containers deployed using Knative. Because modifying DataOps pipelines to 
make them Knative aware may not always be desirable it is possible to deploy a 
DataOps pipeline packaged as an OCI container using Knative. A DataOps 
pipeline deployed in this fashion retains the scale to zero capabilities offered by 
Knative but at a coarser granularity. While for Knative Aware DataOps pipelines 
it is possible to automatically scale individual Camel Routes that form the 
DataOps pipeline, in this deployment scenario, the whole DataOps pipeline is 
treated as an atomic unit to be scaled. 

3.1.2.2 Implementation 

Deployment templates are documented and demonstrated via a publicly available GitHub 
repository23. Each deployment option is documented through detailed step-by-step instructions 
in dedicated README files, accompanied by their demonstration considering example DataOps 
pipelines. The example pipelines (minimal-chimera projects) are designed to be runnable out-

 

19 https://kubernetes.io/docs/concepts/workloads/pods/sidecar-containers/  

20 https://knative.dev/docs/serving/autoscaling/ 

21 https://knative.dev/docs/  

22 https://camel.apache.org/components/4.8.x/knative-component.html  

23 https://github.com/cefriel/chimera-deployment-templates  

https://kubernetes.io/docs/concepts/workloads/pods/sidecar-containers/
https://knative.dev/docs/
https://camel.apache.org/components/4.8.x/knative-component.html
https://github.com/cefriel/chimera-deployment-templates
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of-the-box and are supported by dedicated Dockerfiles. In addition to these, templatized 
Dockerfiles are also provided to serve as a blueprint for deployments of different or more 
complex DataOps pipelines. In addition to the deployment options already present for the first 
release, additional templates were introduced.  

Knative was investigated to enable autoscaling for resource-intensive DataOps pipelines 
deployed in cloud on a Kubernetes cluster, as well as scale-to-zero functionality during periods 
of inactivity, optimizing resource usage. Knative can be used to deploy DataOps pipelines built 
with A3.5 in two ways. Firstly, at a finer level of granularity it is possible to alter the DataOps 
pipeline by integrating the Apache Camel Knative component. The result of this is that Camel K 
can distinguish between individual routes that form the single DataOps pipeline, meaning that 
each route is treated as a scalable unit by the Knative Deployment. This enables routes that 
receive lots of traffic can be scaled up, while routes that, for example, are responsible for logging 
do not. A second option is to treat the DataOps pipeline as an atomic unit, meaning that 
individual routes are not auto scaled, but the whole pipeline is. This latter option is preferable 
when the original DataOps pipeline cannot be altered to integrate the Camel Knative 
component. The deployment template24 for this option is shown in Figure 3-8.  

 

Figure 3-8: Deployment template for deploying DataOps pipelines as docker images through Knative 

A DataOps pipeline packages as a docker container has been successfully deployed on the 
Kubernetes cluster in the integration environment from WP6 using Knative. The pipeline has 
been exposed through an HTTP interface and tested by sending POST requests to the service 
endpoint, confirming that the pipeline is accessible and functioning as expected. Following the 
initial test, we experimented with different loads and observed that the Knative Service 
exhibited its autoscaling behavior correctly using the following command: 

kubectl get pods -l serving.knative.dev/service=<your-service-name> 

Specifically, after a period of approximately 2 to 3 minutes with no incoming requests, the 
service instance was automatically scaled down to zero. In case of increasing load, the number 
of pods increased based on the load. Knative supports the usage of different metrics for 
autoscaling. We tested the default one based on the number of concurrent requests received 
that can be configured considering the requirements of a specific DataOps pipeline. 
Alternatively, other metrics such as CPU and memory usage can be used to determine the 
autoscaling behaviour25. 

 

24 https://github.com/cefriel/chimera-deployment-templates/tree/main/knative  

25 https://knative.dev/docs/serving/autoscaling/autoscaling-metrics  

https://github.com/cefriel/chimera-deployment-templates/tree/main/knative
https://knative.dev/docs/serving/autoscaling/autoscaling-metrics
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Finally, the Quarkus runtime was explored to assess the possibility of obtaining faster execution 
and reduced memory footprint compared to traditional Java runtimes that may be beneficial for 
edge deployments. Camel Quarkus26  provides Quarkus extensions of Camel components, 
enabling the implementation of Camel projects that may benefit from Quarkus optimisations. 
However, not all the Camel components are available in Camel Quarkus since they require 
dedicated modifications and testing to adapt the behaviour in the build phase for reduced 
runtime dependencies and improved efficiency. Additionally, extensions may offer different 
levels of support, i.e., JVM only or also native mode. The same challenges also apply to the 
Chimera components, in particular considering the dependencies (i.e., external libraries for RDF 
management) used by Chimera and not yet available as Quarkus extensions. For these reasons, 
we were currently able to experiment partially with Quarkus but we expect in the future broader 
support for this framework and to be able to implement dedicated Chimera extensions. 

Nevertheless, the minimal-chimera-quarkus-app27 project demonstrates a DataOps pipeline 
successfully developed, built and tested using the Quarkus framework and Camel Quarkus. 
However, generating a native executable with Quarkus was not possible due to the required 
dependencies and the performance advantages of relying on Quarkus are in this case limited as 
discussed in Section 3.1.4.  

3.1.2.3 Interfaces 

A3.6 is strictly related with A3.5 as it is used to deploy DataOps pipelines developed by using 
A3.5 components in different ways according to the specific needs of the use case. 

3.1.2.4 Artifact Details 

Lead Partner: Cefriel 

Repository: https://github.com/cefriel/chimera-deployment-templates  

The documentation and the demonstrator pipelines are publicly available in the provided 
repository. 

3.1.3 Final Implementation of Low-code DataOps Configuration (A3.7) 

Artefact A3.7 provides a set of tools to configure DataOps pipelines using low-code approaches. 

3.1.3.1 Description and supported features 

A low-code approach simplifies application development by emphasizing configuration over 
manual coding. The overall objective of A3.7 is to enable a declarative configuration of DataOps 
toolbox components (A3.5) within a pipeline so that users can reduce the need for implementing 
custom solutions.  

For the DataOps tool, we chose to leverage the Apache Camel framework that enables the 
definition of data integration pipelines using the abstraction of Routes as a composition of 
building blocks. This abstraction empowers a low-code approach to data integration, as it 
exposes all available functionalities of Camel components through well-documented URI 
parameters, which users can configure when creating a route. This approach also means that 
modifying the data integration pipeline doesn't necessitate rebuilding the entire software 

 

26 https://github.com/apache/camel-quarkus  

27 https://github.com/cefriel/chimera-deployment-templates/tree/main/minimal-chimera-quarkus-app  

https://github.com/cefriel/chimera-deployment-templates
https://github.com/apache/camel-quarkus
https://github.com/cefriel/chimera-deployment-templates/tree/main/minimal-chimera-quarkus-app
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artefact that executes Camel routes; it only requires changes to the file where the route is 
declared.  

Routes can be defined using several domain-specific languages (DSL), with the most prominent 
options being Java, XML, Spring XML, and YAML. Alternatively, routes can be built using a 
graphical user interface without writing code using Apache Camel Karavan22 and the plugin for 
Visual Studio Code. This graphical approach significantly eases the process of route definition, 
as it avoids syntax and logical errors that may happen when manually writing a route in a text 
file.  

As a major development for the second release, we developed the Typhon-RML28 tool to support 
the fully declarative specification of DataOps pipelines using the RDF Mapping Language (RML). 
This tool translates RML mappings into A3.5 DataOps pipelines. RML mappings by design 
combine both data access logic and data transformation rules. Typhon-RML instead separates 
these two distinct aspects by generating: (1) a DataOps pipeline, defined using the Apache Camel 
XML DSL, which configures all the necessary A3.5 components for data access and 
harmonisation; and (2) a declarative MTL mapping file that contains the mapping rules. Both 
outputs can be further edited to meet specific requirements or introduce performance 
optimisations, as discussed in Section 3.2.1 for UC2. 

3.1.3.2 Implementation 

 

The first release of A3.7, described in D3.2, focused on adapting Chimera to facilitate the usage 
of components in the various Camel DSL and especially in YAML. Moreover, we worked on 
enabling the usage of Chimera components in Karavan. As shown in Figure 3-9, a DataOps 
pipeline can be configured using the YAML DSL, or the same route can be obtained by the drag-
and-drop editor of Karavan.  

 

Figure 3-9: Low-code DataOps Configuration via Karavan 

 

28 https://github.com/cefriel/typhon-rml 
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In the second release, we modified Chimera to allow the names of the operations performed by 
its components to be expressed as optional parameters, rather than using URI path parameters. 
Before this change a get operation for the Chimera Graph component could only be expressed 
as .to("graph://get?...). This can now alternatively be written as .to("graph://?operation=get") 
which is a syntax preferred by the Karavan Tool. This change simplified the implementation of 
the required DataOps pipeline for UC5b using Karavan, discussed in Section 3.2.3.  

To streamline the execution of pipelines exported from Karavan and address the issues 
mentioned in D3.2, we made available a project that can be used as a basis to automate the 
deployment of such pipelines29. The project should be updated in case additional custom 
dependencies (other than Chimera) are introduced within the pipeline. 

Additionally, we investigated further the possibility of using Karavan to write Kamelets and 
execute them directly in Kubernetes environments.  

 

Figure 3-10: Kamelet performing a lifting operation 

 

29 https://github.com/cefriel/chimera-tutorial/tree/yaml-tutorial  

https://github.com/cefriel/chimera-tutorial/tree/yaml-tutorial
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Kamelets can be an efficient way to reuse route templates, i.e., to reuse portions of a parametric 
DataOps pipeline by simply providing the required parameters for the scenario considered.  
Figure 3-10 shows an example Kamelet that allows to abstract the needed configuration for 
executing the Mapping Template Component on an incoming input to perform a lifting 
operation. The same can be done for a lowering operation. Both example kamelets are made 
available online30. 

While it is possible to correctly define Kamelets that use components from A3.5 it is not possible 
at the moment to automatically deploy them using the Camel-K Kubernetes operator. This is 
because the Chimera Apache Camel components are not registered in the official Camel 
Catalog31 dependency tracker, meaning that the Chimera Java dependencies are not recognized 
automatically at deployment time by the Camel K tool. However, it is possible to use kamelets 
in a Kubernetes environment by not using Camel K and manually specifying the needed 
dependencies to run the kamelet. A project is made available32 to demonstrate how to execute 
a kamelet and can then be used in combination with the deployment templates defined by A3.6. 

The Typhon-RML tool is designed and implemented to work across two distinct phases, as 
illustrated in Figure 3-11: the compile time step and the runtime step.  

 

During the compile-time phase, the RML mapping is processed using the mapping-template Java 
library.  This phase involves two mapping files written in the MTL language. These files are used 
to generate both a DataOps pipeline and an MTL mapping, which together produce the desired 
target output based on the input data sources. The DataOps pipeline is created by extracting 
information about the data sources, such as their types and how to access them from the RML 
mapping. This information extraction and writing of a corresponding DataOps pipeline are 
handled by the mapping rules defined in the Router.vm file. In contrast, the Translator.vm file 
handles the transformation of the core mapping logic from RML to an equivalent set of rules in 
MTL format, hence the name "Translator". These sets of mapping rules, expressed in RML and 
MTL are considered as equivalent as they produce the same output file. At runtime, the two 

 

30 https://github.com/cefriel/chimera/pull/43  

31 https://camel.apache.org/manual/camel-catalog.html  

32 https://github.com/cefriel/chimera-deployment-templates/tree/main/chimera-kamelet  

Figure 3-11: Overview of the typhon-rml approach for modularising the declarative mapping 
rules. 

https://github.com/cefriel/chimera/pull/43
https://camel.apache.org/manual/camel-catalog.html
https://github.com/cefriel/chimera-deployment-templates/tree/main/chimera-kamelet
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produced files are loaded and executed by the Typhon Chimera Skeleton, a Java skeleton project 
setup with the necessary dependencies to run the produced DataOps Pipeline. 

While it is technically possible to automatically pass the generated DataOps pipeline and MTL 
mapping rules to the Chimera Skeleton, we intentionally avoid doing so. This decision is made 
to give users the flexibility to review, configure, and adapt the generated files to better suit their 
specific use cases. These requirements are often difficult or even impossible to express in RML. 
By combining the Chimera framework with declarative MTL mapping rules, users can achieve a 
level of customization and expressiveness that RML alone does not support. The advantages of 
this approach are discussed considering the DataOps pipeline for harmonised traffic data 
defined for UC2 in Section 3.2.1. 

Figure 3-12 show an example set of RML mapping rules on the left, and the obtained DataOps 
pipeline generated by Typhon-RML and represented using the Camel XML DSL.  

 

Figure 3-12: RML mapping rules and the corresponding DataOps pipeline generated by Typhon-RML 

We evaluated Typhon-RML against the RML test cases, and we reported the results of the 
evaluation in the online repository33. Currently, it provides coverage for the RML Core 
specification, as demonstrated by its execution against the test cases for the KGCW Challenge 
2024. This includes reading from CSV, JSON, and XML local files and from MySQL and Postgres 
databases. The configuration used to run the tool and the generated DataOps pipelines and 
MTL file for each test case are made available online. 

3.1.3.3 Interfaces 

Artifact A3.7 is strictly related to A3.5 as it allows to define and configure DataOps pipelines for 
A3.5 using various low-code approaches.  

3.1.3.4 Artifact Details 

Lead Partner: Cefriel 

Repository:  

 

33 https://github.com/cefriel/typhon-rml/tree/main/evaluation  

https://github.com/cefriel/typhon-rml/tree/main/evaluation
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o Documentation on how to use Karavan to define DataOps pipelines: 
https://github.com/cefriel/chimera/tree/master/karavan  

o Example project to execute YAML pipeline exported by Karavan: 
https://github.com/cefriel/chimera-tutorial/tree/yaml-tutorial 

o Typhon-RML tool: https://github.com/cefriel/typhon-rml  

Additional documentation is provided in the respective repository. 

3.1.4 Performance and Scalability Evaluation 

Starting from the results reported in D3.2, we carried out an additional performance and 
scalability evaluation to assess the DataOps toolbox against the KPIs 2.2 and 2.3. 

In particular, we focused on addressing issues that emerged during the first release regarding 
the reproducibility of the test cases and the possibility of varying both the size of messages 
processed and their frequency. Finally, we evaluated the performance of the newly introduced 
deployment template for Quarkus and investigated the differences in performance by executing 
the pipeline on a virtual machine in cloud and on an edge device. 

The artefacts and the configurations used for testing activities are made available online on 
Zenodo together with the raw results [Zenodo25]. 

3.1.4.1 Testing Preparation 

 
For the testing, we considered the same DataOps pipeline used for the first release and ingesting 
real-time data from the city of Helsinki radars, which is transmitted via WebSockets in JSON 
format. This data includes information on the number and types of vehicles detected, such as 
whether they are cars, trucks, or other vehicle types. Once collected, the data is converted into 
RDF according to the target ontology. The DataOps pipeline is illustrated in Figure 3-13. 
Declarative mapping rules are defined using the MTL and executed via the Mapping Template 
component. 

 

 

Figure 3-13: Example DataOps pipeline for the semantic conversion of radar data 

 

For this second release, we generated a set of test samples from data collected from actual 

radars in Helsinki to solve the testing issue with unpredictable variance of the input size and 

uncontrolled message frequency. The JSON samples reported in Table 3.1 were created with 

varied sizes to analyse the impact of sample size on the performance of the application. The 

name of the file reports the number of records from the radar added to a single message and 

the corresponding size of the message. 

https://github.com/cefriel/chimera/tree/master/karavan
https://github.com/cefriel/chimera-tutorial/tree/yaml-tutorial
https://github.com/cefriel/typhon-rml
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Table 3.1: Sample files generated for the DataOps evaluation 

Sample File (#records) Size 

sample_10.json 4 KB 

sample_30.json 9 KB 

sample_50.json 15 KB 

sample_100.json 30 KB 

sample_200.json 60 KB 

sample_500.json 149 KB 

sample_1000.json 297 KB 

 

A custom Python-based WebSocket server has been developed to evaluate the performance of 

the DataOps pipeline under controlled conditions. The server transmits the fixed-size JSON 

sample via Websocket at configurable intervals, ensuring consistent input for each test iteration.  

The execution of the tests is controlled via a Bash script configurable through several 

parameters: 

¶ Docker image: Name and tag of the Docker image executing the DataOps pipeline to be 

tested. 

¶ Number of repetitions: Specifies the number of repetitions for each test.  

¶ Running interval: Defines the duration of a single test execution. 

¶ Waiting interval: Sets the waiting time between test executions. 

¶ Sample file: Indicates which sample file to use for the test. 

¶ Sending interval: Controls the interval at which the WebSocket server sends a message 

to the connected client. 

Both the WebSocket server and the DataOps pipelines are packaged into specific Docker images 

to guarantee an isolated and reproducible testing environment. 

In addition to the described test environment, we implemented another version of the DataOps 

pipeline accepting JSON messages via an HTTP POST endpoint, and we tested it by relying on the 

Locust34 open-source load testing tool. Indeed, using WebSocket provides a single, persistent 

connection where messages are transmitted over one channel instead of multiple parallel 

streams. If a client is slow in processing messages, the server identifies this and automatically 

reduces the message delivery rate (backpressure) to avoid memory overflow or latency buildup. 

This behavior complicates the simulation of high concurrency. On the other hand, HTTP 

inherently supports concurrency through independent and isolated requests, making it a better 

option for testing scenarios that require simulating multiple users or concurrent requests, as the 

processing speed of one client does not impact others. Moreover, it allows for getting additional 

 

34 https://locust.io/ 
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insights on the latency experienced by each user for each request, considering also delayed and 

dropped messages due to queuing mechanisms. 

We developed a Python script using the Locust API to configure the task of each user to send a 

JSON sample of a given size to the DataOps pipeline. The Locust tool allows you to control the 

number of requests by setting up the following parameters: 

¶ Number of users: number of concurrent users at peak 

¶ Ramp-up: number of users added every second 

¶ Test duration: total duration of the test 

¶ Frequency: frequency of requests for each user 

3.1.4.2 Testing Methodology 

We instrumented the DataOps pipeline to collect the following metrics to evaluate the 

performance of each image:  

¶ Conversion time: The time taken to execute the DataOps pipeline. 

¶ Queue size: Give information on the rate at which the images can process the incoming 

data. 

¶ Resource utilization: CPU and memory usage sampled at regular intervals. 

Additionally, for the tests with the WebSocket, we measured the actual number of messages 

processed per second, while using the Locust tool, we also collected metrics on end-to-end 

latency (from the user perspective) and failure rate (requests dropped). 

Considering the results of the first release, we decided to perform the tests by evaluating the 

DataOps pipelines associated with the following deployment templates. 

¶ Temurin: Pipeline deployed as a Jar using the Temurin JVM, as it showed the best 

performance in terms of conversion time. 

¶ Native: Pipeline executed as a native executable obtained using Graal VM 

Community Edition, as it showed the best performance in terms of resource usage. 

Additionally, we tested the Quarkus pipeline implemented using the Quarkus framework and 

deployed on the Temurin JVM that was not available for the first release. All images are limited 

to 1GB memory usage via JVM and Native executable options. 

We performed the test by considering two deployment environments representative of a cloud 

and edge deployment:   

¶ C: Cloud Virtual Machine (VM) with 12 Intel(R) Xeon(R) E-2136 CPU @ 3.30GHz, 128 

GB RAM and SSD. 

¶ E: NVIDIA Jetson Orin Nano with 6-core Arm Cortex-A78AE v8.2 64-bit CPU, 8 GB 

RAM and 128GB microSD. 

We performed a test for each sample size (10, 30, 50, 100, 200, 500, 1000) and considering as 

waiting interval the values 0.1s (100ms ς 10 req/seconds), 0.01s (10ms ς 100 req/seconds), 

0.001s (1ms ς 1000 req/seconds). Each test is executed over a period of 600 seconds. Finally, to 

mitigate the effect of application cold start on average metrics, an initial burst of messages is 

sent before the execution of each test. 

To complement the results obtained, we performed a testing with the Locust Tool on the Cloud 

Virtual Machine with 1000 concurrent users at peak sending 1 request per second and with 
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ramp-up period of 10 users/seconds for a total duration of 120 seconds. We compared the 

temurin and native images. 

3.1.4.3 Results 

 
This section discussed the main results obtained in the test activities performed, considering an 
assessment of KPIs 2.2 and 2.3.  

We focus the discussion on the results obtained for the Temurin image, confirming the best 
results in terms of performance and the Native image, achieving also in this evaluation the 
lowest resource usage. The Quarkus image provides a good trade-off for many test cases among 
performance and resource usage, however, as mentioned in previous sections, the full 
advantages of the Quakus runtime are not leveraged due to the compatibility of dependencies. 

Table 3.2 reports the results obtained for the Native, Temurin and Quarkus deployment options 
with sample size 200 and frequencies (0.1s, 0.01s, 0.001s). A complete table with results for each 
test case is made available in Annex I (Section 7). 

We reported in Table 3.2 the sample size of 200 records, as its size (60 KB) allows for a 
comparison with the baseline value of 50KB for KPIs 2.2 and 2.3 [Scrocca21]. For KPI 2.2 
regarding performance, we consider the value registered for lower frequency (10 
messages/seconds), as in the considered baseline, no concurrency of requests is introduced for 
the evaluation. The Temurin deployment in cloud registered the best performance with a 
minimum conversion time of 2ms (Quarkus 4ms, Native 6ms) and an average conversion time 
of 15ms. The registered values are higher on the edge device (average 17ms).  

For the comparison with the baseline, we use the reported 107ms value for lifting [Scrocca21] 
(instead of 140ms including both lifting and lowering), as in this case, only the lifting operation 
is performed. Both on cloud and on edge, we achieved more than 80% improvement with 
respect to the baseline (values are lower than 20ms). For the Native deployment, the average is 
higher than 20ms (30ms), but only on the edge device (9ms in cloud), possibly due to specificities 
of the ARM architecture that cannot be directly compared with values in the baseline.  

Notably, also with higher concurrency of requests (100-1000 messages/second) and higher 
sample sizes (149KB and 297KB), in most of the configurations the average value meets the 
target value and the improvement reaches even higher percentages. Finally, it can be noted that 
for lower frequency values the average conversion time is in some cases higher than with higher 
frequencies (e.g., temurin-200-0.1 vs temurin-200-0.01). This may seem counterintuitive, but it 
is due to the fact that the average is computed over a greater number of messages and the effect 
of outliers is reduced.  

For KPI 2.3, we consider the message/seconds actually processed for the 1000 message/seconds 
case with sample size 200 (60KB) and compare it with the baseline of 100 requests/seconds with 
50KB message. For the Temurin case, we managed to convert 415 messages/second on the VM 
and 266 messages/second on the Jetson Nano. For the Native case, 326 messages/second on 
the VM and 135 messages/second on the Jetson Nano. For both images the deployment on the 
Jetson Nano dropped some messages due to the saturation of the queue (max value 1000 
messages). In most of the cases we managed to obtain an improvement much higher than the 
50% set for the KPI. Even in this case, the only exception is the Native image on the Jetson Nano, 
and this can be explained as commented before for KPI 2.2.  
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Table 3.2: Conversion time for Native, Quarkus and Temurin images of the DataOps pipelines in the different test 
cases. 

 

 

Figure 3-14 and Figure 3-15, report the trend of memory and CPU usage for the case of size 200 
and frequency 100 message/seconds sampled every 5 seconds over the test execution. We 
report only this case as the recorded trends of resource usage are consistent across different 
test cases and allow for a comparison of the different deployment templates. 

 

As it can be seen, the memory usage on the VM and the Jetson Nano are almost comparable for 
the Native image while different for the Temurin image. Nevertheless, the usage of resources 
on the VM and the Jetson Nano are well below the 1GB limit set. The similarity of resource usage 
for the Native image on the VM and the Jetson Nano supports our intuition on the fact that the 
difference in performance of the same image on the Jetson Nano is mainly due to the underlying 
ARM architecture. We will investigate this aspect further to better understand the root causes 
of this difference. 

All the test cases registered a similar CPU usage with a value lower than 50% after the initial 
spike. 

 

It is relevant to highlight here that we managed to reach with the Native image the target values 
of KPI 2.2 and 2.3 while also reducing memory consumption. 

Image | 
Sample | 

Frequency 

msg/s  avg 
conversion_time  

max 
conversion_time  

min 
conversion_time  

max queue_size 

C E C E C E C E C E 
native 200 

0.1 
10.0 10.0 32.724 36.192 67.0 102.0 6.0 19.0 0.0 0.0 

native 200 
0.01 

87.0 85.0 9.240 30.302 71.0 195.0 6.0 18.0 1.0 4.0 

native 200 
0.001 

326.0 135.0 12.023 44.064 87.0 248.0 6.0 18.0 16.0 1000.0 

temurin 
200 0.1 

9.0 10.0 14.674 16.981 29.0 36.0 2.0 8.0 0.0 0.0 

temurin 
200 0.01 77.0 81.0 7.539 15.889 22.0 53.0 2.0 7.0 0.0 1.0 

temurin 
200 0.001 

415.0 266.0 3.699 27.591 47.0 286.0 2.0 6.0 7.0 1000.0 

quarkus 
200 0.1 

10.0 10.0 17.641 22.936 32.0 55.0 3.0 11.0 0.0 0.0 

quarkus 
200 0.01 

83.0 82.0 5.566 10.518 32.0 39.0 3.0 9.0 1.0 1000.0 

quarkus 
200 0.001 210.0 41.0 4.144 19.353 35.0 7175.0 3.0 9.0 1000.0 1000.0 
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Figure 3-14: Memory Usage for Native, Quarkus and Temurin images of the DataOps pipelined on cloud VM and on 
the Jetson Nano for the case with sample size 200 and frequency 100 msg/second 

 

 

Figure 3-15: CPU Usage for Native, Quarkus and Temurin images of the DataOps pipelined on cloud VM and on the 
Jetson Nano with sample size 200 and frequency 100 msg/second 

Table 3.3 and Table 3.4 report the performance obtained in performing the Locust test with 
1000 users at peak concurrency (ramp-up 10 users/seconds, duration 120s, 1 req/user every 
second). Complete charts with the behaviour overtime are available in Annex I (Section 7). The 
charts in Annex I show how the increase in the number of requests/second reaches a limit after 
a certain number of concurrent users are spawned. The tests performed are aligned with the 
numbers mentioned before, with 400 requests/second managed by the Temurin image and 
around 350 requests/second managed by the Native image. In this case, the limit is not reached 
due to the Websocket backpressure but to the increase in the end-to-end latency (response time 
in the charts) due to the queue mechanism of Apache Camel. It can be seen in the tables how 
the average time from the user perspective (Table 3.3) is much higher than the actual conversion 
time (Table 3.4).  
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Table 3.3: Locust summary report for Native and Temurin images 

 
# Requests # Fails Average 

(ms) 
Min 
(ms) 

Max 
(ms) 

Average 
size (bytes) 

RPS Failures/s 

native 36847 0 757.29 11 2401 346315 297.21 0 

temurin 39947 0 614.54 7 2092 346315 322.76 0 

 

Table 3.4: Conversion time for Native and Temurin images considering the Locust test  

 
avg conversion 

time 

avg queue 

size 

max conversion 

time 

min conversion 

time 

max queue 

size 

native 16.427 30.0 107.0 6.0 87.0 

temurin 6.917 24.0 46.0 2.0 87.0 

 

The results discussed in this section are mainly guaranteed by the improved integration of the 
components with the Camel ecosystem and the developments made on the Chimera Mapping 
Template component to enable lifting operations and to optimize its execution. 

3.2 DATAOPS TOOLBOX PIPELINES FOR SMARTEDGE 

This section discusses examples of DataOps pipelines explicitly developed to address the 
requirements of SmartEdge use cases. These pipelines exemplify the usage of the artefacts 
implemented for the DataOps toolbox and offer additional insights. 

In Section 3.2.1, we consider the DataOps pipelines defined for SmartEdge Use Case 2 to support 
data fusion in artefact A5.1.4 of traffic and public transport data. 

In Section 3.2.2, we discuss how we implemented support for OPC-UA nodes for Use Case 4 in 
artefact A3.3 via a dedicated set of DataOps pipelines.  

In Section 3.2.3, we describe the pipeline defined to support Recipe-TD matching in artefact 3.9 
for Use Case 5b by matching recipes with the required sensors and devices. 

Additional details on the integration of the DataOps toolbox in the use cases will be reported in 
deliverable D6.2.  

3.2.1 DataOps Pipeline for traffic data fusion in A5.1.4 (UC2) 

Considering the use case 2, we focus in this section on the DataOps pipelines developed to 
harmonise two traffic data sources: data coming from street radars and public transportation 
data (GTFS and GTFS-RT feeds for static and real-time information35) from the city of Helsinki. 
The objective of the pipelines, shown in Figure 3-16, is to achieve a common semantic 
representation to make data interoperable and enable their integrated usage by downstream 
applications. In addition to the harmonisation, the DataOps pipelines are also in charge of 
fetching the needed data and forwarding it to the intended receiver, considering the different 
protocols and access mechanisms. The functionality described is handled by A3.5 components, 
more specifically the access and writing to data sources via WebSockets, HTTP(S) and NATS are 
managed by the appropriate Node Data Connectors defined by Apache Camel. The 
harmonisation itself is performed by the Mapping Template Component provided by Chimera, 

 

35 https://gtfs.org/documentation/overview/  

https://gtfs.org/documentation/overview/
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whose desired target output is specified via declarative mapping rules in the MTL language. CSV 
and JSON format are automatically handled by the Mapping Processor, while GTFS-RT data are 
parsed from their binary Protobuf representation using a custom component and mapped to 
their JSON representation before being processed. These DataOps pipelines are integrated in 
A5.1.4 to implement multimodal stream fusion for UC2, and additional details will be provided 
in D5.3 with a focus on the adopted ontologies, the corresponding MTL mappings, and the data 
fusion logic for the A5.1.4 artefact. 

 

 

Figure 3-16: DataOps pipelines for harmonised traffic data developed for UC2 

In this section, we focus on a discussion of the pipelines considering a set of challenges that we 
addressed in their implementation. In particular, we explain the advantages of the DataOps 
toolbox with respect to other solutions for declarative knowledge graph construction based on 
RML mapping rules. The willingness to provide a solution to these challenges, while also enabling 
the usage of RML mapping rules to describe in a fully declarative way the intended conversion 
process, explains the rationale behind the  design and development of Typhon-RML [Grassi25], 
described in Section 3.1.3.2. Indeed, this tool allows for the automatic generation of a DataOps 
pipeline from RML mapping rules. 

The five challenges are: 

1. Applying the same mapping rules to an input data source that adopts the same data 
format but requires different access mechanisms (e.g., apply mappings to Websocket 
data sources) 

2. Deploying the same mapping rules for multiple data sources (e.g., deploy the same 
mappings for each road intersection considering the relevant data sources) 

3. Forwarding the mapping output to specific target data sources (e.g., NATS server) 
4. Enable custom performance optimization depending on the input data being 

considered (e.g., avoid duplicated data generation) 
5. Customizing the KG construction process to support specific requirements for data 

integration (e.g., performance metrics) 

Challenge 1 arises from how RML mappings are developed. Typically, mappings are created 
using local data samples and refined iteratively. However, since RML combines data access and 
transformation in a single mapping, moving to production where data may be accessed 
differently (e.g., via a WebSocket) requires rewriting the entire mapping, even if the data itself 
remains unchanged. This tight coupling also means the RML Mapping Processor must handle the 
Řŀǘŀ ŀŎŎŜǎǎ ƳŜǘƘƻŘΣ ǿƘƛŎƘ ƛǎƴΩǘ ŀƭǿŀȅǎ the case. The A3.5 artefact, which is also the basis for 
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Typhon-RML, solves this by separating data access in a separate configuration file alongside the 
mapping logic in a MTL file. Similarly, by reusing Apache Camel, wider support for Node Data 
Connectors is available to the user, such as WebSocket.  

This separation of concerns also solves challenge 2, as the connection details for the different 
radars can be defined in the DataOps pipeline, e.g., via environment variables, leaving the 
mapping logic untouched and facilitating the deployment of the same pipeline at each 
intersection.  

Regarding challenge 3, the data harmonized by the DataOps pipeline can be redirected to any 
destination using an appropriate Node Data Connector. In this case, the Apache Camel NATS 
component addresses the requirements. This would not have been trivially achievable with RML, 
as NATS is not a supported target destination and is not directly supported by RML Mapping 
Processors.  

Considering challenge 4, it can be addressed by adapting the MTL mapping rules defined for the 
DataOps pipeline. This is because MTL, in contrast to RML, is flexible enough to allow a tradeoff 
between its declarative aspects and the introduction of more custom, use case-specific logic. 
For example, data can be known to always be valid and all fields to be correctly populated, 
making it possible to avoid null checks in the MTL mapping. Similarly, specific conditions can be 
introduced to avoid the generation of duplicated data or to optimise the execution of join 
operations. 

Finally, since the DataOps pipeline for Use Case 2 is designed to handle continuous traffic data 
rather than being executed only once, it becomes important to expose information to enable 
runtime observability. This, once again, is something that RML processing engines do not 
support out of the box. With the DataOps toolbox, observability can be decoupled from the 
mapping logic and integrated into the data handling performed by Chimera, using appropriate 
Apache Camel components, for example, the Micrometer component can be used to expose 
metrics such as harmonization latency as discussed in Section 3.1.1. 

As discussed in D3.2 and in Section 3.1.4, we leveraged DataOps pipelines for UC2 also to 
experiment with different deployment templates defined by A3.6. For the second release, we 
also focused on the performance of pipelines, considering deployment on edge devices directly 
in the Mobility Lab infrastructure in Helsinki. In particular, we experimented with a Jetson Nano 
and, since this device is based on an ARM architecture and has limited resources, the pipeline 
was deployed using the A3.6 template to generate a Docker image with a GraalVM native 
executable. Using a native build eliminates the need for the Java Virtual Machine (JVM), reducing 
memory overhead and avoiding Java-specific dependencies. It should be noted that, to support 
its execution on ARM devices, it is important during the building of the Docker image to declare 
a specific build target architecture or to use directly an ARM device to build the image. As a 
result of the tests, the deployed pipelines are able to process incoming data under real traffic 
conditions at a certain intersection while maintaining memory consumption under 100MB. 

3.2.2 DataOps Pipeline for OPC-UA support in A3.3 (UC4) 

The artefact A3.3 implements the Knowledge Graph Repository to enable semantic querying and 
discovery service in the low-code toolchain. The DataOps toolbox is used to develop pipelines 
supporting the OPC UA standard in A3.3 and enable the features described in Section 2.1.3 for 
the devices involved in use case 4. The pipelines are developed using the A3.5 components and 
deployed using the A3.6 template for execution as a container relying on the Temurin JVM. The 
container is currently executed on a server in the cloud, but it can be similarly deployed on an 
edge device, 
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In this section, we focus on the approach used for implementing the associated DataOps 
pipelines and the challenges addressed. 

The implemented pipelines leverage an RDF representation of the OPC UA specification 
(NodeSets) that enables integration and querying of nodes with certain capabilities. To enable 
such transformation, a set of declarative mapping rules for lifting (from XML to RDF) and for 
lowering (from RDF to XML) are defined using the MTL language and executed by leveraging the 
Mapping Template Component from A3.5.  

The main challenge in the implementation of these DataOps pipelines is related to existing 
dependencies among the OPC UA NodeSets. As illustrated in Figure 3-17, each OPC UA 
specification (apart from the OPC UA Base specification) relies on one or more other OPC UA 
specifications that are referenced as RequiredModels. On the one hand, this requires the 
presence in the A3.3 of all the referenced specifications to execute the lifting. On the other hand, 
when the lowering of a certain specification is requested by a user, it should be possible to 
identify and perform the integrated querying of all the RDF triples associated with the required 
NodeSets. In the implemented DataOps pipeline, we leveraged named graphs to store and 
manage every OPC UA specification, avoiding the storage of redundant information in the 
triplestore. 

 

Figure 3-17: Dependencies across OPC UA specifications and proposed approach for their representation in a 
triplestore 
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The implemented DataOps pipelines are represented in Figure 3-18. Each pipeline exposes its 
functionalities as an HTTP endpoint leveraging a proper Node Connector component and 
interacts with a remote Triplestore that can be configured depending on the specific deployment 
environment (GraphDB36 was used and tested for UC4).  

 

The implemented pipelines extend and update the ones discussed for the first release. We 
improved the performance of the overall process and the management of the data in the remote 
triplestore. This is made possible by the introduction of the new developments in A3.5, discussed 
in Section 3.1.1, and by the introduction of the concept of a Meta named graph and an 
associated set of declarative mapping rules. The Meta graph contains relevant information 
across different OPC UA Nodesets, and its management as a separate named graph improves 
the performance of the process, avoiding the re-computation of specific information for each 
request. 

To support the Meta named graph effectively, the lifting DataOps pipeline is modified as 
follows. First, the declarative mapping rules are executed by the Mapping Template 
component to build Meta information for the incoming NodeSet. Then, an enrich EIP and the 
Mapping Template component are used to process declarative mapping rules by the combined 
processing of two data sources, the Meta graph from the remote triplestore (now including 
previously processed Meta information from the current Nodeset) and the incoming NodeSet 
in XML format. It should be noted that the Meta graph is not fetched locally since Chimera 
leverages an interface to perform queries and retrieve only the necessary triples. Finally, the 

 

36 https://graphdb.ontotext.com/  

Figure 3-18: DataOps pipelines for UC4 

https://graphdb.ontotext.com/
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interoperable representation in RDF of the incoming OPC UA NodeSet is added to A3.3 within a 
specific named graph. 

For the lowering, the main modification introduced addresses the problem of fetching all the 
required NodeSets, stored in different named graphs, to correctly perform the conversion 
from RDF back to the XML representation. To enable this, we encoded information on the 
RequiredModels in the named graph of each NodeSet and we query this information to access 
the correct named graphs before executing the lowering declarative mapping rules via the 
Mapping Template component. An important aspect is that the mappings should be applied to 
two separate graphs, one containing all the required triples, and the other only the ones 
related to the OPC UA nodes to be lowered. This is important because, while more information 
is needed to correctly compute the output, the nodes in the RequiredModels should not be 
present in the generated XML. 

Additionally, to support the requirements of UC4 we enabled an additional endpoint to 
perform the lowering of an arbitrary set of RDF triples describing a set of OPC UA nodes to 
XML. Of course, this functionality is supported under the assumption that the OPC UA 
specifications associated with the provided OPC UA nodes are available in A3.3. 

Finally, the endpoint to perform SPARQL queries and get access to interoperable information 
from A3.3 on OPC UA devices only required minor changes due to the new developments in 
A3.5.  

3.2.3 DataOps Pipeline for Recipe-Device Matchmaking in A3.9 (UC5b) 

The planned support provided by the DataOps toolbox for UC5b addresses different 
requirements, as shown in Figure 3-19. The DataOps pipelines enable the interoperability of 
exercises defined by physiotherapists on the user interface as recipes, the matchmaking 
between available devices and recipes at runtime and the harmonisation of recipe data for the 
exercise execution.  

 

Figure 3-19: DataOps pipeline defined for UC5b 
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In this section, we focus on the pipeline supporting the matching between recipes and devices 
supporting A3.9. Further details on the other DataOps pipelines will be reported in D6.2, which 
discusses the final integration of the artefacts in the use case. 

To support UC5b a DataOps pipeline has been developed using A3.5 that retrieves all devices 
that can be used to perform a specific physical rehabilitation exercise. The A3.5 components 
composing the pipeline are represented in Figure 3-20. 

 

Figure 3-20: DataOps pipeline for recipe-device matchmaking for UC5b 

Each exercise, described as a recipe, has an associated set of required capabilities. Each device 
implements one or more capabilities. The goal is to return all those devices that can be used to 
satisfy at least one of the required capabilities specified by the exercise. This information is used 
by the matchmaker A3.9 artefact to determine which device or set of devices can be used to 
perform an exercise. Exercises, devices and associated capabilities are modeled and expressed 
in RDF through the agreed upon semantic models defined by A3.1.  

The DataOps pipeline exposes a REST GET endpoint, to which a caller can supply the identifier 
of an exercise. Given this identifier, the according exercise is retrieved through a SPARQL query 
from the Knowledge Graph repository (A3.3), which contains all instances of exercises and 
devices. The connection details for the A3.3, can be configured via environment variable for the 
DataOps pipeline. The result of the SPARQL query is used by the A3.5 Mapping Template 
Component to generate the desired information, serialized in the JSON format as shown in 
Figure 3-21 to be interoperable with the other artefacts used in UC5b. This data conversion is 
described through declarative MTL mapping rules. Finally, the resulting JSON includes all 
relevant devices along with their associated capabilities, as retrieved from the triplestore. This 
output is further processed by A3.9 to identify the set of devices that will execute the exercise. 

The pipeline is deployed on a dedicated mediator node hosted in the cloud using the A3.6 for 

execution as a container relying on the Temurin JVM. 
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Figure 3-21: Example of a JSON response for UC5b with the necessary devices to perform an exercise 

 

For the definition of the described DataOps pipeline, we leveraged the artefact A3.7 for low-

code development. The pipeline was constructed through a visual, no-code interface using the 

Apache Karavan editor, which allows users to design Apache Camel integrations via an intuitive 

graphical environment, as depicted in Figure 3-22.  This effort has been the main drive for 

identifying limitations and proposing enhancements to A3.7, leading to the refinement of its 

capabilities. Once designed, the pipeline was serialized into a YAML file, conforming to the 

Apache Camel YAML domain-specific language (DSL). This approach simplifies the pipeline 

development process and allows for ease of maintenance. 

 

Figure 3-22: A3.7 interface showcasing the exposed REST endpoint and a snippet of the whole DataOps pipeline 
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4 CREATION AND ORCHESTRATION OF SWARM INTELLIGENCE APPS 

In this section, we discuss the final implementation of the artefacts dedicated to the creation 
and orchestration of swarm intelligence Apps, as part of Task 3.3 of SmartEdge WP3. More 
specifically, these are artefacts: 

Á A3.8: Semantic Recipe Integration with Mendix 
Á A3.9: Recipe-TD Matcher 
Á A3.10: Mendix Recipe Orchestrator 

4.1 FINAL IMPLEMENTATION 

4.1.1 Final Implementation of Semantic Recipe Integration with Mendix (A3.8) 

This artifact demonstrates a comprehensive semantic integration between the Mendix low-code 
development platform and a knowledge graph repository. The primary objective of this 
integration is to enhance the automation and discoverability of SmartEdge Recipesτmodular 
Mendix applications designed to match specific device capabilities. This semantic approach 
ensures a flexible, scalable, and interoperable way to match edge computing needs with existing 
Mendix solutions (Figure 4-1). The implementation of A3.8 includes the following features: 

¶ Search for suitable Mendix recipes based on the capabilities of their devices. 

¶ Select a desired recipe from the available list based on the capabilities criteria. 

¶ Query the GraphDB repository using SPARQL, the standard RDF query language, to 
retrieve devices, capabilities, or recipes. 

¶ Use an intuitive web interface (see Figure 4-6) to define desired capabilities and 
instantly retrieve matching recipes. 

 

Figure 4-1:Architectural representation of the SmartEdge semantic recipe integration with Mendix 

4.1.1.1 Tools and Implementation 

The system was implemented with the following tools: 
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1. Mendix Studio Pro: Used to create and edit the initial recipe model generated from 
SmartEdge. 

2. Mendix CLI: Exported the project structure as JSON for further processing. 
3. Turtle (TTL) Conversion: Translated the recipe into RDF format for semantic integration. 
4. GraphDB Desktop: Used to host and manage the semantic repository containing recipes 

and Thing Descriptions. 
5. SPARQL Queries: Executed to retrieve recipes and devices based on capability matching. 
6. Web Application (SmartEdgeWebApp): Developed to provide a UI for recipe selection 

based on user-specified capabilities. 

The system was implemented as follows: 

1. Recipe Creation 

¶ Recipes are generated according to the SmartEdge Recipe Model, which includes 
metadata, components, and their capability requirements (Figure 4-2) 

 

Figure 4-2:An instance of Mendix Recipe 

 

¶ These recipes are instantiated as full Mendix projects using Mendix Studio Pro, 
providing a low-code environment for rapid development. 

2. Recipe Export 

¶ Completed Mendix projects are exported in JSON format using the Mendix 
Command Line Interface (CLI).  

o Example: 

>.\mx.exe dump-mpr Recipe1.mpr > FirstRecipe.json 

¶ This JSON representation (Figure 4-3) enables transformation into semantic 
formats. 
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Figure 4-3: Mendix Recipe Project with its JSON export file 

 

3. Recipe Repository 

¶ Recipes, once exported, are converted into Resource Description Framework (RDF) 
using the Turtle (TTL) syntax. 

¶ These RDF triples are then stored in GraphDB (Figure 4-4), forming a knowledge 
graph of devices, recipes, and their interrelationships. 

 

Figure 4-4:GraphDB Representation of Recipe 
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¶ This repository serves as a semantic registry, enabling queries and inferences based 
on relationships between device capabilities and application requirements. 

4. Recipe Search 

¶ Users can search for recipes by defining the desired device capabilities (e.g., 
"temperature, accelerometer"). 

¶ These queries are made in SPARQL (Figure 4-5), enabling fine-grained semantic 
search over the RDF dataset in GraphDB. 

¶ The search mechanism supports both exact and approximate capability matching 
(e.ƎΦ Ψ¢ŜƳǇΩύ through RDF reasoning and ontology relationships. 

 

Figure 4-5:SPARQL Query representation with capability query matching recipe 

5. Web Application 

¶ A dedicated front-end, SmartEdgeWebApp(Figure 4-6) enables interaction with the 
system through a graphical user interface. 

¶ Users can input capability requirements and view a list of compatible recipes. 
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Figure 4-6:SmartEdgeWebApp showing capability and recipe matching feature 

4.1.1.2 Interfaces 

The system involves several key interfaces facilitating integration between components: 

¶ Interface A3.8-A3.1: connects the SmartEdge platform with semantic models, enabling 
the use of RDF and SPARQL for recipe and device matching. 

¶ Interface A3.8-A3.4: integrates the Mendix toolchain, which is used to generate and 
manage recipe projects based on the SmartEdge model. 

¶ Interface A3.8-A3.10: ensures the seamless integration of Mendix into the SmartEdge 
environment, supporting end-to-end flow from model creation to deployment. 

4.1.1.3 Artifact details 

Lead Partner: HES-SO 

Repository: https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A38   

Documentation: https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A38/README.md  

Public/Private: Private 

Additional details: N/A. 

4.1.2 Final Implementation of Recipe-TD Matcher (A3.9) 

The artifact is a web-service designed to match SmartEdge computing devices with the recipe 
requirements according to the capabilities. It uses semantic querying over RDF graphs via 
SPARQL to determine device-recipe compatibility. Following A3.1, the recipe model is generic, 
although each use case can adapt it to reflect scenario-specific elements (e.g., exercises, traffic 
control elements, etc.). Additionally, it is deployed with the artifact of A3.5 DataOps Pipeline, 
which supports device-agnostic input and output handling. Ultimately, this leads the system to 
dynamically transform, route, and normalize data from knowledge (mainly RDF) into a unified 
format (JSON), to ensure interoperability without requiring device-specific adaptations. 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A38
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A38/README.md
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Figure 4-7: Architectural representation of the SmartEdge semantic recipe matcher 

4.1.2.1 Implementation 

The webservice is written in the Python programming language and is composed as follows: 

¶ FastAPI Library (Uvicorn): High-performance asynchronous REST API backend. 

¶ SPARQLWrapper: For communicating with semantic knowledgebase endpoints 

¶ Docker and Docker Compose: To containerize the system and deploy with specified 
environmental requirements. 

¶ Triplestore graphs are queried dynamically based on incoming API requests to perform 
device-exercise matching. 

4.1.2.2 Interfaces 

The artifact interfaces with artefact A3.5. Besides that, the REST API supports multiple HTTP 
request patterns to get various forms of matching in both implementations. The artifact 
technical documentation includes all the endpoints and their respective capabilities. 

4.1.2.3 Artifact details 

Lead Partner: HES-SO 

Repository:   

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A39/ 

Documentation:  

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-
/blob/main/WP3/A39/README.md?ref_type=heads&plain=1 

Public/Private: Public 

Additional details: N/A. 

As part of Task T3.3, we have provided sample TD RDF descriptions using JSON-LD and started 
using local deployments of the Node-WoT servient, a public Node.js framework for hosting and 
interacting with Web of Things devices via standardized Thing Descriptions, to host the device 

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A39/
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A39/README.md?ref_type=heads&plain=1
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A39/README.md?ref_type=heads&plain=1
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descriptions. The inclusion of Node-WoT within Mendix has so far been achieved by running a 
browser-bundled instance inside Mendix. 

As an example for the matching process, the Recipe snippet below represents part of the 
description of an exercise in a smart healthcare solution for digital rehabilitation. The Recipe 
snippet includes information, among other things, about the required devices, specified in terms 
of the capabilities that they should provide. Figure 4-8 refers to the capacity to provide rotation 
data for the limbs of the patient.  

ex: exerciseRecipe1  

        rdf: type                se: Exercise  ;  

        schema:identifier       "1"  ;  

        schema:additionalType   PhysicalTherapy:  ;  

        schema:name            "Movement control tests - 1"  ;  

        schema:description      "Active cervical flexion and extension"  ;  

        schema:video            <https://youtu.be/uKjSvHtylUo>  ;  

        schema:duration         "120s"  ;  

        ex: repetition           "3"  ;  

        ex: requiredDevice       ex:headSensor,ex:shoulderSensor ;  

        ex: requiredMeasurements  fe: hasConnectionFunction , fe: hasRotationFunction  ;  

        ex: procedureType        ex: Noninvasive  ;  

        schema:howPerformed    [  

          schema:text  "The patient flexes the cervical spine so that the chin moves    

towards the sternum. The patient then extends the cervical spine into extension as 

far as possible and finally returns to the upright position."  

        ] ;  

        schema:description      "Allow head movements, do not allow shoulder 

movements" ;  

        ex: successMeasurements  fe: hasSuccessEulerMeasurements , 

fe: hasSuccessQuaternionMeasurements  ;  

        ex: alert                "positiveCount_anyShoulderMovements, wrongHeadAngle"  .  

Figure 4-8: Example of a Recipe snippet for a healthcare physiotherapy Recipe in Turtle format. 

The Recipe-TD matcher then needs to perform SPARQL queries to identify which device 
descriptions contain the capabilities that are needed to fulfill the goals of the Recipe. In Figure 
4-9, a wearable device is included in its device descriptor information including the capabilities 
of the sensor. Given that it implements one type of rotation monitoring function (e.g., Euler 
rotation), it can be one of the devices potentially matched for the Recipe provided above. 
Further details could also be included in the mapping, including sensor accuracy, trust, 
frequency, etc. 

se: thingy52    

        rdf: type                se: Device  ;  
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        se: role                 se: Sensor  ;  

        se: title                "smartEdgeSensor"  ;  

        se: description          "Detects and responds to some type of 

input from the physical environment Ʒe.g., head movements"  ;  

        se: location             "head or shoulder"  ;  

        se: properties           fe: hasCapability , fe: identifier_service  ;  

        se: actions              fe: hasConnectionFunction , 

fe: hasColorFunction  ;  

        se: events               fe: hasApplicationFunction  ;  

        se: goals                fe: hasRotationFunction  ;  

        se: knowledge            "compensationInfo"  .  

Figure 4-9: Snippet of a TD description of a device including details about its capabilities, in Turtle format. 

Accordingly, we have defined SPARQL queries to perform the matching operation between 
Recipes and device definitions (see Figure 511). These queries leverage the intrinsic knowledge 
ƻŦ άǊŜǉǳƛǊŜŘ ŎŀǇŀōƛƭƛǘƛŜǎέ ŀƴŘ άŘŜǾƛŎŜ ŎŀǇŀōƛƭƛǘƛŜǎέ ǇǊƻǾƛŘŜŘ ōȅ !ǊǘƛŦŀŎǘ !оΦмΦ ¢ƘŜ ŀǇǇǊƻŀŎƘ 
begins by acquiring the required capabilities of a given recipe, which are formally defined in the 
function knowledge base, a structured semantic model that describes high-level tasks (e.g., 
exercises or services) along with the capabilities needed to execute them under recipes. We 
then merge the capabilities of all available devices to determine whether, collectively or 
individually, they can satisfy the requirements. In doing so, the module identifies all devices 
capable of executing an exercise. Additionally, we implemented a secondary module to verify 
whether a specific device can fulfill the functional requirements of a given task (e.g., the recipe) 
on its own. 

PREFIX rdf:     <http://www.w3.org/1999/02/22 - rdf - syntax - ns#>  

PREFIX fe:      <https://w3id.org/smartedge/functions/>   

PREFIX rec:     <http://www.semanticweb.org/SmartEdge/RecipeModel/>   

PREFIX rdfs:    <http://www.w3.org/2000/01/rdf - schema#>  

PREFIX schema: <http://schema.org/>   

 

SELECT DISTINCT ?device ?actionFunction ?capability  

WHERE {  

  GRAPH <{EXERCISE_GRAPH}> {  

    ?recipe a rec: Recipe  ;  

            schema:identifier  "{identifier}"  ;  

            rec: hasCapability  ?requiredCapability .  

  }  

 

  GRAPH <{DEVICE_GRAPH}> {  



D3.3 Final implementation of tools for CSI SmartEdge GA 101092908 

 

61 

 

    ?device a rec: Device  ;  

            rec: actions  ?actionFunction .  

 

    ?actionFunction a fe: Function  ;  

                    fe: processes  ?capability .  

 

    FILTER( ?capability = ?requiredCapability)  

  }  

}  

 

ORDER BY ?device ?actionFunction ?capability  

Figure 4-10: Snippet of a simple recipe matcher query, in SPARQL format. 

The finalized artefact interfaces with Artefact A3.5 where the data-ops pipeline executes the 
query upon request by Use Case 5b. Ultimately, the flexible nature of knowledge graph stores 
and the externalized recipes and TDs led to the independent release of the artefact as a Python 
module where the only requirement is that the queried knowledge-bases implement the 
SmartEdge model (See A3.1). 

4.1.3 Final Implementation of Mendix Recipe Orchestrator (A3.10) 

This artifact showcases a Mendix-based Recipe Orchestrator integrated with Web of Things 

(WoT) standard to demonstrate how low-code applications can interoperate with IoT devices in 

a semantically rich and scalable manner. The system leverages the Thing Description (TD) model 

proposed by the W3C WoT initiative to describe, interact with, and orchestrate a range of IoT 

devices from within a Mendix application. 

The project highlights the development and deployment of a custom Mendix WoT Connector, 

which acts as a bridge between Mendix applications and WoT-enabled devices. The artifact also 

features two complementary demonstration setups: 

¶ A Docker-based WoT Counter used for simulating and testing WoT interactions. 

¶ A real-world sensor integration using the Nordic Thingy:52 via a Raspberry Pi, acting as 
a gateway to expose sensor data as WoT-compliant resources. 

The combination of these components demonstrates both simulated and physical integration 
use cases, offering a complete perspective on how Mendix can function within the Web of Things 
ecosystem. 
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Figure 4-11: Architectural representation of the SmartEdge Mendix orchestration integration 

4.1.3.1 Features 

The key component of this artifact is the Mendix WoT Connector, a reusable module developed 

within Mendix Studio Pro. This connector enables dynamic interaction with WoT devices by 

consuming Thing Descriptions and performing core WoT operations, including reading and 

writing properties, invoking actions, and subscribing to events. By abstracting the interaction 

model based on TDs, the connector allows developers to integrate new WoT devices into their 

applications without modifying the Mendix app logicτonly the TD needs to be updated. 

The first demonstration, referred to as the WoT-Docker Test, simulates a WoT environment 

using a Dockerized counter device. This device, built using the Node-WoT framework, exposes 

properties and actions of a device, and is accessible via HTTP endpoints. The Mendix application 

connects to the containerized device using the WoT Connector, allowing developers to test 

device interactions such as incrementing a counter, reading the current value, or listening to 

eventsτwithout the need for physical hardware. This setup is particularly useful for prototyping 

purposes. 

The second demonstration, the WoT-RaspberryPi Test, involves the real-time integration of a 

Nordic Thingy:52 Bluetooth sensor. A Raspberry Pi serves as a local gateway, with a Python script 

capturing environmental sensor data (such as temperature, humidity, and air quality) via 

Bluetooth. This data is then exposed as a WoT Thing using a Node.js script running the Node-

WoT framework. The Mendix application consumes this live data via the WoT Connector and 

displays it on a dashboard, providing a practical example of how physical sensor data can be 

visualized and monitored in real time through a low-code interface. This setup demonstrates the 

ǎȅǎǘŜƳΩǎ ŀōƛƭƛǘȅ ǘƻ ŦǳƴŎǘƛƻƴ ƛƴ ǊŜŀƭ-world conditions, showcasing both the flexibility and 

scalability of WoT-based integration in Mendix. 
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4.1.3.2 Implementation 

The WoT-Docker Test was implemented by first creating a WoT Counter device using the 
Node-WoT runtime. A JavaScript (Figure 4-12) ŘŜŦƛƴŜŘ ǘƘŜ ŎƻǳƴǘŜǊΩǎ ǇǊƻǇŜǊǘƛŜǎΣ ŀŎǘƛƻƴǎΣ ŀƴŘ 
events, and was containerized using Docker. The environment setup included installing 
Node.js, Docker, and Postman, then cloning the Node-WoT repository and building a Docker 
image that could be run locally. The Mendix WoT Connector was then configured to parse 
ǘƘŜ ŘŜǾƛŎŜΩǎ ¢ƘƛƴƎ 5ŜǎŎǊƛǇǘƛƻƴ ŀƴŘ ƛƴƛǘƛŀǘŜ ǊŜŀŘκǿǊƛǘŜ ƛƴǘŜǊŀŎǘƛƻƴǎ ǿƛǘƘ ǘƘŜ ŎƻǳƴǘŜǊΦ 
Developers could use Postman or the Mendix app (Figure 4-13,Figure 4-14,Figure 4-15) itself 
to simulate interactions, such as increasing the counter value (Figure 4-16) or subscribing to 
event notifications when the value changes (Figure 4-17). This test provided a controlled 
ŀƴŘ ǊŜǇŜŀǘŀōƭŜ ǿŀȅ ǘƻ ŜǾŀƭǳŀǘŜ ǘƘŜ ŎƻƴƴŜŎǘƻǊΩǎ ŎŀǇŀōƛƭƛǘƛŜǎ ŀƴŘ ²ƻ¢ ŎƻƳǇƭƛŀƴŎŜΦ 

 

Figure 4-12:JavaScript showing ReadProperty in Mendix WoT Connector 

 

 

Figure 4-13:Mendix Front-end Page to display the counter values 
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Figure 4-14:Counter activated in Docker 

 

 

Figure 4-15:Mendix Front-end showing counter value as ReadProperty 

 

 

 

Figure 4-16:Mendix Front-end Page showing invoke action (Increment) 
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Figure 4-17:Mendix Front-end Page showing WriteProperty (LastChange) and Subscribe Event (Change of increment) 

 

The WoT-RaspberryPi Test involved a more complex physical integration. A Nordic Thingy:52 
sensor was connected to a Raspberry Pi via Bluetooth. A Python script (Figure 4-18)collected 
real-time environmental data from the sensor, including temperature, pressure, and air 
quality levels. This data was continuously updated and passed to a Node.js script (Figure 
4-19Figure 4-19) that exposed it as a WoT Thing using a standardized Thing Description 
(Figure 4-20). The Mendix application () then queried this Thing Description and retrieved 
sensor data through the WoT Connector. The live data was visualized within a Mendix 
dashboard (Figure 4-21), providing a compelling demonstration of real-world device 
integration. also shows a Mendix dashboard showing accelerometer (x, y and z) charts and 
static picture showing movements (Figure 4-22)according to a motion alert). This 
implementation proved that Mendix could act as a real-time interface for WoT-compliant 
physical devices, leveraging web standards and semantic descriptions to bridge the gap 
between IoT and low-code development. 

 

Figure 4-18:Python script in Raspberry Pi to get the temperature values 
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Figure 4-19:JavaScript  in Raspberry Pi to expose sensor data as TD properties 

 

 

Figure 4-20:Output in Raspberry Pi showing sensor data 

 

 

Figure 4-21:Mendix Project consumes sensor data and displays in the dashboard 
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Figure 4-22:Mendix Project showing accelerometer (x,y and z) charts and movements (according to motion alert) 

4.1.3.3 Interfaces 

The system interfaces are designed to enable interoperability between semantic models, 
middleware, and application tools: 

¶ Interface A3.10-A3.1: connects the system to SmartEdge semantic models 

¶ Interface A3.10-A3.2: integrates a Raspberry Pi as middleware to handle sensor data 
collection and communication. 

¶ Interface A3.10-A3.4: utilizes the Mendix toolchain to visualize and display sensor 
results within the application interface. 

4.1.3.4 Artifact details 

Lead Partner: HES-SO 

Repository: https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A310  

Documentation:  

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A310/README.md  

Public/Private: Private 

  

https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/tree/main/WP3/A310
https://gitlab.com/smartedge-project-eu/SMARTEDGE/-/blob/main/WP3/A310/README.md
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5 CONCLUSIONS 

This document described the final release of artefacts implemented in SmartEdge to enable the 
concept of Continuous Semantic Integration (CSI). This concept is broken down into three main 
parts: (i) Standardized Semantic Interfaces (Section 2); (ii) the DataOps toolbox for semantic 
management of things and embedded AI apps (Section 3); (iii) Creation and orchestration of 
Swarm Intelligence apps (Section 4). This deliverable constitutes an update from the latest 
version of these artefacts, described in Deliverable D3.2.   

This deliverable provided the following contributions considering the SmartEdge Obj.2 
άMiddleware and tools for continuous semantic integrationέΥ 

Á standardized semantic interface: final implementation of interoperable semantic 
models for the description of nodes (statically and at runtime) and applications (i.e., 
Recipes), repository for the store and retrieval of interoperable descriptions, 
middleware solutions for standardized interfaces among nodes;  

Á continuous conversion process based on declarative mappings and scalable from edge 
to cloud: final implementation of reusable and modular component for the declarative 
definition of conversion pipelines, templates for scalable deployments of pipeline on 
Edge and Cloud devices, low-code approach for pipeline definition; 

Á declarative approach for the creation and orchestration of apps based on swarm 
intelligence: final implementation of the artefacts to support the definition of semantic 
Recipes, perform matchmaking of nodes for Recipes, and orchestrate Recipes across 
nodes. 

This final release includes a collection of artefacts that will be later shown integrated into the 
SmartEdge use cases in WP6.  
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7 ANNEX I ς PERFORMANCE AND SCALABILITY DATAOPS TOOLBOX 

This annex presents the complete set of performance and evaluation results discussed in Section 
3.1.4. Figure 7-1, Figure 7-2 and Figure 7-3  report the performance results for all the test cases 
executed for the images Native, Temurin and Quarkus. Figure 7-4 and Figure 7-5 report the 
charts obtained with the Locust tool for the images Native and  Temurin. 

 

Figure 7-1: Conversion time for the Native image of the DataOps pipeline in the different test cases. 

Image | 
Sample | 

Frequency 

msg/s 
avg 

conversion_time 
max 

conversion_time 
min 

conversion_time 
max queue_size 

C E C E C E C E C E 

native 10 
0.1 

10.0 10.0 7.082 7.636 50.0 66.0 1.0 3.0 0.0 0.0 

native 30 
0.1 

10.0 10.0 10.044 10.424 47.0 72.0 1.0 5.0 0.0 0.0 

native 50 
0.1 

10.0 10.0 14.261 15.018 49.0 79.0 2.0 7.0 0.0 0.0 

native 100 
0.1 

10.0 10.0 22.113 23.577 59.0 86.0 4.0 11.0 0.0 0.0 

native 200 
0.1 

10.0 10.0 32.724 36.192 67.0 102.0 6.0 19.0 0.0 0.0 

native 500 
0.1 

9.0 10.0 36.222 48.042 70.0 93.0 15.0 40.0 0.0 0.0 

native 
1000 0.1 

9.0 10.0 44.059 86.168 81.0 183.0 29.0 79.0 0.0 0.0 

native 10 
0.01 

91.0 90.0 5.865 6.896 53.0 106.0 1.0 3.0 1.0 4.0 

native 30 
0.01 

89.0 88.0 6.910 9.968 54.0 117.0 1.0 4.0 1.0 4.0 

native 50 
0.01 

89.0 87.0 7.583 14.061 56.0 117.0 2.0 6.0 1.0 3.0 

native 100 
0.01 

88.0 83.0 8.536 22.281 66.0 195.0 3.0 10.0 1.0 4.0 

native 200 
0.01 

87.0 85.0 9.240 30.302 71.0 195.0 6.0 18.0 1.0 4.0 

native 500 
0.01 

77.0 29.0 17.863 332.521 53.0 950.0 15.0 44.0 1.0 1000.0 

native 
1000 0.01 

61.0 19.0 37.768 429.116 146.0 1162.0 29.0 118.0 1.0 15.0 

native 10 
0.001 

462.0 245.0 1.722 15.609 56.0 250.0 1.0 3.0 4.0 1000.0 

native 30 
0.001 

444.0 237.0 2.462 15.867 54.0 209.0 1.0 4.0 2.0 1000.0 

native 50 
0.001 

427.0 229.0 3.475 15.590 60.0 176.0 2.0 6.0 5.0 1000.0 

native 100 
0.001 

389.0 175.0 6.135 26.009 77.0 196.0 3.0 10.0 4.0 1000.0 

native 200 
0.001 

326.0 135.0 12.023 44.064 87.0 248.0 6.0 18.0 16.0 1000.0 

native 500 
0.001 

98.0 29.0 93.278 330.097 220.0 968.0 18.0 46.0 1000.0 1000.0 

native 
1000 0.001 

63.0 19.0 145.805 446.417 304.0 1209.0 48.0 129.0 1000.0 29.0 
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Figure 7-2: Conversion time for the Temurin image of the DataOps pipeline in the different test cases. 

Image | 
Sample | 

Frequency 

msg/s 
avg 

conversion_time 
max 

conversion_time 
min 

conversion_time 
max queue_size 

C E C E C E C E C E 

temurin 10 
0.1 

10.0 10.0 3.255 4.929 12.0 20.0 0.0 2.0 0.0 0.0 

temurin 30 
0.1 

10.0 10.0 4.458 6.039 13.0 23.0 0.0 3.0 0.0 0.0 

temurin 50 
0.1 

10.0 10.0 5.753 7.430 16.0 22.0 1.0 4.0 0.0 0.0 

temurin 
100 0.1 

10.0 10.0 8.700 10.260 21.0 24.0 1.0 5.0 0.0 0.0 

temurin 
200 0.1 

9.0 10.0 14.674 16.981 29.0 36.0 2.0 8.0 0.0 0.0 

temurin 
500 0.1 

9.0 10.0 27.737 33.688 44.0 57.0 6.0 18.0 0.0 0.0 

temurin 
1000 0.1 

8.0 10.0 31.144 44.467 57.0 83.0 12.0 33.0 0.0 0.0 

temurin 10 
0.01 

90.0 90.0 2.849 3.384 10.0 20.0 0.0 1.0 0.0 0.0 

temurin 30 
0.01 

86.0 90.0 4.097 4.242 15.0 41.0 0.0 2.0 0.0 0.0 

temurin 50 
0.01 

84.0 89.0 5.083 5.385 24.0 26.0 1.0 2.0 0.0 0.0 

temurin 
100 0.01 

79.0 87.0 6.717 7.982 19.0 26.0 1.0 4.0 0.0 0.0 

temurin 
200 0.01 

77.0 81.0 7.539 15.889 22.0 53.0 2.0 7.0 0.0 1.0 

temurin 
500 0.01 

72.0 84.0 8.648 24.766 40.0 97.0 6.0 16.0 0.0 1.0 

temurin 
1000 0.01 

63.0 83.0 12.842 43.893 25.0 273.0 12.0 30.0 0.0 99.0 

temurin 10 
0.001 

739.0 476.0 0.953 7.090 81.0 238.0 0.0 1.0 13.0 1000.0 

temurin 30 
0.001 

681.0 467.0 1.255 9.030 58.0 199.0 0.0 1.0 16.0 1000.0 

temurin 50 
0.001 

636.0 451.0 1.590 10.971 32.0 244.0 0.0 2.0 9.0 1000.0 

temurin 
100 0.001 

540.0 379.0 2.323 17.534 35.0 264.0 1.0 3.0 9.0 1000.0 

temurin 
200 0.001 

415.0 266.0 3.699 27.591 47.0 286.0 2.0 6.0 7.0 1000.0 

temurin 
500 0.001 

235.0 177.0 7.360 45.727 44.0 225.0 6.0 15.0 2.0 1000.0 

temurin 
1000 0.001 

134.0 104.0 14.433 81.071 42.0 242.0 12.0 29.0 0.0 1000.0 

 



D3.3 Final implementation of tools for CSI SmartEdge GA 101092908 

 

73 

 

 

Figure 7-3: Conversion time for the Quarkus image of the DataOps pipeline in the different test cases. 

  

Image | 
Sample | 

Frequency 

msg/s 
avg 

conversion_time 
max 

conversion_time 
min 

conversion_time 
max queue_size 

C E C E C E C E C E 

quarkus 10 
0.1 

10.0 10.0 5.889 10.024 21.0 33.0 1.0 4.0 0.0 0.0 

quarkus 30 
0.1 

10.0 10.0 7.104 11.551 20.0 33.0 1.0 5.0 0.0 0.0 

quarkus 50 
0.1 

10.0 10.0 8.353 12.909 21.0 39.0 1.0 6.0 0.0 0.0 

quarkus 
100 0.1 

10.0 10.0 11.618 15.846 26.0 37.0 2.0 7.0 0.0 0.0 

quarkus 
200 0.1 

10.0 10.0 17.641 22.936 32.0 55.0 3.0 11.0 0.0 0.0 

quarkus 
500 0.1 

9.0 10.0 28.847 37.249 42.0 73.0 7.0 22.0 0.0 0.0 

quarkus 
1000 0.1 

8.0 10.0 33.800 41.414 59.0 84.0 13.0 37.0 0.0 0.0 

quarkus 10 
0.01 

91.0 89.0 4.279 6.364 14.0 29.0 1.0 3.0 1.0 60.0 

quarkus 30 
0.01 

90.0 90.0 4.422 6.456 14.0 28.0 1.0 4.0 1.0 88.0 

quarkus 50 
0.01 

89.0 90.0 4.611 6.555 32.0 28.0 1.0 4.0 2.0 96.0 

quarkus 
100 0.01 

86.0 92.0 5.003 6.913 24.0 43.0 2.0 6.0 2.0 184.0 

quarkus 
200 0.01 

83.0 82.0 5.566 10.518 32.0 39.0 3.0 9.0 1.0 1000.0 

quarkus 
500 0.01 

76.0 40.0 7.632 22.447 40.0 59.0 6.0 20.0 5.0 1000.0 

quarkus 
1000 0.01 

64.0 23.0 13.484 40.107 34.0 81.0 12.0 35.0 33.0 1000.0 

quarkus 10 
0.001 

491.0 106.0 1.770 7.979 80.0 358.0 0.0 3.0 1000.0 1000.0 

quarkus 30 
0.001 

425.0 94.0 2.040 9.010 47.0 245.0 1.0 3.0 1000.0 1000.0 

quarkus 50 
0.001 

378.0 84.0 2.290 9.997 44.0 231.0 1.0 4.0 1000.0 1000.0 

quarkus 
100 0.001 

293.0 67.0 2.967 12.986 54.0 231.0 2.0 6.0 1000.0 1000.0 

quarkus 
200 0.001 

210.0 41.0 4.144 19.353 35.0 7175.0 3.0 9.0 1000.0 1000.0 

quarkus 
500 0.001 

113.0 22.0 7.830 35.656 26.0 10011.0 6.0 18.0 1000.0 1000.0 

quarkus 
1000 0.001 

64.0 17.0 13.970 54.575 38.0 496.0 12.0 31.0 1000.0 1000.0 
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Figure 7-4: Locust report for the Temurin image 

Figure 7-5: Locust report for the Native image 


