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EXECUTIVE SUMMARY

This deliverable D4.3 presents the final implementation status of WP4 in the SmartEdge project.
Scope and Objectives
D4.3 details the culmination of WP4's efforts to deliver three main objectives:

e Automatic Discovery and Dynamic Swarm Formation: The deliverable documents the

implementation and validation of mechanisms for discovery and dynamic formation of
network swarms, using programmable data planes (P4) and telemetry-driven
technologies. These mechanisms support seamless onboarding, maintenance, and
removal of heterogeneous SmartEdge nodes, ensuring robust and flexible swarm
management.
P4 is a standardized, open-source language and framework that enables precise,
protocol-agnostic control over how network data plane devices such as switches,
network interface cards (NICs), and routers process and forward packets. Governed by
the P4 Language Consortium and widely adopted across industry and academia, P4
provides the foundation for flexible, high-performance, and dynamically programmable
networking—capabilities integral to the SmartEdge approach for secure and adaptive
swarm formation and management.

e Embedded Network Security and Isolation: The report provides a comprehensive
account of embedded security solutions integrated into the network layer. These
include programmable access control using P4-based switches, in-network machine
learning for anomaly detection and mitigation, and advanced mechanisms for isolating
data streams and managing threats such as DDoS attacks. The deliverable highlights the
effectiveness of these solutions in providing real-time, distributed security within the
swarm, with performance validated through extensive testing.

e Hardware-Accelerated In-Network Operations: D4.3 describes the deployment and
evaluation of hardware-accelerated operations within the network, including the use of
Data Processing Units (DPUs), FPGAs, and programmable switches. These accelerators
enable low-latency stream processing, secure authentication, and scalable distributed
operations, supporting the project’s goals for high performance and resilience in large-
scale, heterogeneous edge environments.

Key Results Overview

Integrated Artefact Suite: The deliverable consolidates the implementation of a suite of WP4
artefacts, including the Access Point Manager, Swarm Coordinator, Swarm Node Manager, P4
Switch, Distributed Database (ART), Programmable Access Control, Anomaly Detection,
Distributed In-Network Operations, and specialized edge units for ITS scenarios. Each artefact’s
role, interactions, and development status are detailed, demonstrating their integration and
readiness for deployment.

Performance and KPI Tracking: D4.3 provides measurement results and analysis for key
performance indicators (KPlIs) relevant to WP4. These include reductions in swarm formation
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time, improvements in end-to-end latency, accuracy and speed of in-network security
mechanisms, and scalability to over 1,000 devices. The report documents partial or full
achievement of these KPls, with ongoing work to further optimize and validate performance in
future project phases.

Demonstrated Use Cases: The deliverable showcases the application of WP4 solutions in realistic
edge scenarios, such as smart factories and intelligent transportation systems. It highlights the
adaptability of the implemented technologies to diverse environments and their potential for
broad impact across SmartEdge use cases.
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1 INTRODUCTION AND OBJECTIVES

1.1 OVERVIEW

Work Package 4 (WP4) focuses on dynamic and secure swarm networking, specifically
addressing the communication among SmartEdge system components and fostering swarm
intelligence within the network. This Work Package tackles three key networking aspects:
automatic detection and formation of dynamic network swarms, integrated network security
and isolation, and hardware-accelerated in-network processing. These areas are developed in
three interconnected tasks. Structurally, this Work Package operates between the network’s
physical layer and the software application layer, essentially in the middle layer. It utilizes
existing physical layer communication standards, such as 4G/5G, Wi-Fi and other wireless
protocols, without modification. Leveraging network programmability, it innovates from the
network layer (layer 3 of the OSI model) upwards. By transferring certain processes from
computing resources into the network, the Work Package seeks to boost performance, reduce
latency, improve security, and add new functionality.

WP4 is divided into three tasks, each aligned with one of the objectives. The tasks are:

e T4.1. Automatic Discovery and Dynamic Network Swarm formation in near real time
e T4.2. Embedded network security and isolation
e T4.3. Hardware-accelerated in-network operations for context-aware networking

The three tasks and their relations are illustrated in Figure 1-1.

Dynamic Swarm Networking

( Hardware acceleration (C) h
(Network traffic classification and] [High-throughput, Iow-latency?

change detection & Energy-efficient |

\S using on-hardware intelligence stream processing ))
LY

S
4 \Embedded security and isolation (Bf\

M .
No interference among
Smart network
streams from dlfferem Mitigation
anomaly detection
\N sources ))

( Automatic discovery and dynamlc swarm formulatuon (A)

Telemetry exchanged Enriched telemetry [n-ba_nd _
& processed among metadata communication
B\

adjacent nodes channel
t t

T N =

Figure 1-1. High Level Architecture of WP4

13



Task 4.1 (T4.1, marked A in Figure 1-1) is responsible for the formation of the swarm. It detects
new nodes and decides if and how to add them to the swarm. An in-band communication
channel will be employed that will enable innovation in intelligent network telemetry and its
processing. The elements designed as part of the tasks are tightly integrated, providing an
important component in every swarm node.

Task 4.2 (T4.2, marked B in Figure 1-1) is responsible for embedded network security and
isolation. The task innovates in moving network security intelligence into network devices,
primarily using in-network machine learning (ML) for anomaly detection and mitigation. The task
is responsible for mitigating detected threats and isolating traffic streams from different
sources, so that nodes outside the swarm cannot interfere with its operation. It does so by using
a mix of software-based and hardware-based programmable network devices.

Task 4.3 (T4.3, marked Cin Figure 1-1) relates to hardware acceleration of in-network operation
for stream processing and network security applications. This includes, for example, hardware-
based sensor fusion and sensor data pre-processing for data reduction.

The three tasks are intertwined, with information exchanged between the different parts of the
Work Package. T4.1 shares both swarm membership and status information with other tasks,
allowing isolation of communication within the swarm by T4.2. Task 4.1 also shares telemetry
information, used as features in the ML based anomaly detection of T4.2. T4.2, in turn, reports
anomalous nodes behavior, used to isolate malfunctioning nodes and exclude malicious ones
from the swarm by T4.1. T4.3 enhances the functionality of both tasks by providing hardware
acceleration, improving performance toward KPI goals, while stream processing acceleration
supports the overall functionality of SmartEdge and intersects with WP5.

This document reports the final status of the activities for all three tasks. In particular:

e Section 2 lists the requirements related to WP4. For each relevant requirement, it
provides the current status of implementation within the SmartEdge Release 2.

e Section 3 details the implemented Release 2 solution for automatic discovery and
dynamic swarm formation, i.e. related to the objective 1.

e Section 4 focuses on the design for embedded network security and isolation, related to
the above-mentioned objective 2.

e Section 5 discusses hardware accelerated in-network operations (objective 3).
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1.2 OBJECTIVES

WP4 has three objectives:

1. Automatic Discovery and Dynamic Network Swarm formation — providing the functionality
required to create a swarm of SmartEdge devices, including adding, maintaining and
removing nodes.

In D4.1, the Automatic Discovery and Dynamic Network Swarm formation solution was
designed. Furthermore, D4.1 reported on the development of telemetry components that are
operational and have been integrated in Release 2.

In D4.2 we reported on the first implementation (Release 1) of the Automatic Discovery and
Dynamic Network Swarm formation procedure. The implementation was discussed against the
specific requirements provided by WP2 and reported.

This deliverable, D4.3, presents the final implementation status, demonstrating robust, flexible
swarm management and seamless integration of nodes, and provides validation results and
performance measurements from realistic deployments

2. Embedded network security and isolation — providing network security for nodes that
are part of the swarm, including protection against common network attacks (e.g., DDoS)
and detection and mitigation of anomalies and emerging attacks. Note this does not cover
end-to-end security (e.g., application level). The tasks also isolate swarm communication
from nodes outside a swarm.

In D4.1, a first innovative embedded network security and isolation solution was reported: a
Runtime Model Update for In-network Defense

In D4.2, the following embedded network security and isolation solutions are reported (they
significantly enhance the preliminary solution reported in D4.1):

e A framework for rapid prototyping of in-network anomaly detection across a range of
network devices (section 4.2.1)

e A federated learning solution for attack detection and mitigation of attacks using loT
devices (section 4.2.3)

e A DdoS detection and mitigation mechanisms for programmable network switches

e DdosS attack mitigation based on graph neural networks (See Section 4.4).

Deliverable D4.2 included the following novel embedded network security and isolation
solutions (not reported in D4.1):

e A hybrid in-network defense against security threats solution
e A secure DdoS mitigation solution for programmable switches sketch vulnerabilities
(section 4.5).

D4.3 integrates and validates programmable access control, in-network machine learning for
real-time anomaly detection, and advanced DdoS mitigation, showing effective, distributed
security and traffic isolation within the swarm.
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3. Hardware-accelerated in-network operations — providing acceleration to SmartEdge
functionality by offloading it to run within the network. This functionality will range from
network security to acceleration of stream processing, while building upon emerging
network-hardware technologies such as Data Processing Unit (DPUs).

In D4.1, the following Hardware-accelerated in-network operations were reported (They are
considered final and part of Release 1):

e Distributed In-network Operations
e Hardware-accelerated DdoS Detection using Convolutional Neural Networks (CNNs)
on DPU

In D4.2, the following hardware-accelerated in-network solutions were reported (they
significantly enhanced the preliminary solutions reported in D4.1):

e Secure Authentication Protocol with SmartNiC Integration for Trustworthy
Communications in Intelligent Swarm Systems (See Section 5.1)
e Intelligent road -side unit (section 5.2)

The deliverable D4.2 included the following novel hardware-accelerated in-network solutions
(not reported in D4.1):

e Street Intersection Edge Unit (Section 5.3): this is an extension of the hardware-
accelerated LiDAR approach that was initially introduced in D4.1. (See Section 5.3.3
in D4.1).

This deliverable D4.3 deploys and evaluates hardware-accelerated operations—including DPUs,
FPGAs, and programmable switches, enabling low-latency processing, secure authentication,
and scalable distributed operations in large-scale edge environments.
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1.3 SUMMARY OF WP4 ARTEFACTS

WP4 designed and implemented the following SmartEdge Artefacts:
A4.1 Access Point Manager

Description: The Access Point Manager (APM) is an artefact involved in the swarm formation. It
is a software component running on each Access Point providing connectivity to Smart Nodes.
The APM monitors the connection/disconnection of Smart Nodes and enables communication
within the swarm only among Smart Nodes whose Swarm Joining Request was approved by the
Swarm Coordinator. Details in Section 3.

Lead: CNIT
A4.2 Swarm Coordinator

Description: The Swarm Coordinator (SC) is an artefact involved in the swarm formation. It
operates at the network level. It is a software component interacting with one or more Access
Point Managers. In particular, the Swarm Coordinator manages the P4 switches inside each
access point, ensuring that flow rules are updated to authorize communication strictly between
swarm node members only. The SC uses control messages to manage the behavior and
communication of connected nodes through the network control plane, enforces access control,
and communicates with the Orchestrator through the Adaptive Swarm Coordinator (A5.3.1) for
determining whether smart nodes can join the swarm. Details in Section 3.

Lead: CNIT
A4.3 Swarm-node Manager

Description: The Swarm Node Manager (SNM) is an artefact involved in the swarm formation. It
operates at the network level. It is a software component running on each smart node between
the application and network layer. It continuously monitors the network interfaces status of
smart nodes and manages VXLAN tunnels for secure intra-swarm communications. It initially
receives the swarm configurations from the Access Point Manager to enable communication
with the Swarm Coordinator. Then, it exchanges swarm control messages to the Swarm
Coordinator. Details in Section 3.

Lead: CNIT
A4.4 P4 Switch

Description: The P4 switch is an artefact involved in the swarm formation. Two programs are
available, one to be executed at the Access Point, one to be executed at each Swarm Node. In
either case, this artefact manages the P4-based packet forwarding, guaranteeing isolation and
communication restricted to authorized swarm members only, preventing unauthorized packet
forwarding. P4 entries are received at the Access Point from the Access Point Manager and from
the Swarm Coordinator. P4 entries at the swarm node are received from the Swarm Node
Manager. Both P4 switches at the Access Point and Swarm Nodes can also receive flow rule
entries through the P4 plugin developed within WP5 (Artefact A5.4.3.1). Details in Section 3.

Lead: CNIT

A4.5 Distributed Database for Network Information
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Description: The Distributed Database for Network Information, also called Address Resolution
Table (ART), is an artefact involved in swarm formation. It serves as a component for storing and
managing essential networking information about the swarm nodes, including their status, IP
address associated with its Uniform Resource ldentifier, etc. This information is used by the
swarm coordinator to make networking configurations regarding node admission and to enforce
access control policies. The ART database helps in maintaining an up-to-date record of the
swarm’s membership and activity at the network level. The ART database is continuously
updated as nodes connect or disconnect from the swarm. Details in Section 3.

Lead: CNIT
A4.6 Programmable Access Control for Swarm Intelligence

Description: The Programmable Access Control leverages P4-programmed switches to enforce a
flexible, dynamic Access Control List (ACL) for secure swarm communication. By embedding
node identifiers (e.g., URIs) in packet headers, traffic from malicious nodes or different swarms
is blocked, unapproved protocols are dropped, and VXLAN ensures swarm traffic isolation. Only
swarm coordinators interact externally. Programmable controls enable runtime updates,
enhancing security and adaptability. Successful test cases verified the correct blocking of
unauthorized nodes and traffic isolation based on Swarm IDs. Details in section 4.

Lead: UOXF
A4.7 Anomaly detection

Description: The anomaly detection artefact leverages an in-network machine learning (IN-ML)
solution deployed on edge programmable devices to enable rapid attack detection and
mitigation within loT gateways and edge systems. By offloading ML inference to programmable
data planes, it ensures swift, in-pipeline threat mitigation while maintaining high-speed network
traffic. Key features seamless updates of ML models to address evolving threats, portability
across platforms, resource efficiency and high detection rate, thus achieving flexible, and
efficient defense against emerging attacks. Details in section 4.

Lead: UOXF
A4.8 Distributed in-network Operations

Description: The objective of distributed in-network computing in SmartEdge is to overcome
resource constraints in programmable network devices by efficiently partitioning and
distributing complex services across multiple devices. This ensures scalability for intelligent
operations within device swarms while maintaining functionality, minimizing latency, and
meeting network constraints. Details in section 5.

Lead: UOXF
A4.9 Intelligent road-size unit

Description: The intelligent RSU in transportation systems enables V2X communication and edge
computing, reducing latency and network load. In a smart junction scenario, it integrates data
from radars, cameras, LiDAR, and GPS for time-critical services like collision avoidance.
Algorithms designed for multi-sensor fusion and deployment on FPGA hardware help to ensure
extremely low processing latency. Key metrics include high precision, low processing latency per
frame, and efficient memory use. Details in Section 4.
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Lead: UOXF
A4.10 Street Intersection Edge Unit

Description: The objective of the Street Intersection Edge Unit is to pre-process LiDAR (i.e., point
cloud) data on the edge of the network using hardware acceleration. Details are provided in
section 5.3.

Lead: FRIB
A4.11 Packet Duplication Mechanism for LiDAR Transmission

Description: The packet duplication mechanism ensures timely and stable LiDAR data
transmission in real-time vehicle perception scenarios, addressing packet loss and latency jitter
caused by wireless link variability and vehicle mobility. Operating over dual wireless links, the
system uses an In-Network Machine Learning module on a programmable edge device to
dynamically detect performance degradation and control packet duplication, enhancing
transmission performance and supporting accurate object detection. Details in Section 5.

Lead: UOXF

1.4 HIGH-LEVEL RELATION AMONG WP4 ARTEFACTS

WP4 artefacts can be classified in four main categories, as shown in Figure 1-2:

e Artefacts running in Swarm Nodes, providing secure swarm networking capability within
each swarm node. This category includes the Swarm-node Manager (A4.3) and the P4
Switch (A4.4), and Street Intersection Edge Unit (A4.10).

e Artefacts running in Access Points or Road-Side Units, providing secure swarm
networking capabilities in the whole network, i.e. enabling communication among all
swarm nodes. This category includes: Access Point Manager (A4.1), P4 Switch (A4.4),
Programmable Access Control for Swarm Intelligence (A4.6), Anomaly detection (A4.7),
Distributed in-network Operations (A4.8), Intelligent road-size unit (A4.9), and Packet
Duplication for LiDAR Transmission (A4.11).

e Artefacts providing network swarm coordination and network intelligence. These
artefacts could be collocated with Access Points or Road-Side Units (as shown in the
Figure 1-2 below) but could also be located on different/independent edge nodes. This
category includes the Swarm Coordinator (A4.2),

e Artefacts storing relevant swarm information. This category includes the Distributed
Database for Network Information (A4.5) also called ART.

The Artefact providing network swarm coordination and network intelligence, by leveraging the
information stored in the distributed database, enables the proper configuration of all data
plane network elements, i.e. the Access Points / Roadside Units and the Swarm nodes. Such
elements exploit advanced network programmable solutions to guarantee effective forwarding,
isolation, in-network processing, and embedded cyber-security.
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Figure 1-2. High level relation among WP4 artefacts. Dotted lines indicates main interactions among artefacts/nodes

1.5 UPDATE ON KEY PERFORMANCE INDICATORS

The most relevant Key Performance Indicators (KPI) associated with WP4 are the following:

K3.1: time required to perform automatic discovery and dynamic network swarm formation,
reduced by 60% thanks to HW-accelerated in-network operations compared to regular
processor-based execution.

Baseline: perform automatic discovery and dynamic network swarm formation using software-
based forwarding components. Forwarding time in the range between 100 microseconds and
few milliseconds, depending on CPU performance and software and system overhead.

The SmartEdge automatic discovery and dynamic network swarm formation solution has been
validated in two complementary environments: (1) Software-based P4 forwarding components
deployed on wireless Access Points and Swarm Nodes, as typically used in the Smart
Manufacturing use case (see Section 3 for the corresponding measurements). (2) Hardware-
based P4 switches (Intel Tofino), which demonstrate the potential performance gains achievable
through HW-accelerated in-network operations, even though such high-performance P4
hardware is not generally available in Wi-Fi access points.

The experiments confirm that HW-accelerated in-network processing significantly reduces the
time required for automatic discovery and dynamic swarm formation. In particular, Intel Tofino
switches achieve sub-microsecond switching times (on the order of ~800—900 ns per packet)
compared to millisecond-scale forwarding in processor-based execution, thereby directly
addressing KPI1 K3.1.
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K3.2: Increase performance by enabling in-network processing to reduce end-to-end latency (by
50% or more, assuming propagation delay is not the dominant component) and reduce
variability.

Baseline: perform processing and machine-learning inference using software-based
components. Processing time in the range between 4-20ms for data fusion and >1ms for
inference, depending on CPU performance and software and system overhead.

Partially achieved. As reported in D4.1, ultra-low latency, including <1uS on a switch, <1ms in
container, and ~2ms on a Raspberry Pi has been demonstrated running an ML-driven in-network
defense solution. To demonstrate the KPI for data fusion, hardware-accelerated solution is
developed (section 5.2) and specific measurements will be implemented during Year 3 to
demonstrate the KPI.

K3.3: Provide isolation to data streams and a distributed security barrier for smart anomaly
detection (80% or more of events detected and mitigated within the network, with 97% accuracy
/ F1 score >90%, detection provided in 1us by ML algorithms (e.qg., decision tree) optimized to
run on Deep Processing Unit (DPU), >100x faster wrt. CPU baseline.

Baseline: perform smart anomaly detection using public datasets and compare with CPU based
state-of-the-art solutions.

Partially achieved. As reported in D4.1, ML-driven in-network defense solution achieves
accuracy of >99% and F1>94% for known attacks and 90%-99% accuracy with F1>94% for new
attacks. Microsecond-scale latency achieved on both Intel Tofino and AMD Alveo U280.
Furthermore, relevant work targeting smart anomaly detection is described in Sections 4.2 “ML
Driven In-Network Defense” and 5.1 “DPUAUT: Secure Authentication Protocol with SmartNiC
Integration for Trustworthy Communications in Intelligent Swarm Systems”.

K3.4: Enable distributed operation of a large number of heterogeneous loT devices and smart
systems (1K devices or more handled by HW accelerators DRU-enly, in-line with expected number
of devices/vehicles to be considered in the SmartEdge scenarios) to achieve higher resilience.

Note, the original description of KPI13.4 has been updated to better reflect the whole project
activities, i.e. expanding from “DPU only” to multiple types of HW accelerators (e.g., FPGA, P4
ASIC).

Baseline: 100 devices using software forwarding elements

Partially achieved. As reported in D4.1, distributed in-network computing across 1000 nodes has
been successfully demonstrated, in-line with expected number of devices/vehicles to be
considered in the SmartEdge scenarios.

In this document, a secure authentication solution for swarm systems has been designed and
validated, specifically targeting DPUs. The solution successfully supports >1k devices. Results are
reported in Section 0, “DPUAUT: Secure Authentication Protocol with SmartNIC Integration for
Trustworthy Communications in Intelligent Swarm Systems”.

In addition, to demonstrate the tracking of 1000 devices/vehicles, specific measurements will
be implemented during Year 3 to demonstrate the KPI on the intelligent roadside unit.
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2 LIST OF REQUIREMENTS ADDRESSED BY WP4

The requirements for WP4 addressing secure swarm networking are set by the overall
architecture of the SmartEdge project as defined by WP2. In this document, we refer to the
detailed list of requirements reported in Deliverable D2.2. In particular, we focus on the
following requirements listed in D2.2, since they include most of the requirements that are
revenant for WP4.

e Swarm Management

e Swarm Communication

e IDM and Policy & Security
e Application Lifecycle

e Hardware and Protocols

For each requirement we provide the first mapping with the WP4 artefacts/activities.
Full/updated mapping of requirements will be provided by D6.1 while addressing the integration
with artefacts provided by WP3 and WP5. D6.1 will also further clarify which are all the artefacts
fulfilling each requirement.

To visually represent the development status, the following colors are used:

e Green: development is complete, and integration/testing/refinement is in progress
within WP6

e Light blue: development either in progress or to be provided in Release 2. No issues
expected.

e Red: development either in progress or to be provided in Release 2. Problems or delays
are expected.

e Grey: requirement Not relevant for WP4 (i.e. addressed by WP3/WP5)

It is important to highlight that no critical delays are currently envisioned, i.e. none of the
following requirements is highlighted in red.

2.1 SWARM MANAGEMENT

Requirements around swarm management deal with the creation and definition of
swarms as well as the execution of recipes within the swarm. This includes, among other
things, actions such as the addition and deletion of nodes from the swarm.

Table 2-1. Swarm Management list of requirements

ID / Ver. Description / Status

SW-001 A swarm node is an autonomous entity that can participate in a swarm. For

V11 example, a brown field device that can be incorporated into a swarm.

Status: Implemented and successfully validated for what concerns swarm
networking. In the context of WP4, each Swarm Node includes a specifically
designed P4 program and control software (Artefact A4.3) managing the swarm
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communication and swarm networking operations. This enables the node to
operate as an autonomous entity that can participate in a swarm.

SW-002
v1.1

A swarm smart-node is an autonomous entity that can actively participate in a
swarm and must be able to support its basic functionality. For example, the
swarm smart-node must have the processing environments to be able to host
the SmartEdge swarm components.

Status: Implemented and successfully validated (See SW-001)

SW-003
v1.1

A swarm coordinator is a swarm smart-node that must support the advanced
functionality necessary to form and maintain a swarm. For example, the abilityto
onboard or offboard nodes to and from the swarm, or in UC5 to provide medical
staff with such node that support coordination, holistic management, and
monitoring of a group of patients represented by their swarm nodes.

Status: Implemented in SmartEdge Release 1. Testing and integration in
progress. In the context of WP4, a specific Artefact A4.2 has been defined and
implemented to support the swarm coordinator capabilities of networking and
communication. This artefact operates in conjunction with the Access Point
Manager (A4.1) and P4 switch programs (A4.4) to enable the communication
within the swarm.

SW-004
vl1.1l

A manifest swarm must consist of one or more swarm smart-nodes and at least
one of those smart-nodes must be a swarm coordinator. Typically, the swarm
will consist of two or more swarm smart-nodes, but during swarm formation or
reformation there may only be one seed swarm smart-node. These will enlist
other nodes into the swarm, to perform the desired behavior.

Status: Implemented in SmartEdge Release 1. Testing and integration in
progress. Once a Swarm is created, it always has a swarm node serving as Swarm
Coordinator (A4.2). The implemented swarm formation procedure is reported
in Section 3.

SW-005
vl1.1l

A swarm should have three or more swarm coordinators to provide resilienceif
a swarm controller is lost.

Status: The Swarm Coordinator (A4.2) operating at the network level is stateless
and relies on the ART. The Swarm Coordinator communicates with Access Point
Manager (A4.1) and Adaptive Swarm Coordinator. Both Access Point Manager
and Adaptive Swarm Coordinator are provided with a list of static IP. Currently,
only a single IP is provided. Extension to support multiple IPs is straightforward
given the stateless behavior. However, testing of this capability has not been
performed due to lack of resources, considering that this feature is mainly for
higher TRL.

SW-006
vl1.1l

A swarm must have an odd number of swarm coordinators to prevent the
“split brain” scenario.

Status: refer to SW-005

SW-007
v1.1l

The swarm coordinator(s) must maintain the state of the swarm. For example,
which nodes are part of the swarm.

Status: Implemented in SmartEdge Release 1 in terms of networking and
communication states. To comply with SW-005, the Swarm Coordinator (A4.2)
is stateless. However, it relies on Address Resolution Table (Artefact A4.5) to
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maintain the state related to networking data. Currently the ART is implemented
using a Cassandra database as a temporary solution.

SW-008
vl1.2

Swarm smart-nodes must reach a consensus on any action that affects the
swarm. For example, the swarm smart-nodes must agree on the offboarding of
a new node from the swarm. If a smart-node (A) requests to leave the swarm,
but another smart-node (B) is relying on it to perform some operation,then
smart-node (B) must have the opportunity to request smart-node (A) to remain
in the swarm. There may be exceptions to this rule, e.g., if all swarm
coordinators agree to eject a node (C) from the swarm, then node (C) cannot
block this action.

Status: The consensus mechanism for smart-nodes operates at the application
layer. This aspect is outside the domain of WP4. However, once a decision is
reached, the application will communicate with the network layer via an API to
either accept or reject the requested action from the smart-node.

The API has been implemented and successfully validated. Involved artefact:
A4.2.

SW-009
vl1.1l

Any swarm smart-node can abstain from any action proposed by another swarm
smart-node. This may happen if the action does not directly affect the smart-
node. Abstaining from proposed actions is desirable, as it reduces the decision-
making process and possible action contentions.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SW-010
vl1.1l

The swarm must have a process to break any action contentions automatically
between swarm smart-nodes, even if this is a random decision. Otherwise,
external intervention would be required, which goes against the concept of a
swarm. Taking random actions can be an effective mechanism to break out of
repetitive behavior that continually fails.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SW-011
v1.2

A swarm smart-node (A) must have the right to leave a swarm if it chooses, but
another swarm smart-node (B), can request it to remain if it needs the
assistance of smart-node (A). Smart-node (A) must then decide if it stays or
leaves the swarm.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SW-012
v1.2

Selected data originated by one node may be provided to multiple swarms. For
example, when a node is providing a sensor stream that could be of use to
multiple swarms.

Status: support of static data sources at the network level has been added in
Release 2 (see SC-001).

SW-013
v1.2

A swarm coordinator should only belong to one swarm at a time.

Status: Implemented in SmartEdge Release 1. Testing and integration in
progress. The implementation does not allow a swarm coordinator (A4.2) to
coordinate more than one swarm. Multiple instances of swarm coordinators
must be created to handle multiple swarms.

SW-014

A protocol must exist to onboard a smart-node into a swarm.
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vl1.1l

Status: Implemented in SmartEdge Release 1. See the swarm discovery section
and related preliminary results in Section 3.

SW-015
v1.1

A protocol must exist for a smart-node to request to join a swarm.

Status: Implemented in SmartEdge Release 1. The specifically designed Swarm
Communication protocol includes a Join Message enabling a smart-node to
request to join a swarm (See Section 3)

SW-016
v1.1

A protocol should exist for a swarm to broadcast a request for a smart-node
with a specified set of capabilities to join the swarm. Based on the responses
received, the swarm will select a candidate and onboard the smart-node. This
feature is particularly important for when a swarm is missing a critical smart-
node to enable an operation to be performed. It may be useful for the
responding smart-nodes to offer a time limited option to join the swarm. When
the option expires there is no obligation for them to join the swarm.

Status: implemented and successfully validated (not as broadcast messages but
using unicast communication leveraging the ART)

SW-017
vl1.1l

There may be cases where a device (A) in a swarm may object to a device (B)
joining the swarm. For example, if device (A) has prior knowledge of the
untrustworthiness of device (B). In this case device (B) is not allowed to join the
swarm. There may be some limits or time constraints on device (A)objecting to
device (B).

Status: Deprecated (necessary only for higher TRL)

SW-018
v1.1l

A swarm must be able to handle smart-nodes by mapping their data into the
same coordinate system regardless of their movement. For example, for two
smart-nodes in a swarm to cooperate about the physical movement of an
object, they must the same special frame of reference or be able to transform
the other smart-nodes frame of reference into their own. The same holds true
for temporal mappings, i.e., all collaborating smart-nodes must share a common
concept of time.

Not relevant for WP4 (i.e. addressed by WP3/WPS5)

SW-019
vl1.1l

A swarm must handle units disappearing without proper protocol due to
network failure or similar external factors.

Status: Implemented in SmartEdge Release 1 at the Access Point Manager
(A4.1). A swarm-node can disconnect/disappear without a proper protocol and
the swarm coordinator will manage it properly (e.g., the IP revoked, removed in
the ART, flow entries in P4 switches removed)

SW-020
v1.2

A standard protocol for accepting new smart-nodes to join a swarm must be
defined.

Deprecation note: Duplicates SW-001, SW-002

Status: Implemented in SmartEdge Release 1. To be complemented by WP5
logics. See SW-001 and SW-002.

SW-021
v1.1l

Swarm must always know what units, data sources and capabilities are
available. This is similar to SW-007, however, swarm unit might still be present
just unable to operate at full capacity, so this is a bit wider concept.
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Status: Implemented at the network level in SmartEdge Release 1. The
Distributed Database for Network Information (Artefact A4.5), also called ART,
includes a dedicated column to list the active swarm nodes in the swarm,
together with their IP address. Currently, the ART is implemented using a
Cassandra database as a temporary solution. Data sources (e.g., camera,
sensors) that are not swarm nodes are listed in a static database.

SW-022
vl1.1l

The swarm smart-nodes and the swarm must have a universally unique
identifier (e.g., UUID), encoded in the form of a URI. In many use cases when
assigning a URI to a smart-node it is not possible to have a single controlling
agency to issue the URI or provide an Internet (or even intranet) resolvable URL.
Whilst UUIDs have no implicit meaning, but simply strings of hexadecimal
characters, they do (for all intents and purposes) guarantee that the resourceis
uniquely identified.

Status: Implemented at the network level in SmartEdge Release 1. The
Distributed Database for Network Information (Artefact A4.5), also called ART,
includes a dedicated column to list the UUID of each active swarm nodes in the
swarm. This allows to correlate the actually available swarm nodes with their
capabilities stored in the TDD. Full integration with TDD and related Project
artefacts to be performed in WP6

SW-023
vl1.1l

A swarm can be the instantiation of a recipe. A recipe can exist before any nodes
are members of the swarm, i.e., before it has been fully manifested. Sucha
recipe has an objective and ID, but no member nodes.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SW-024
v1.2

The swarm Federated is the engine that executes a queries/DSL-based workload
(e.g. primitive recipe) at runtime. It has to check that all capabilities required for
the swarm functionality, defined in a query, are available and canbe executed.

Not relevant for WP4 (i.e. addressed by WP3/WPS5)

SW-025
vl1.1l

The swarm can be made up of homogeneous or heterogeneous swarm nodes
and capabilities. The swarm node can be all of the same type and capabilities,
or they can be of different types and capabilities.

Not relevant for WP4 (i.e. addressed by WP3/WPS5)

SW-026
v1.1

In many cases the swarm coordinator and orchestrator are coresident on the
same swarm smart-node, but they can reside on different nodes.

Status: Implemented in SmartEdge Release 1. The artefacts of AP Manager
(A4.1), Swarm Coordinator (A4.2), and ART table (A4.5) can be deployed either
on the same or on different nodes since they are implemented as dockers and
they communicate through API.

SW-027
vl1.1l

A cloud or brownfield system (i.e. can be part of a swarm and could be
regarded as a type of swarm node with its own specific capabilities. This
may be necessary if the swarm needs to communicate with legacy systems or
use their resources. For example, to transfer data for long-term storage or deep
data analysis.

In this context, a brownfield system refers to a piece of equipment, hardware,
or system that is already deployed and operational in an existing environment
or infrastructure. It contrasts with greenfield devices or systems, which are

new, built from scratch, and involve no prior constraints.

26




Not relevant for WP4 (i.e. addressed by WP3/WP5)

SW-028
v1.2

To keep latency low the Cloud should not take on the role of swarm coordinator
or orchestrator. The Cloud should implement the SmartEdge stackbut may be
restricted to only certain swarm protocols. There may be challenges if the Cloud
has too much control over the swarm.

Deprecation Note: SmartEdge aims to develop tools that facilitate the use of edge
computing.

Deprecated.

2.2 SWARM COMMUNICATION

Requirements in the area of Swarm Communication deal with the communication within
Swarms. Thereby, minimum requirements for protocols to be used as well as latency
requirements are set, and messages are defined which are necessary for the Swarm

management.
Table 2-2. Swarm Communication Requirements
ID / Ver. Description / Status
SC-001 The swarm must be able to integrate brown field devices which cannot be
1.2 extended with SmartEdge software (as required by the use cases).
Status: The Swarm Coordinator (Artefact A4.2) / Access Point Manager (A4.1)
installs flow rules to enable communication from/to data sources (i.e., static IP
belonging to the non-swarm) to/from swarm nodes. Implemented in Release 2
SC-002 SmartEdge must provide a procedure so that a Swarm can communicate events
V11 about its state to swarm participants that registered for certain swarmevents.
Not relevant for WP4 (i.e. addressed by WP3/WP5)
SC-003 It must be possible to register for application specific events that can be
11 published by SmartEdge applications. The events must support application
' specific data if the application needs to communicate payload data.
Not relevant for WP4 (i.e. addressed by WP3/WP5)
SC-004 It must be possible to set a time to live —TTL- window until an event is valid.
V11 After that it is considered outdated and can be removed.
Status: Implemented for what concerns the networking aspects. At the
network level, in case the configured number of heartbeats is missed, the
swarm node is removed from the swarm by the Access Point Manager (A4.1)
SC-005 Events that are propagated by a swarm node should have a unique name
11 space and ID so they will not conflict with application specific events.
Not relevant for WP4 (i.e. addressed by WP3/WPS5)
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SC-006
vl.1

Events should contain data about the creation source, time, and date.

Status: Implemented in SmartEdge Release 1. Implemented as log files by the
WP4 Artefacts (A4.1, A4.2, A4.3).

SC-007
vl1.1l

SmartEdge swarm events shall be only created by the swarm itself (and notby
any application that uses SmartEdge).

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SC-008
vl1.1l

Internal swarm communications must be limited to only current nodes in the
swarm, e.g., information about the swarm must not leak out of the swarm or
be sent to nodes that have been offboarded from the swarm.

Status: Implemented in SmartEdge Release 1. The P4 programs are enforced
with flow rules that enable only a swarm node to communicate within the
swarm. (A4.4)

SC-009
v1.2

The latency of controller status data should be less than 100 ms.

Status: Implemented in SmartEdge Release 1. This KPI is achieved when pre-
authorization in the joining phase is enabled. Testing and preliminary KPI
validation in progress (A4.2)

SC-010
v1.1l

A network device characteristics message must be implemented to obtain the
current functional characteristics of a swarm device, both internal and external
to the swarm. The network message is intended to be used during the runtime
operation of the swarm, rather than at design time. Internally it is used to
obtain detailed current information about other devices in the swarm, e.g.,
remaining battery life. Externally it is intended to locate devices that might be
enlisted into the swarm, e.g., to provide functionality required byan application
that the swarm does not currently have.

Status: Implemented in SmartEdge Release 1. The Heartbeat is sent by each
swarm node to the Access Point, and it includes as payload the UUID and
selected device characteristics.

Internal: If a swarm belongs to a swarm, the selected device characteristics
(e.g., battery life status) can be conveyed as well through the Heartbeat
message.

External: if a Swarm Node does not belong to any Swarm, it sends the
Heartbeat to its Access Point. In this case, the UUID is used, in conjunction with
the TDD, by Swarm Coordinators to locate nodes that might be enlisted in their
swarm. (A4.3, A4.5)

SC-011
v1.1

A network swarm characteristics message must be implemented to obtain the
current functional characteristics of a swarm by an external device. The
network broadcast message is intended to be used during the runtime
operation of the swarm, rather than at design time. It is used by external
devices to find swarms in their locality and their characteristics.

Status: implemented and successfully validated (not as broadcast messages but
using unicast communication leveraging the ART)
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SC-012
vl1.1l

A network node join message must be implemented for a swarm to request an
external smart-node to join a swarm, or an external smart-node requestingto
join a swarm. This would typically follow a network node characteristics
message, where the swarm has identified a suitable smart-node and is
requesting it to join the swarm. Alternatively, it could be used by a smart-node
that has discovered a swarm and wishes to join it.

Status: Implemented in SmartEdge Release 1 with reference to the networking
aspects. The implemented swarm joining procedure is detailed in Section 3. The
external smart-node requesting to join a swarm will be provided with Release
2. (A4.3)

SC-013
vl1.1l

A network device leave message must be implemented for a swarm device to
request to leave a swarm it is currently part of. This message must bebroadcast
to all other members of the swarm.

Status: partially implemented in SmartEdge Release 1. The Swarm
Communication leave message is implemented, but, currently, not broadcasted.
When the swarm node leaves, it is removed from the ART. Swarm Nodes can
read the ART to be aware of active nodes in the swarm. Currently, the leave
message is not broadcast to all the other swarm members. (A4.2, A4.3)

SC-014
vl1.1l

A network node remaining message must be implemented for a swarm smart-
node to request a leaving smart-node to remain in the swarm as it needs its
services.

Status: partially implemented in Release 1. Current version enables the delivery
of swarm messages. Current version implements the message handling of Join
and Leave. Type Remain deprecated (necessary for higher TRL only)

SC-015
v1.1

A network protocol must exist to setup a data stream feed between devices in
a swarm. This may be achieved through a publish and subscribed mechanism,or
a streaming data protocol. For example, an AMR may wish to constantly receive
video images from several ceiling cameras. There must also be a mechanism to
stop the feed.

Status: Implemented and successfully validated. The P4 switch of any swarm
node and AP can configured to support the forwarding of selected data
streams. The pub-subscribe mechanisms to enforce such configurations to the
P4 switches is not relevant for WP4 (i.e., implemented by WP3/5).

SC-016
v1.2

Latency of radar message data should be less than 100 ms.

Status: implemented by A4.11 (the data duplication) to reduce latency

SC-017
v1.2

Latency of camera message data and processing (Al operations) should be less
than 500 ms.

Addressed by WP6 and reported in D6.2

SC-018
v1.2

Latency of all V2X message data should be less than 100 ms.

Addressed by WP6 and reported in D6.2
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SC-019
vl1.1l

There has to be sanity checking of data coming from the streams. In particular,in
UC-2 the long-term solution is to allow “outsiders” to send data from V2X
capable vehicles, this has to be checked. In UC-5 each sensor data shall be
checked against unique sensor properties set during the configuration by the
authorized swarm admin.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SC-020
v1.1

There has to be a mechanism for handling messages arriving at varying levels
of delay (due to processing and network delays)

Not relevant for WP4 (i.e. addressed by WP3/WPS5). This requirement mainly
applies to the automotive use case. The reference scenario considers
identifying the same car via different cameras and/or radar. Data fusion
should be robust to processing and communication delays.

SC-021
vl1.1l

Referring to SC-20, the “too long” delays for messages should trigger event
warning participants about possible issue.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SC-022
v1.1l

A protocol must be implemented for smart-nodes in a swarm to exchange high-
level semantic information about their environment. For example, a newmobile
rack detected in the swarm’s operational area, or an unexpected obstacle that
had not previously been detected. This type of information exchange is not the
same as low level sensor data exchanged between nodesin the swarm. Here
the smart-node has synthesized the sensor data into a knowledge graph, see
SCI-004, and is syndicating the high-level semantics.

Not relevant for WP4 (i.e. addressed by WP3/WP5)

SC-023
vl1.1l

Each swarm unit as well as all the data streams and other capabilities have tobe
given a unique identifier (e.g., UUID).

Status: Implemented in Release 1 with reference to networking aspects. Each
swarm node is assigned to a unique UUID (also embedded in the join swarm
request). Related artefact: A4.3

SC-024
vl1.1l

Smart-nodes in a swarm must regularly exchange heartbeat messages to other
smart-nodes in the swarm. Rather than each smart-node communicating to
each other smart-node in the swarm, smart-nodes may syndicate recent
heartbeat messages they have received. In this way other

smart-nodes, and in particular the swarm coordinator(s), can assess the
cohesion of the swarm without having to constantly communicate with other
members of the swarm.

Status: Implemented in SmartEdge Release 1. It has been implemented
adopting the authentication and non-repudiation technique proposed by IMC.
The heartbeat is sent every 1s (configurable) to the AP (unicast), which keeps
track of active authenticated nodes through the ART. The ART can be read by
any SN in the swarm. (A4.1, A4.3)

SC-025
vl1.1

When a swarm coordinator sends a heartbeat message, the message should
contain a hash of its swarm state. Smart-nodes can cache the hashes from the
swarm coordinator(s), to identify if the swarm state changes. If swarm
coordinator (A) detects that swarm coordinator (B)’s state has changed, it will
immediately initiate a swarm update to reconcile the two states.
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Status: Implemented. Validation in the integrated environment in progress in
WP6.

SC-026
vl1.1l

Smart-node heartbeat messages should never be propagated outside of the
swarm. Where a node is shared between several swarms or a Cloud is part ofa
swarm, they should not provide a bridge for heartbeat message.

Status: Implemented in SmartEdge Release 1. All the inter swarm traffic is not
propagated outside the swarm network. (A4.2)

SC-027
vl1.1l

Smart-nodes should be able to digitally sign events to achieve non- repudiation.
The swarm infrastructure should provide support for registeringa smart-node’s
public key. The PKI used should be compatible with low-powerlow-bandwidth
devices

Status: The current implementation uses WPA2-PSK for authentication. Non-|
repudiation or the events implemented and successfully validated.

SC-028
v2.1

The SmartEdge environment should be aware of its network state and thus
should detect a set of common anomalies.

Status: Implemented in SmartEdge Release 1. The Access Point Manager is
capable of detecting the sudden disconnection of a smart node and coordinator
(network components) and it takes the necessary actions to update the network,
the database, and the P4 switch rules to maintain accurate and secure network|
operations. (A4.1, Ad.2, A4.5)

SC-029
v2.1

SmartEdge must provide time synchronization capabilities for sensor data of
different sources. The accuracy must be milliseconds or better.

Status: Implemented in SmartEdge Release 1 using PTP.

SC-030
v2.1

As SmartEdge applications are intended to run in a distributed manner and
therefore generate network load, SmartEdge itself should keep its network
load as low as necessary so as not to interfere with the applications.

Status: broadcast messages at the network level are currently limited only to

ARP (A4.4)

2.3 IDM AND PoLICY & SECURITY

Requirements in the area of IDM and Policy & Security deal with privacy and security

requirements within Swarms. Minimum requirements for data transport and content

are defined.
Table 2-3. IDM and Policy & Security list of requirement
ID/Ver. |Description / Status
IDM-001 [The visibility of events must be restricted to application, user, “swarm”, or public
V11 level roles according to the system groups controlled by the swarm admin. (A4.1,
‘ A4.2, A4.3)
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Status: Implemented in SmartEdge Release 1 in terms of networking visibility

IDM-002 |A swarm can be created within a private secure environment where all nodes

1.2 belong to the same owner. Nodes of other owners cannot join the swarm. (A4.3)
Status: Implemented in SmartEdge Release 1. The swarm is a private secure
environment enabled by the standard Wi-Fi in UC3 and by V2X in UC2. Static
configuration of swarm creation implemented in SmartEdge Release 1.

IDM-003  [Swarm participants must support timely secure software updates to fix security

11 flaws as the flaws are discovered, and the software is revised to address them.

’ Note: This requirement was moved to deprecated since product-ready level

software is not originally part of the proposal where TR Level 5 must be achieved.

IDM-004  [Swarms must have the means to detect, monitor and mitigate cyber-attacks. This

V12 involves monitoring suspicious behavior and providing the means to isolate

' compromised devices and block hostile network traffic.

Status: Partially implemented in SmartEdge Release 1. Basic security policies are
implemented, such as swarm nodes authentication and P4 flow rules, which ensure
that only permitted nodes can communicate with each other. Malicious nodes can
also be blocked. The solution to detect malicious nodes is available but still not
integrated and is included in Release 1.

IDM-005 [Swarms must report suspected cyber-attacks and system failures.

v1.2 Status: Implemented in SmartEdge Release 1. An in-network ML based support for
anomaly detection is implemented.

IDM-006  [Swarms should support the means to securely transfer critical participant roles to
ensure robust operation of the swarm as a whole, for instance, when a devicefails,

v1.1 . . . L
or is compromised in a cyber-attack, or when the device is scheduled for hardware
replacement or a lengthy software update.
Status: Implemented in Release 2. The networking artefacts (A4.1-A4.4) are
implemented as stateless elements, relying on the ART (A4.5) to keep state
information. This enables effective transfer of participant roles

IDM-007 |Identification of objects and actors and participants within the system by globally

11 unique Identifiers, including the grouping of those into a swarm.
Status: Implemented in Release 1 with reference to networking aspects. Each
swarm node is assignhed to a unique UUID along with the component name.
Involved artefacts: A4.1-A4.5

IDM-008 [Semantic data protection expressions to allow for sophisticated data handling

V11 and usage control within the system and between the participants.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

IDM-009 [Semantic expression about security properties needed for special data handling

11 requirements like encryption.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

IDM-010  |Semantic policy expressions to express deontic requirements.

v1.1 Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
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IDM-011  [Expression of situation specific conditions that trigger obfuscation or blurring of
v1.1 images and mechanisms to execute.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
IDM-012  |Data retention policy. For example, if a swarm is made up of smart-nodes from
V11 individuals or different organizations, and the smart-node leaves the swarm, there
' must be a limit on how long a swarm can retain that nodes data.
Status: Implemented in SmartEdge Release 1 with reference to networking
aspects. Swarm node info is currently not retained at the network level (e.g., IP
address). Involved artefacts: A4.1-A4.5
IDM-013  [Encryption of data in transit using hardware acceleration. This is particularly
V12 important when data is being transported across a publicly accessible fabric, suchas
’ the Internet.
Status: HW-acceleration implemented in DPU. DPUs are used within edge
computing nodes, e.g. part of the backbone in the factory floor that also
interconnects access points. The smart-nodes are connected to an access point
using a pre-shared key (PSK) and WPA2 (Wi-Fi Protected Access 2) for
authentication, the communication between the nodes and the access point (Iner
swarm communication) is encrypted.
IDM-014  Security and compliance to regulations related to the use case domain e.g.,
V11 machinery, healthcare, etc.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
IDM-015 [Consent management system and compliance with metadata.
v1.1 Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
IDM-016  |Methods for aggregation and differential privacy applied to streams.
v1.1 Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
IDM-017  [Capability to automatically update edge unit’s software with new versions which
11 have to be signed by author’s key. This is a more general requirement of IDM- 003.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
IDM-018 [There has to be a mechanism for signing all the data sources and ensuring
11 theauthenticity of data.
Status: Implemented in SmartEdge Release 1 with reference to networking
aspects: Two mechanisms in place: (1) an innovative lightweight technique
proposed by IMC applied to HeartBeat messages. (2) Standard authentication
applied to swarm network messages. Artefacts Involved: A4.1 and A4.3
IDM-019 [Communications emanating from the swarm should appear to come from the
11 swarm and not a specific device, i.e., the internal structure of the swarm should
' not be ascertainable from its external communications.
Status: Swarm Nodes do not communicate outside the Swarm
IDM-020 [There has to be a mechanism for tagging privacy sensitive data streams (e.g., video

stream is sensitive, radar data is not).
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v1.1 Status: supported by the P4 implementation
IDM-021  |Mechanism for encrypting sensitive data streams (encryption) and making it
available only to authorized users.
v1.1
Status: implemented at the DDS/ROS layer
IDM-022  [The swarm, and particularly the swarm coordinator(s), should constantly monitor
1.2 the behavior of swarm nodes to look for aberrant behavior, either due to

malfunction or malicious intent. For example, a smart-node (A) may incorrectly
syndicate to other smart-nodes in the swarm that it has received heartbeat
messages from another smart-node (B), when it has not. Where practical, the
swarm should try to corroborate swarm information from other smart-nodes, and
isolate smart-nodes that are shown to be untrustworthy.

Deprecation note: Maintaining trust in nodes was assessed as out of scope.

2.4 APPLICATION LIFECYCLE

Requirements in the area of application lifecycle deal with processes for the execution of
SmartEdge applications (recipes) as well as supporting tools necessary for SmartEdge.

Table 2-4. Application lifecycle list of requirements

ID / Ver.

Description / Status

AL-001
v1.1

A swarm should be able to run more than one application at a time, providing
they do not directly compete.

Status: implemented in SmartEdge Release 1 with reference to networking
aspects. Multiple applications can be supported within the swarm subject that are
coordinated by a single Swarm Coordinator (A4.2). From the WP4 networking
perspective, multiple applications are treated as data flows and its forwarded is
supported by P4 switches (A4.4) embedded within each Swarm Node.

IAL-002
v1.1

Running an application should be coordinated by a designated swarm smart-
node, called the orchestrator, but it may enlist other swarm smart-nodes into
performing the task described by the application. For example, an AMR can only
hold one product at a time, it needs to enlist a mobile rack to hold multiple
products of this type. As this is also the functional objective of the mobile rack,
there is no conflict of interest.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
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AL-003
vl1.1l

Technically a swarm should have at least one running application to continue to
exist. If the swarm has no running application, it has no purpose and so should be
dissolved by agreement from its constituent swarm devices. In practice theremay
be a small-time lag between the swarm completing its last task and startingthe
next. If the swarm dissolved immediately it might have to be reformed a littletime
later, which could incur an operational penalty. Instead, the swarm should exhibit
some level of “stickiness” for a time, i.e., the swarm may continue to existwithout
an immediate purpose.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-004
v1.1

If an application orchestration smart-node fails or leaves the swarm in the middleof
the execution of an application, if possible, another smart-node in the swarm
should take over as orchestrator.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-005
vl1.1l

A swarm device may refuse to cooperate with an application orchestration device
if this conflicts with a higher objective. For example, an AMR may enlist amobile
rack to take another product, but the rack may refuse if the product is ofthe wrong
type, or the rack is full. In this case the AMR should recruit a new device (new rack)
into the swarm so the task can be fulfilled.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-006
vl1.1l

It may be possible to have more than one orchestrator running a different
application in the same swarm at the same time.

Status: Not relevant for WP4. The Coordination among multiple Coordination
should enable only one Adaptive Swarm Coordinator to interact with the Network
Swarm Coordinator

AL-007
v1.1

An orchestrator may have more than one task assigned at a time, but only one
application task should run at a time. Therefore, the orchestrator should
implement a task queue. The orchestrator will run the application task with the
highest priority. If this application can’t run because the prerequisites have not
been met, then it runs the next highest priority application task. For example, if
the AMR can’t perform the highest priority task, to move a product from the
conveyer to a rack, because there are no more spaces in the rack; the AMR may
take a lower priority task to move the rack to its next processing stage and enlist
into the swarm a new empty rack.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-008
v1.1l

A swarm device may orchestrate its own tasks, whilst collaborating with another
orchestrator on its tasks. A device should only participate in one task at a time,
and so must put all tasks, its own and other orchestrators, into a single task queue.
This is particularly important for battery powered AMRs, whose highest priority
task is to ensure they have sufficient power to complete the current taskand get to
a recharging station. This is also a reason why swarm devices have theright to leave
Q swarm.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-009
vl1.1l

Where possible if a task cannot be completed or the application fails part way
through, e.g., the path of an AMR is blocked by an unexpected obstacle, the
orchestrator should try to autonomously recover from the incident, e.g., replan
an obstacle free path. If it can’t recover, it should request manual intervention.
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Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)

AL-010 A tool must be implemented to take the image feeds from multiple cameras and
11 triangulate the position and pose of the object based on the image, e.g., three
' images could be obtained by three the overhead cameras showing the same
object from three different views, by combining the three images, the tool should
be able to orient the object in 3D space.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
AL-011 A tool must be implemented to classify known objects in the specific use case
domain, but should also support the “unknown” classification, i.e., an object has
v1.1 ) ip .
been detected but can’t be classified with a reasonable degree of accuracy.
Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
AL-012 Recipes may influence each other. For example, if something went wrong during
21 execution of a recipe another recipe may need to wait until the blocking state was

solved.

Status: Not relevant for WP4 (i.e. addressed by WP3/WP5)
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2.5 HARDWARE AND PROTOCOLS

In the following lines we outline the requirements that are only relevant to WP4 in Hardware
and Protocols deal with protocols and devices that must be supported by SmartEdge at least to
be able to provide support for the five SmartEdge use cases.

Table 2-5. Hardware and Protocols list of requirements

ID / Ver. | Description / Status
HP-002 Vehicles communicating via C-ITS/G5 devices and without SmartEdge SW stack
Vil should be able to connect to the Swarm as “dummy” devices.
Status: Implemented (see SW-001 and SW-027) the Access Point through the
Access Point Manager (A4.1) provide connectivity to such devices. (A4.1)
HP-013 The SmartEdge components system must be able to run on ARM-based hardware
Vi1l and Ubuntu/Linux OS.
Status: Implemented in WPA4. Currently all WP4 scripts are tested and run in
Ubuntu 20.04 and 22.04, and Debian 12 on RPi5 devices (ARM Arch)
(Some software components need to be compiled for the specified CPU
architecture)
HP-015 The SmartEdge components system must be able to run on x86-based hardware
Vil and Ubuntu/Linux OS.
Status: Implemented. Currently all WP4 scripts are tested and run in Ubuntu
20.04 and 22.04, and Debian 12 on x86 Arch (Some software components need
to be compiled for the specified CPU architecture)
HP-018 The swarm edge components of the SmartEdge toolchain must be deployable
V1.2 onto an underlying software framework, such as Kubernetes or another service

framework. SmartEdge is a series of compatible tools, forming a toolchain, as
such it will likely be deployed on top of a suitable software framework.

Status: This is not applicable to our networking artefacts due to the need to have
access to the networking configurations of the host OS

2.6 OTHER REQUIREMENTS

2.6.1 Low Code Programming

Requirements in the area of low code programming deal with possibilities to implement
SmartEdge applications as easily as possible.

Table 2-6. Requirements in the area of low code programming

ID / Ver. | Description / Status
LC-004 SmartEdge runtime should provide discovery functionality to discover available
v1.2 devices and their capabilities.

Status: implemented in SmartEdge Release 1 with reference to networking
aspects. The Access Point Manager (A4.1) supports discovery functionality.
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LC-018
vl.1l

Capability for receiving control messages from nodes and relaying them to
appropriate participants. For example, we might have a process outside the
SmartEdge connected to a node and receiving data, analyzing it and creating
events.

Status: implemented in SmartEdge Release 1 with reference to networking
aspects. The Access Point Manager (A4.1) and the P4 switches (A4.4) enable the
secure exchange of control messages between nodes and the network.

All other requirements are not relevant for WP4.

2.6.2Co

ntinuous Semantic Integration

Requirements in the context of Continuous Semantic Integration deal with the provision of
environmental data by means of long-lasting data streams. Specific requirements for creating

semanti

c integration pipelines for data streams suitable both in scalable cloud environments

and in resource-constrained edge environments. For example, video streams are to be described

semanti

cally in such a way that an application can react to contents in the video itself. Not

relevant for WP4.

2.7 SUMMARY OF MOST RELEVANT REQUIREMENTS TO BE ADDRESSED IN RELEASE 2

The foll

owing requirements will be addressed in Release 2 plus any other new/additional

requirement that might emerge during the integration process:

SW-005, 006: Support of three or more swarm coordinators
SW-007: Implemented at the network level (Address Resolution Table - ART) in
SmartEdge Release 1. Currently, the ART is implemented using Cassandra database as a
temporary solution. A different technology may be utilized (e.g., Redis)
SW-008: API between Swarm Coordinator and Adaptive Swarm Coordinator
SW-016: requests outside the swarm
o Non-swarm implementation (no SC)
SW-022: integration with TDD
SW-012, SC-001: static data sources communicating with the Swarm Nodes
o Available at the Swarm Coordinator
o Supported by P4 Runtime Plugin developed within WP5
SC-025: hashed swarm state within the heartbeat
SC-027: digitally sign events (e.g., IP assigned by the AP manager) to achieve non-
repudiation
IDM-20: tagging privacy sensitive data streams
AAL-004: support for orchestration smart-node dynamic replacement
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3 AUTOMATIC DISCOVERY AND DYNAMIC NETWORK SWARM
FORMATION

This section reports on the design and implementation (Final Release) of the innovative
SmartEdge Network Layer solution, providing automatic discovery and dynamic network swarm
formation.

3.1 DYNAMIC SWARM NETWORKING IN SMARTEDGE APPLICATION AREAS AND USE CASES

The innovative method for secure, dynamic swarm networking, developed within SmartEdge
WP4, comprises five main phases: discovery (nodes must be found and then requested to join),
authentication, joining, communication, and leaving. This method must be tailored and applied
to the specific SmartEdge application areas and use cases, taking into account the distinctive
characteristics of each scenario—such as swarm size (e.g., from a few units to several hundreds),
connectivity technology (e.g., Wi-Fi, 5G, V2X), and the degree of dynamism (e.g., joining or
leaving operations occurring every few seconds or minutes).

In the following sections, we present a high-level implementation for the three primary
SmartEdge application areas: automotive, manufacturing, and healthcare. The primary focus has
been placed on the manufacturing scenario, as it presents the most technically challenging
environment for implementing dynamic swarm networking. Unlike the automotive or
healthcare domains, the factory floor often involves a highly heterogeneous set of devices,
ranging from autonomous mobile robots and robotic arms to fixed sensors and legacy industrial
machinery, operating in dense, interference-prone indoor environments.

The manufacturing context also demands bounded latency, high reliability, and strict safety
guarantees, as swarm operations directly impact production lines and worker safety.
Furthermore, frequent reconfiguration of swarms is required to adapt to rapidly changing
production tasks, making discovery, authentication, and coordination particularly complex.

An additional critical rationale for emphasizing manufacturing is the integration of P4-based
middleware for message handling and forwarding, a key technology considered in the
SmartEdge project. By embedding P4-programmable data plane logic directly into swarm nodes
and access points, we gain fine-grained control over packet processing, enabling secure swarm
formation, real-time telemetry insertion, traffic isolation, and rapid response to dynamic
topological changes.

By addressing the manufacturing scenario, WP4 is able to validate the swarm networking
approach under highly demanding conditions, ensuring that if the methodology works here, it
can be adapted and scaled to different domains such as automotive or healthcare.

3.2 AUTOMOTIVE SCENARIO

The automotive scenario is considered in Use Case 1 (Smart Vehicle Test Case Generation for
ADAS) and Use Case 2 (Smart Vehicle to Infrastructure).

39



In the automotive scenario, swarm nodes are vehicles that dynamically form a swarm as they
approach an intersection, collaborating via V2X or C-V2X communication. The discovery phase
involves only static infrastructure elements, such as roadside cameras and sensors, and does not
apply to vehicles (i.e., vehicles are not actively discovered or invited to join). Each vehicle’s on-
board unit (OBU) must first authenticate with the swarm through a trusted public key
infrastructure (PKI), typically managed by roadside units (RSUs) or a cellular backend, using
mechanisms such as digital certificates, challenge-response exchanges, or group signature
techniques to ensure legitimacy and prevent spoofing. In the SmartEdge Project, authentication
is addressed by sharing public keys beforehand (that is only data from pre-registered vehicles is
accepted)

Once correctly signed broadcast messages are received by the RSU (i.e. when the vehicle is close
enough of the RSU for its messages to be heard), all participants can update their swarm
membership list and configure secure communication links. During intersection crossing, the
swarm operates cooperatively, continuously broadcasting real-time vehicle data, including
speed, position, intended trajectory, and sensor observations.

After clearing the junction or losing connectivity, each vehicle either sends a graceful leave
message or is marked absent through missed heartbeat signals. At this point, the swarm updates
its membership, revokes the departing vehicle’s keys, and reassigns roles or communication
routes as needed.

3.3 MANUFACTURING SCENARIO

The smart manufacturing scenario is considered in Use Case 3 (Smart Factory Mobile Robotic)
and Use Case 4 (Low-Code Edge Intelligence). Within a factory zone, devices form and dissolve
swarms dynamically as tasks require, managing control and data exchange through a structured
lifecycle. Discovery is a critical step, as it involves locating specific nodes capable of performing
particular jobs, confirming their availability, and directing them to the operational area for
joining the swarm.

During Authentication, each device first connects to the local Wi-Fi access point (AP), which acts
as the swarm gateway. The AP verifies credentials, such as certificates, device IDs, or pre-shared
keys, to confirm that only authorized robots, sensors, and machines join the swarm. This
authentication step prevents unauthorized access and ensures trustworthiness. Once
authenticated, the Join phase begins. The AP assigns an IP address via DHCP and registers the
device’s MAC, role (e.g., welding robot, conveyor sensor), and capabilities into an active member
list. Virtual tunnels, for instance VXLAN, are set up using a programmable P4 switch within the
AP and on-device agents. These overlay links are enforced through flow rules, enabling direct
peer-to-peer communication among swarm participants while maintaining network isolation
and flexibility.

During Communication, devices exchange sensor data, control commands, telemetry, and
heartbeat messages. The P4 switch ensures that only swarm-related traffic is forwarded
between authenticated nodes. For real-time coordination, such as synchronizing robotic arms
or AGVs, traffic-sensitive and time-critical protocols like Wi-Fi TSN (e.g., IEEE 802.11be) can be
employed to schedule and prioritize messages with deterministic timing. The swarm middleware
also monitors performance, auto-adjusts flow rules, and enforces mesh-like routing to
accommodate mobile devices or temporary obstructions.
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Finally, in the Leave phase, a departing device either sends a Leave notification or is deregistered
upon missing heartbeats or losing connectivity. The AP removes its VXLAN entry, updates
forwarding flows and Address Resolution Tables. The device’s credentials and tunneling
permissions are revoked, securing the swarm against unauthorized use.

3.4 HEALTHCARE SCENARIO

The Health scenario is considered in Use Case 5A (Smart Health Care with Personal Virtual
Assistants) and Use Case 5B (Smart Health Rehabilitation). In a smart healthcare environment,
devices such as portable monitors, wearables, and IoMT sensors dynamically form secure,
temporary swarms using Bluetooth Mesh to coordinate patient monitoring and data exchange.

The process begins with discovery and provisioning, where each device is authenticated through
the Bluetooth Mesh protocol, typically involving public-key cryptography like ECDH and optional
out-of-band methods such as QR codes, before receiving unique unicast addresses and
network/application keys.

Upon successful provisioning, devices join a swarm by subscribing to group addresses or virtual
UUID-based addresses and taking on roles like sensor, display, or alert aggregator, with the mesh
network automatically updating group membership. During the communication phase, devices
exchange vital health data (such as heart rate or temperature readings, alerts, and control
commands) via managed flooding and relay mechanisms.

Finally, when a device exits the swarm (either by unsubscribing, failing to relay heartbeat signals,
or undergoing key revocation), it effectively leaves the network. Remaining devices adjust their
peer lists, and any compromised keys are removed to preserve security and functionality.

3.5 P4 DATA PLANE PROGRAMMABILITY FOR SWARM FORMATION

Figure 3-1 illustrates the mechanisms used for discovery and dynamic swarm formation which
depicts a reference scenario of the SmartEdge Smart Factory Use Case. The swarm formation
requires fine-grained control over data forwarding, packet classification, and topology changes
all at runtime. To meet these demands, the P4 language is leveraged for the high-level
behavioral description of the forwarding logic of the programmable network and data-plane
layers to define flexible packet processing logic, enabling runtime configurability without
changing switch firmware. The swarm formation process depends heavily on programmable
switches that can dynamically update match-action rules to reflect real-time swarm
membership and communication policies. The data-plane programming capability using P4
Language is provided to the components in the smart factory, including mobile robots and racks
that assume the role of Swarm Smart Nodes, and loT/Wi-Fi edge gateways that assume the roles
of Access Points and Swarm Coordinators. This allows for efficient and flexible processing of data
streams generated by the devices that are participating in the swarm.

Each group of components forms a swarm network characterized by its own subnet to ensure
isolation and security, and that data streams generated from the many sources within the swarm
are processed efficiently and within the time requirements.

A swarm network in this scenario has the following major components:
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1- Swarm smart nodes (SN), which are a group of devices that can autonomously
participate in dynamic swarms and be running different applications and collaborate to
achieve the purpose of the swarm. These nodes join a swarm based on predefined
admission criteria. They participate in collaborative data exchange with other swarm
members and maintain a secure and traceable communication path via programmable
forwarding rules. The nodes implement the SmartEdge Network layer, and they run the
software module called Smart Node Manager (Artefact A4.3).

2- Access Points, which are the swarm nodes that provide connectivity in the swarm area.
The Access Point plays a critical role in the initial discovery and onboarding of Smart
Nodes into the swarm network. They act as the primary bridge between new Smart
Nodes and the Coordinator. This information is used to initiate a secure join-handshake
protocol with the Swarm Coordinator, which is responsible for validating and approving
node entry. The Access Points runs the AP Manager software module (Artefact A4.1),
which handles the process of monitoring the connected smart nodes and assigns them
IP addresses.

3- The Swarm Coordinator (Artefact A4.2), serves as the central intelligence of the Network
system, orchestrating all aspects of swarm formation, maintenance, and control. It is a
software module responsible for handling the onboarding and offboarding of swarm
smart nodes. Itis responsible for authorizing Smart Nodes attempting to join the swarm,
ensuring that only verified devices gain access. To maintain an up-to-date view of swarm
membership, the coordinator interfaces with an ART that store nodes metadata and
swarm state, it keeps track of the state of the swarm by recording smart node data in
the swarm database, ART (A4.5). The Coordinator main roles are to dynamically
generate and provide the necessary P4 forwarding rules to the access points to enable
a secure and controlled communication between legitimate swarm members. To
generate reconfiguration rules responds to node events such as joints, exits, or failures
by updating the network state and the ART in real time. Additionally, the Coordinator is
responsible for logging key events and broadcasting updates to the Network system’s
GUI, allowing operators to visualize swarm status and activity in a user-friendly
interface.

Although the above description uses the smart factory Use Case to explain the role of data plane
programmability in the swarm formation and communication, this description of the network
layer also applies to the rest SmartEdge use cases, as the smart nodes can be either robots in a
factory, vehicles on the road, or health devices.
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Figure 3-1. Smart factory utilizing P4 network layer swarm formation and management.
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3.6 SWARM DISCOVERY AND FORMATION

The process of swarm discovery and dynamic formation in the network layer is designed to
autonomously detect, authenticate, and integrate smart nodes into operational swarms while
enforcing strict control over network traffic and swarm membership. This process is fully
automated and leverages a combination of Wi-Fi networking, VXLAN tunneling, P4-
programmable switches, and distributed databases. Following the requirements of Swarm
management and Swarm Communication to discover swarm nodes, including their capabilities
listed in Knowledge Graph Repository including Thing Description Directory (TDD) (Artefact
A3.3), and enlist them into the swarm intelligence system, the P4-based system is to be
programmed as follows:

Swarm node discovery begins as new smart nodes enter the wireless coverage area of
an Access Point. The nodes connect to the Access Point using standard Wi-Fi
authentication mechanisms such as WPA2-PSK.

Once connected, the Access Point Manager assigns an IP address to the node via its
integrated DHCP service and configures a dedicated VXLAN tunnel for the node. This
VXLAN tunnel acts as a secure overlay, allowing encapsulated swarm control
messages—such as Join Requests—to be exchanged between the Smart Node and the
Swarm Coordinator.

Once the VXLAN tunnel is established, the Access Point Manager registers the node in
the Address Resolution Table (ART), which is a distributed database designed to store
vital swarm node metadata such as UUID, Virtual IP, and connection status
(last_update). This makes the node discoverable by the Swarm Coordinator. The Access
Point also informs the Smart Node Manager on the node side about the Coordinator's
IP address, allowing the node to either autonomously request admission to a specific
swarm or respond to an invitation from the Swarm Coordinator. At this stage the P4
embedded in the Access Point is programmed to restrict the node’s communication
strictly to the Swarm Coordinator. Any attempt to communicate with other nodes is
blocked by default until formal authorization and swarm admission procedures are
completed.

The Swarm Coordinator verifies node authenticity and eligibility by consulting the
node’s unique identifiers (UUID, MAC address). If the node meets the necessary criteria,
the Swarm Coordinator grants admission, updates the ART with the node’s new swarm
membership, and pushes updated P4 flow rules to the relevant Access Points, enabling
the node to communicate with other swarm members.

Upon successful admission, the Access Points dynamically reconfigure their P4 switches
to allow direct communication between the newly admitted node and other nodes
within the same swarm. This topology establishment involves the insertion of P4
forwarding rules enabling VXLAN-based data exchange between approved nodes.
Update of routing tables to reflect swarm-specific traffic flows. Reconfiguration of
multicast groups if needed to optimize intra-swarm communication.
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Vi.

At this stage, the swarm reaches a stable operational state where nodes can freely
exchange data under the control of the P4 programmable data plane.

The automated swarm formation process in SmartEdge is driven by a high-level Recipe, which
specifies the application’s operational requirements, and the characteristics of the nodes
required to execute it. This process, illustrated in Figure 3-2, proceeds through several tightly
coordinated steps that span from recipe submission to task deployment:

1-

The process begins when a Recipe Execution Request (defined in D3.2) is submitted to
the Swarm Orchestrator (A5.3.2). The Recipe serves as a formal specification of the
application’s requirements, detailing the desired node capabilities (e.g., sensing,
computing) and the number of nodes needed to perform the task.

The orchestrator queries the coordinator to identify and assemble the necessary swarm
nodes to execute the application listing the necessary capabilities and number of nodes.

The Swarm Coordinator then consults the knowledge graph, which serves as a registry
of available nodes along with their advertised capabilities. Through this lookup, the
coordinator filters and selects suitable nodes that fulfill the application’s needs and are
currently available for allocation.

Once the candidate nodes are identified, the Swarm Coordinator initiates the
onboarding process. This includes contacting each selected node and sending formal
Join Requests to integrate them into the swarm. During this process, the coordinator
also handles the configuration of network-layer elements, such as P4 forwarding rules,
to enable secure and isolated intra-swarm communication.

After successful onboarding, the Swarm Coordinator compiles a list of the assigned
nodes, including their identifiers and capabilities, and sends this list back to the Task
Orchestrator for confirmation.

As a verification step, the Swarm Orchestrator performs an additional compliance check
by consulting the Industrial Knowledge Graphs. This verification ensures that the
selected nodes meet the functional requirements.

Once the nodes pass this verification, the Swarm Orchestrator proceeds to distribute
the actual application tasks to the swarm nodes. These tasks are delivered along with
the necessary execution parameters, enabling the nodes to collaboratively execute the
application logic according to the orchestrated swarm configuration.
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D4.3 Final implementation of Dynamic and Secure Swarm Networking
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Figure 3-3. High-level Interaction between swarm orchestrator and swarm coordinator sequence diagram
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3.7 CONTROLLED SWARM EXIT

The Network layer incorporates a well-defined, controlled procedure for node departure,
ensuring that the network remains secure and fully functional even as nodes leave. This
controlled exit process prevents unauthorized data flows, removes obsolete forwarding rules,
and updates swarm membership records in real time. This procedure accommodates two
distinct exit scenarios: node-initiated exit and coordinator-initiated exit.

Node-Initiated Swarm Exit: In this scenario, the Smart Node autonomously decides to leave the
swarm. The controlled exit process is typically initiated by the Smart Node itself when it no
longer needs to participate in the swarm, or when the associated task has been completed. The
procedure unfolds through the following steps (see next Figure 3-4):

Exit Intent Signaling: The Smart Node triggers the process by sending a formal Leave Request
message to the Swarm Coordinator via the established VXLAN tunnel. This message includes its
UUID and any additional session-related identifiers to authenticate the leave request.

Swarm Coordinator Validation: Upon receiving the Leave Request, the Swarm Coordinator
verifies the node’s identity and ensures that the request is legitimate. If the request is approved,
the Swarm Coordinator removes the node’s entry from the ART, thereby unregistering it from
the swarm. Then issues a Teardown Command to the relevant Access Point Manager, instructing
it to dismantle the VXLAN tunnel associated with the departing node.

Following the teardown command, the Access Point Manager updates the local P4 switch by
deleting the match-action table entries corresponding to the leaving node. This ensures that no
further traffic from or to the node is allowed within the swarm. The Swarm Coordinator logs the
node’s exit and updates the swarm topology to reflect the change. Then sends an Exit
Acknowledgement message back to the Smart Node to confirm the successful removal from the
swarm. The node can then fully disconnect from the network or rejoin later via the standard
discovery and onboarding process.
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Figure 3-4. Message exchanges in Node-Initiated Swarm Exit

Coordinator-Initiated Swarm Exit: Alternatively, the Swarm Coordinator may also proactively
remove nodes from the swarm. This occurs in cases such as, the node is no longer needed, Task
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requirements change, making the node redundant etc... The process follows these steps (see
next Figure 3-5):

The Swarm Coordinator sends a Forced Leave Request to the targeted Smart Node, instructing
it to gracefully leave the swarm. After acknowledging the leave request, the node is removed
from the ART. The Swarm Coordinator then issues deletion commands to the relevant Access
Points to remove any associated P4 routing entries, ensuring that the node can no longer
participate in network communication. The node is effectively disconnected from the swarm,
and system resources (e.g., VXLAN tunnels, P4 flow table entries) are released.

In both cases, the process guarantees, Strict Isolation, Nodes lose all network privileges upon
exit, enforced at the data plane via P4 rule deletions. Database Integrity: The ART remains
synchronized with the actual network topology. Full Auditability: Each exit is logged by the
Swarm Coordinator for traceability.
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Figure 3-5. Message exchanges in Coordinator-Initiated Swarm Exit

3.8 UNEXPECTED SWARM EXIT AND RECOVERY

In addition to controlled, graceful departures, the network layer is designed to detect and
recover from unexpected swarm node exits caused by sudden device failures, connectivity loss,
or abnormal behavior.

Failure Detection Mechanisms: To enable the swarm intelligence system to automatically
recover if a swarm device is unexpectedly lost, the network layer employs a combination of
heartbeat monitoring and time-out-based detection to identify node failures or unexpected
exits (see next Figure 3-6):

1. Every Smart Node periodically sends authenticated heartbeat messages to the Access
Point Manager. These messages confirm the node’s operational status and network
presence. The Access Point actively verifies the received heartbeats, If a heartbeat
message is not received within a predefined timeout interval, the AP Manager flags the
node as unreachable or failed. The timeout thresholds can be adjusted based on
application-criticality or network conditions.
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Figure 3-6. Message exchanges for unexpected swarm exit

Recovery and Self-Healing Procedures: when the AP Manager detects an unexpected
disconnection of one of the nodes from its wireless network, the following recovery
steps are initiated automatically:

a. Failure Registration: The Access Point Manager registers the failure event and
logs it for diagnostic purposes.

ART update: The failed node is promptly removed from the ART to maintain an accurate,
up-to-date view of the swarm topology.

b. Network Reconfiguration: The Swarm Coordinator issues commands to the
affected Access Points to Delete any P4 forwarding rules associated with the
failed node and release VXLAN tunnel resources reserved for the node.

c. Topology Repair and Task Reallocation: If necessary, the Swarm Coordinator
may notify the Task Orchestrator to reassign tasks previously handled by the
failed node to other active swarm nodes. Then Initiate onboarding of new nodes
(if applicable) to maintain operational capacity. The reconfiguration ensures
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that communication among remaining nodes continues seamlessly, with no
traffic routed toward the failed node.

By defining and implementing suitable mechanisms to detect lost devices and automated error
remediation routines using the P4 language and programmable network architecture, devices
within the network can continue to work even in the presence of device loss. These
implementations enable network-wide fault tolerance and resiliency, leading to a more reliable
and efficient swarm intelligence system.

Smart Node AP Manager :Coordinater :P4 Switch ‘ART :Orchestrator

HearibeaiMessage

ValidityAck

] VerifyHeartbeat

TimeoutDetection
LogsFailure

‘—_| ReleaseVXLANP4Config

FailureNotification
RemovesNodeEntry

NodeRemoveAck \
RemoveEntryNode |
ReleaseVXLANResources >
DeleteAcK

LS|

TaskReallocationRequest

h 4

AssignTask

Figure 3-7. Message exchanges for swarm recovery

3.9 CATERING TO DIFFERENT TYPES OF NODES AND DATA FLOWS

In addition to smart nodes that adhere to the SmartEdge network layer specifications, there
could be other non-smart devices that are incorporated into the swarm environment and that
can provide important data vital to the proper functioning of the swarm. These kinds of non-
smart devices might include cameras, sensors, radars, LiDARs, or any other type of device that
can take a role in the swarm operation. Due to the dynamic nature of swarm networks, nodes
can join and leave the swarm dynamically, so it is important to keep and updated state of the
swarm and inform the nodes in the network of all the available data sources. The P4
programmable network layer manages the discovery operation and ensures that the up-to-date
state of the swarm is kept, as any delays in the update of the swarm state can result in accidents
or lead to idle time. As an example, and in reference to the scenario shown in Figure 3-1, the P4
implementation recognizes traffic generated from these data sources and assigns respective
priorities. For example, location-tracking traffic generated from cameras monitoring the factory
floor should be given higher priority than a humidity sensor, as the cameras are crucial to
provide location information and to detect obstacles on the path of the moving robots, to
prevent collisions and to reduce the possibility of human injuries.
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3.10 ARCHITECTURE OF SMARTEDGE NETWORK LAYER

The architecture of the SmartEdge network layer is centered around a layered and
programmable design that tightly integrates the P4 data plane with a flexible control plane to
enable dynamic, secure, and efficient swarm networking. As illustrated in the next Figure 3-8,
each Smart Node and Access Point features two key functional components: the P4 switch and
the Smart Node Network Control Plane (CP) Layer.

The P4 switch serves as the core data plane element, responsible for forwarding all
communication messages within the swarm. It utilizes VXLAN tunneling to ensure strict traffic
isolation between nodes and across different swarms, preventing unauthorized inter-node
communication. Beyond basic forwarding, the P4 switch also embeds advanced in-band
telemetry mechanisms, allowing it to insert or extract telemetry metadata directly within
packets. This enables real-time monitoring of node status, traffic flows, and network conditions,
which is critical for swarm stability and optimization. Additionally, the P4 switch can implement
optional high-availability mechanisms, such as 1+1 protection, to guarantee resilience against
link or node failures.
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Figure 3-8. SmartEdge Node Architecture

The Smart Node Network Control Plane (CP) Layer operates as the local intelligence of each
node, managing swarm formation and adaptation from the networking perspective. It
dynamically configures the P4 switch by installing, updating, or removing forwarding rules in
response to swarm events, such as node joins, exits, or failures. The CP layer also manages
VXLAN tunnels and participates in the overall swarm coordination process by exchanging control
messages with Access Points and the Swarm Coordinator.
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3.11 SWARM NETWORKING ARTEFACTS

In this section, we finalize the key artefacts involved in swarm formation, outlining their roles
and functions within the swarm network. An initial definition of their role was documented in
D4.2.

The SmartEdge innovative artefacts for swarm networking are:

Ad.l Access Point Manager

A4.2 Swarm Coordinator

A4.3 Swarm-node Manager

Ad4.4 P4 Switch

A4.5 Distributed Database for Network Information

Figure 3-9 illustrates the various components and their connections within the swarm network,
highlighting the interactions between the access point, smart nodes, and the coordinator.
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Figure 3-9. Swarm Network Components

A4.1 Access Point Manager

The Access Point Manager (APM) is implemented as a background program (Python script)
running on the Access Point (AP). It continuously monitors the connection and disconnection of
smart nodes, retrieving key information such as IP address, MAC address, and Swarm Node (SN)
name. The APM creates a VXLAN interface for each newly connected smart node, attaches this
interface to the P4 switch, and communicates the relevant VXLAN information to the connected
node. The APM is responsible for managing the creation and deletion of these VXLAN interfaces
in sync with the P4 switch updates.
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Upon detecting a connection, the APM identifies when a smart node sends a join request to the
swarm. This request, along with the node's details, is forwarded to the Swarm Coordinator,
which then decides whether to accept or reject the node. Based on the Swarm Coordinator’s
decision, the APM receives the new P4 flow rules and updates the access point's switch
accordingly.

Sub-component: Access Point

The Access Point serves as the primary interface for smart nodes to connect to the swarm. It
hosts P4 switches, which are managed by the network coordinator to apply flow rules that
ensure secure communication between swarm members. In addition, the access point provides
the DHCP server and authentication server, facilitating the assignment of IP addresses and
validating smart nodes before allowing them to join the network. It supports VXLAN interfaces
for tunneling data between the coordinator and other network components. Under the
coordinator's guidance, the access point enforces the P4 traffic flow rules, ensuring that
communication is restricted to smart nodes within the same swarm, thereby maintaining secure
and authorized interactions between them.

The current access point is built using a Raspberry Pi 5 running Ubuntu Linux. The Raspberry Pi
operates as a Wi-Fi hotspot, managed through the Network Manager in Ubuntu. In addition to
providing a wireless network, it runs a DHCP server for IP address assighnment and uses WPA2-
PSK password authentication to validate smart nodes attempting to join the wireless network.
A swarm can consist of multiple access points, each responsible for managing the connection
and communication of smart nodes within its range.

A4.1.1 Implementation

The Access Point Manager (AP Manager) is implemented as a Python-based control plane
application running directly on the Access Point device. In the current laboratory environment,
the Access Point Manager is deployed on Raspberry Pi 5 boards running Ubuntu. These devices
are equipped with built-in Wi-Fi modules, which are used for hosting the Wi-Fi access point (AP)
functionality through standard Linux tools such as NetworkManager and hostapd.

The AP Manager continuously monitors Wi-Fi association events by leveraging command-line
utilities to detect when Smart Nodes connect or disconnect. Upon detecting new connections,
it automatically retrieves key node information, including MAC address, IP address, and UUID
(received from the Smart Node Manager), and proceeds to configure the networking
environment accordingly.

The AP Manager also manages the local P4 switch instance running inside a Docker container
(BMv2 Behavioral Model v2- with Thrift interface) on the Raspberry Pi. It installs flow rules
provided by the Swarm Coordinator to allow or deny traffic between Smart Nodes and other
network components. Additionally, it creates VXLAN tunnel interfaces for each connected Smart
Node using Linux networking tools, enabling isolated overlay communications.

In terms of software design, the AP Manager operates as a multi-threaded Python service,
handling event monitoring, P4 rule management, VXLAN configuration, and heartbeat
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monitoring concurrently. It communicates with the Swarm Coordinator via secure TCP sockets
for control-plane coordination and ART database updates.

While Raspberry Pi 5 devices provide sufficient functionality for lab-scale testing, in production
environments the Access Point Manager would be deployed on industrial-grade access points
or embedded edge platforms with enhanced processing power, multiple high-speed network
interfaces, and specialized hardware acceleration for networking tasks.

A4.2 Swarm Coordinator

The Swarm Coordinator (SC) is the central intelligence component responsible for managing the
entire lifecycle of the swarm network at the control plane level. It plays a pivotal role in
maintaining network security, enforcing communication policies, and orchestrating dynamic
swarm operations. One of its primary responsibilities is the remote management of P4 switches
embedded within Access Points. The SC ensures that flow rules are continuously updated to
strictly authorize communications only between legitimate swarm node members, effectively
preventing unauthorized or unintended traffic exchanges within or across swarms.

In addition to its network control capabilities, the Swarm Coordinator maintains full read and
write access to the ART, the distributed database that stores vital information about each node
in the swarm, including its unique identifiers, current status, assigned tasks, and participation
history.

The Swarm Coordinator leverages dedicated control messages to communicate with Access
Point Managers and Smart Nodes. These messages are used for a wide range of network
operations, including node onboarding, graceful exits, unexpected disconnection recovery, and
dynamic topology reconfiguration.

To support scalable and autonomous operations, the Swarm Coordinator also interfaces with
the Adaptive Swarm Coordinator, an upper-layer component responsible for advanced decision-
making processes such as swarm admission control, capability-based node selection, and high-
level swarm behavior optimization. This integration allows the SC to act as the intermediary
between the programmable data plane and higher-level orchestration modules, ensuring
cohesive swarm behavior while retaining fine-grained control over packet flows and network
security.

A4.2.1 Implementation

For the current laboratory implementation, the Swarm Coordinator is deployed on Raspberry Pi
5 devices running Ubuntu, providing a flexible environment for development, testing, and
validation of the network. The software stack is implemented in Python, leveraging multi-
threaded modules for network control, P4 switch management, and database interactions.
Secure TCP sockets are used for control-plane communication with Access Points and Smart
Nodes, along with integration with the distributed ART database. The Raspberry typically
features multiple virtual network interfaces to separate management-plane and data-plane
traffic:

e Oneinterface dedicated to control and database communications (interactions with
the ART and Adaptive Swarm Coordinator).
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e Another interface reserved for direct communications with Access Points and
programmable switches.

However, in a real-world deployment scenario, the Swarm Coordinator is expected to run on
high-performance, industrial-grade hardware capable of sustaining large-scale swarm
operations.

A4.3 Swarm Node Manager

The Swarm Node Manager acts as an intermediary between the application layer and the
network layer in each smart node. Implemented in Python, this program plays a central role in
managing the network lifecycle of the node within the swarm.

Its core functionality revolves around continuous monitoring of the node’s network interfaces.
It actively tracks essential network parameters such as the assigned IP address, MAC address,
access point association, and wireless link status. This persistent monitoring allows the node to
maintain situational awareness of the network connectivity at all times.

Upon successful Wi-Fi connection to the Access Point, the Swarm Node Manager automatically
opens a listening socket to receive critical control-plane information. Through this control
channel, it obtains:

e The parameters required to configure a VXLAN tunnel (such as the tunnel ID and
VXLAN interface details).

e The IP address of the Swarm Coordinator and any additional swarm-specific
networking details.

Once this information is received, the Swarm Node Manager dynamically creates and attaches
a VXLAN interface to the node’s local switch (NIKSS), allowing encapsulated communication with
the rest of the swarm through secure tunnels. Following this configuration, the manager sends
a Join Request to the Swarm Coordinator via the VXLAN tunnel, initiating the node’s formal
admission into the swarm.

In addition to its role in swarm formation, the Swarm Node Manager is responsible for
connection state supervision. It continuously monitors the node’s connectivity status to detect
both soft disconnections (e.g., Wi-Fi signal drops, temporary AP unavailability) and hard
disconnections (e.g., complete network interface failure or node reboot). When such
disconnections are detected, it automatically triggers recovery routines, which may involve
resetting the node’s network configuration, re-initializing the VXLAN interfaces, and
reattempting connection procedures. These automated mechanisms ensure the node can
recover autonomously and maintain its operational role within the swarm.

An essential feature integrated within the Swarm Node Manager is the heartbeat mechanism,
which is used to provide continuous, verifiable proof of the node’s active status within the
swarm. Once the node has successfully joined the swarm and established its VXLAN tunnel, the
Swarm Node Manager periodically generates and transmits authenticated heartbeat messages
to the Access Point Manager. These heartbeat messages serve as a lightweight,
cryptographically protected signal confirming the node’s operational health and network
presence.
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The heartbeat messages typically contain the node’s unique identifier (UUID), a timestamp, and
a digital signature derived from the node’s stored cryptographic keys. This ensures that
heartbeat messages are both authentic and resistant to tampering. The Access Point Manager
validates each heartbeat upon receipt, maintaining an internal record of active nodes and
updating timeout counters accordingly.

If the Swarm Node Manager experiences network instability or detects anomalies in heartbeat
transmissions such as repeated failed deliveries or missed acknowledgments it may proactively
initiate local recovery procedures, including resetting the VXLAN tunnel or reestablishing Wi-Fi
connections.

A.4.3.1 Implementation

The Swarm Node Manager is implemented as a modular, Python-based program designed for
lightweight execution on edge devices. In the current laboratory environment, the Swarm Node
Manager runs Raspberry Pi 5 devices equipped with Ubuntu, providing a flexible and accessible
platform for development and experimental validation. These devices offer sufficient
computational resources for testing the full networking workflow, including interface
monitoring, VXLAN tunnel management, P4 switch configuration, and heartbeat message
generation.

For testing purposes, the Swarm Node Manager leverages the built-in Wi-Fi interface of the
Raspberry Pi 5 for wireless connectivity, and it interacts with the VXLAN-enabled virtual network
interfaces and the local NIKSS switch process running on the same device. In real-world
scenarios, Smart Nodes are expected to run on high-performance industrial-grade devices that
provide greater computational capabilities and enhanced network throughput.

A4.4 P4 Switch

The P4 switch serves as the programmable data plane artefact responsible for enforcing
communication policies and securely managing traffic flows within the swarm network. It plays
a central role in the swarm formation process by controlling both intra-swarm and inter-swarm
communications.

Every Access Point in the system is equipped with a P4 switch, which is jointly managed by the
Access Point Manager (A4.3) and the Swarm Coordinator (A4.2). Upon the connection of a new
Smart Node, the Access Point’s P4 switch is automatically updated with precise flow rules
dictated by the Swarm Coordinator. These flow rules either allow or block traffic from the node
based on its authentication status and swarm membership. This ensures that only authorized
nodes are permitted to communicate within the swarm, effectively preventing unauthorized
access, traffic leakage, or malicious activity.

In addition to packet filtering and access control, the P4 switch directly interfaces with the
VXLAN tunnel interfaces created for each connected Smart Node. Through this integration, it
handles the encapsulation and decapsulation of VXLAN traffic, enabling secure, isolated, and
scalable tunneling of data between Access Points and Smart Nodes throughout the swarm.

Furthermore, the Swarm Smart Nodes themselves also run local instances of NIKSS switches,
which are managed by the Swarm Node Manager (A4.3). These node-level switches are
configured with flow rules that enable communication with specific nodes or services,
depending on the node’s active role within the swarm.
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A4.4.1 Implementation and Deployment Details

In the current laboratory environment, the P4 switches at the Access Point are implemented
using the Behavioral Model version 2 (BMv2) software switch, which serves as a widely adopted
reference target for P4-based programmable data planes. To simplify deployment and ensure
modularity, each P4 switch instance is packaged and executed within a dedicated Docker
container. This containerized setup enables consistent configuration, easy isolation, and
simplified orchestration of the P4 runtime environment across different nodes.

Within the Docker container, the BMv2 switch runs alongside a Thrift-based CLI interface, which
allows the Access Point Manager or Swarm Node Manager to dynamically install, update, or
delete flow rules through remote procedure calls (RPC). The containers are preloaded with
custom P4 programs which define the packet parsing logic, match-action pipeline, and VXLAN
processing behaviors required for swarm networking.

The P4 switch containers are integrated with the host system’s network stack through Linux
networking namespaces and virtual Ethernet interfaces, enabling seamless interaction with
VXLAN tunnels and physical or virtual Wi-Fi interfaces.

In production environments, these software switches would be replaced by hardware-based P4
switches or high-performance network interface cards (NICs) that support P4 offloading (e.g.,
Tofino-based ASICs). These hardware-accelerated platforms would provide the required packet
processing speed, low latency, and scalability to handle high-throughput, multi-node swarm
environments.

A4.5 Distributed Database for Network Information

The Address Resolution Table (ART) serves as the centralized swarm database responsible for
storing and managing critical networking information about all nodes participating in the swarm.
It plays a fundamental role in supporting the dynamic and secure operation of the swarm by
maintaining accurate, real-time records of node identities, statuses, and network configurations.
The Swarm Coordinator relies extensively on the ART to perform node admission control and
coordinate network reconfiguration during swarm formation, node disconnections, or topology
changes.

The ART functions as a key-value distributed database that tracks vital attributes for each Smart
Node within the swarm. Its data model is designed to efficiently record and retrieve the
necessary information for control-plane operations. The key fields stored per node include (see
next Figure 3-10 for a screenshot of the ART database) :

e uuid: The universally unique identifier of the Smart Node, serving as the primary key
for indexing and lookup operations.

e ap_port: The port number on the Access Point through which the node is currently
connected.

e current_ap: The identifier of the Access Point managing the node’s connection.

e current_swarm: The swarm ID that the node is currently assigned to.

e last_update: A timestamp that records the most recent update related to the node.

e virt_ip: The virtual IP address allocated to the node within the VXLAN-based swarm
overlay network.

e In addition to the ART, the system maintains a dedicated table called
“swarm_table”, which specifically tracks the list of nodes actively participating in a
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given swarm. This table complements the ART by focusing on swarm-specific
network attributes and operational states. The key fields stored in the Swarm Table
include:

e phys_mac: The physical MAC address of the node’s network interface.

e status: The current connection status of the node (e.g., Joined when fully integrated
into the swarm).

e virt_id: The virtual ID assigned within the swarm network, used for VXLAN mapping
and P4 rule referencing.

e virt_mac: The virtual MAC address assigned to the node for use in swarm-level
communications.

The ART is designed to automatically update its records as nodes connect, disconnect, or change
status within the swarm. It provides consistent, up-to-date information to the Swarm
Coordinator and Access Point Managers, enabling them to enforce fine-grained control over
node communications and swarm membership.

at 127.0.0.1:9042
5.0.4 | COL spec 3.4.7 | Native protocol v5]

cqlsh:ks_swarm= [

Figure 3-10. Screenshot of the swarm ART

Table 3-1. Description of ART fields

Parameter Description Size
uuid UUID / String 64 bits
ap_port Integer 16 bits
current_ap UUID / String 64 bits
current_swarm Integer 32 bits
last_update Timestamp / Integer (Epoch Time) 64 bits
virt_ip IPv4 Address / String 32 bits
phys_mac MAC Address / String 48 bits
status Integer / Enum 8 bits
virt_id Integer 32 bits
virt_mac MAC Address / String 48 bits

A.4.5.1 Implementation Details

The implementation of the ART currently exists in two distinct versions to accommodate
evolving performance and architectural needs.
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The first and currently operational version of the ART is based on Apache Cassandra, a highly
scalable, distributed NoSQL database designed for high availability and horizontal scalability.
This version is used in the laboratory environment for storing and managing swarm node
metadata. Cassandra’s native support for distributed key-value storage and its ability to handle
high write throughput makes it suitable for tracking frequent updates such as node connections,
disconnections, and heartbeat reports. In this version, the ART is structured as a table within a
Cassandra keyspace, and all interactions such as node registration, status updates, and liveness
tracking are performed through Cassandra query operations. The Swarm Coordinator
communicates directly with the Cassandra backend to read and write node data in real time.

In parallel, a second version of the ART is currently under development, based on Redis, an in-
memory key-value data store known for its extremely low-latency access and lightweight
footprint. This Redis-based implementation aims to provide faster performance for real-time
swarm operations, particularly in scenarios requiring ultra-fast lookups and frequent updates,
such as large-scale swarm environments with rapidly changing node statuses.

3.12 PERFORMANCE EVALUATION

To evaluate the performance of the swarm networking program, extensive measurements were
conducted across its core components: the Access Point (AP), Swarm Coordinator, and Swarm
Node (SN). These evaluations were carried out on two distinct testbeds to ensure diversity and
reliability of results: a local setup using Raspberry Pi 5 devices, and a more robust environment
based on DELL hardware. Each performance test consisted of 30 iterations, with every iteration
encompassing the complete lifecycle of a smart node, connection to the network, joining the
swarm, leaving the swarm, and disconnecting. This setup enabled a comprehensive analysis of
network responsiveness, efficiency, and stability under both constrained and high-performance
conditions.

lllustrative Sequence Diagram with Detailed Time Measurements

Figure 3-11 provides a comprehensive breakdown of the swarm management program, detailing
how the system components including the SN, AP, and Coordinator communicate and work
together to manage network operations.
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Figure 3-11. Sequence Diagram with Time Measurements

Table 3-2 provides an updated (with respect D4.2) description of each action.

Table 3-2. Description of components communications

Name Description
Initialization

NODE-INI The node powers on and enters a loop to scan for available wireless
networks.

AP-INI The Access Point initializes by activating the wireless hotspot, the P4 switch
for network traffic management, and launching the AP Manager program to
handle node connections, virtual network configurations, and
communication with the swarm coordinator.

COOR-INI Upon launching, the coordinator verifies the connection with the Access

Point to ensure network communication is established, while simultaneously
linking with the ART (INIT-ART) and P4 switch.
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A-COOR-INI Upon launch, the Adaptive Coordinator verifies its connection with the
Network Coordinator.
Connection and Authentication
AUTH-REQ Upon detecting an SSID that matches a pre-defined SSID, the node sends a
connection request to the Access Point, providing a password for
authentication.
IP-ADDR After successful authentication, the AP assigns an IP address to the node,

enabling it to communicate within the network.

Join Default Swarm

Join_Request

After successful authentication, the node sends a join request to become
part of the default swarm.

AP-APM-NOTIF |Upon successful authentication of the node, the AP Manager is
automatically notified through the Wi-Fi monitoring tools, enabling it to
begin the necessary process for a new node.

APM-COOR- The Access Point Manager (APM) forwards the join request to the

NOTIF coordinator.

UPDATE-ART The coordinator automatically accepts the request and updates the Adaptive

Routing Table (ART).

Establish VXLAN Tunnel

APM-AP-CONFG

The AP Manager crafts the configuration commands related to the VXLAN
(Virtual eXtensible LAN) tunnel specifically for the node to be executed in
the AP.

AP-CONF The AP brings up the VXLAN interface, configures it and attaches it to the P4
switch to handle traffic for the Node.

APM-NODE- The AP Manager sends the necessary network configuration to the newly

CONFG connected node, including details such as the VXLAN ID, virtual IP and MAC
addresses, and other parameters required for the node to integrate into the
network.

NODE-CONFG |[The node creates the VXLAN and virtual interfaces, configuring its network
settings to establish communication within the virtual network managed by
the AP Manager.

Join Swarm
NODE-List The Adaptive Coordinator then sends a list of nodes that need to join a

designated swarm.
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JOIN-REQ

The coordinator proactively sends join requests to the specified nodes.

JOIN-ACK

Upon accepting the join request, the node sends an acknowledgment to the
coordinator and updates its virtual switch configuration.

UPDATE_NIKSS

The Node pushes the newly assigned flow rules into the local NIKSS switch,
enabling the routing and forwarding of traffic within the swarm network
based on the configured virtual network parameters.

UPDATE-BMV2

The coordinator notifies the AP Manager to update the forwarding rules to
include this new node in the P4 switch by sending the P4 rules to be pushed
in the Bmv2 switch.

UPDATE-
SWARM-TABLE

The coordinator updates the Swarm Table.

INSERT-FLOW-
RULES

The AP Manager updates the relevant AP’s broadcast ports and routing rules
by sending commands to the P4 switch.

UPDATE SWARM

The coordinator updates the database with the new node's information.

TABLE & ART

Leave swarm
NODE-List The Adaptive Coordinator sends a list of nodes that must leave the swarm.
LEAVE-REQ The coordinator then issues a leave request to the specified nodes.
LEAVE-ACK Upon receiving the request, the nodes respond with a leave

acknowledgment.

UPDATE_NIKSS

The node update the NIKSS switch to block the communication flow with the
swarm.

UPDATE-
SWARM-TABLE
& ART

The coordinator updates both the ART and the Swarm Table by removing the
node from the Swarm Table and re-adding it to the ART.

UPDATE-BMV2

the coordinator generates the updated flow rules required for the P4 switch

UPDATE-P4-
RULES

the APM programs the new rules into the P4 switch.

Disconnection

Disconnection

The Node physically disconnects from the AP (e.g., the Node powers off or
moves out of range).

NODE-INI

Following node disconnection, it executes cleanup commands to remove the
VXLAN interface, close TCP sockets, and reset network configurations. It
then initiates a scanning loop to detect available access points.
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AP-APM-NOTIF |Upon detecting the disconnection of the node, the AP Manager is
automatically notified through the Wi-Fi monitoring tools, enabling the AP
to begin the necessary cleanup process and remove the node's associated
configurations from the network.

AP-CONF the AP trigger the necessary cleanup process and remove the node's
associated configurations from the network.

APM-COOR- The AP Manager is automatically notified through the Wi-Fi monitoring tools
NOTF and subsequently notifies the coordinator.

UPDATE-ART The coordinator updates the ART by deleting the disconnected node's
information, ensuring that the swarm network's records remain accurate.

COOR-APM- The coordinator sends commands to the AP Manager to remove any
UPDATE forwarding rules related to the Node.

APM-AP-CONF |[The AP Manager removes the forwarding entries for the Node from the P4
switch, ensuring that the switch no longer routes packets to the Node.

3.13 TIME MEASUREMENTS AT THE ACCESS POINT (AP)

To evaluate the system's performance, identify potential bottlenecks, and understand its
operational efficiency, we conducted another set of measurements (see D4.2 for preliminary
results), across the Access Point (AP), Coordinator, and Swarm Node (SN) over 30 test runs
(preliminary measurements in D4.2 were taken for only 15 tests).

The tests involved all key components of the system: the Access Point Manager, Swarm
Coordinator, Swarm Node Manager, P4 Switch, and Distributed Database. By utilizing Raspberry
Pi 5 devices as testbeds for both the AP and SN, we crafted and implemented measurement
scripts that calculate the exact timing of all processes between these components. These scripts
output logs with detailed time measurements of the operations occurring between them.

It is important to note that the entire onboarding and offboarding durations are distributed
across all the components including the P4 switch and the ART. Each responsible for a distinct
set of operations during the process. While some of these operations are executed in parallel
(e.g., the Access Point preparing VXLAN interfaces while the coordinator updating the ART),
others are sequential and interdependent, meaning they remain blocked until an
acknowledgment or input is received from another component. For instance, the AP cannot
finalize flow rule installation until the coordinator updates the Swarm Table, and the node
cannot configure its network stack until it receives VXLAN parameters from the AP.

Due to these interdependencies, calculating a single flat "onboarding time" is not accurate. To
isolate and understand the contributions of each component, we measured the key operations
executed independently by the AP, Coordinator, and Node. This modular measurement
approach allows us to identify what component, or step introduces delays and how
synchronization points impact overall responsiveness.
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Table 3-3. Description of Time Measurements at the Access Point

Key Metrics Description Average Time
Duration

Time taken to The time it takes for the AP to log the connection event ~0.39 ms
log client of a new node after successful authentication.
Create The time required for the AP to create a VXLAN ~0.01 ms
VXLAN and and VETH interfaces and assign a port for the
port newly connected node.
Send VXLAN The APM sending the necessary VXLAN ~0.56 ms
information configuration information (virtual IP, MAC, and

tunnel information) to the newly connected node.

The total time to onboard a new node within the default swarm from the Access Point’s
perspective is the sum of three key steps: logging the client connection, creating the VXLAN and
virtual port, and sending the VXLAN configuration to the node. These operations are executed
sequentially and represent the Access Point’s core contribution to the onboarding pipeline.
Based on the updated measurements, the average durations are approximately 0.39 ms for
logging the connection, 0.01 ms for creating the VXLAN and VETH interfaces, and 0.56 ms for
sending the VXLAN information bringing the total average time to around 0.96 milliseconds (see
Table above).

This demonstrates that the Access Point handles its share of the onboarding process with high
efficiency and minimal latency. Furthermore, there is no delay introduced by the TCP session, as
all communication between the Access Point Manager (APM) and the Swarm Node Manager are
established instantly and remain consistently responsive throughout the operation.

3.14 MEASUREMENTS AT THE SWARM COORDINATOR

While the Coordinator is involved in multiple phases of node admission and removal, it performs
each task with extremely low latency, completing all operations in under 0.1 msec (see next
Table for average time durations) on average). These include receiving and validating node lists,
crafting and dispatching P4 rules, and updating internal swarm state.

Table 3-4. Description of Measurement and Performance at the Coordinator

Key Metrics Description Average Time
Duration
Onboard_node This step involves processing the list of node ~0.062 ms

UUIDs that are to be added to the swarm.
Generate the corresponding P4 flow rules and
update both ART and Swarm Table.

necessary P4 flow rules to the Access Point
Manager, updates the internal ART and

Handle_onboard_communication | The coordinator crafts and sends the ~0.089 ms
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Swarm Table, and responds to the join
request.

leave request, followed by removing the
node's information from the ART and Swarm
Table, and preparing rule deletion actions.

Offboard_node This process starts with the reception of a ~0.014 ms

coordinator sends updated flow rules to the
AP Manager to revoke the node’s access and
confirms the offboarding action.

Handle_offboard_communication | Similar to the onboarding phase, the ~0.089 ms

Despite the fast execution, some downstream components (e.g., Access Point or Node) may
need to wait for Coordinator acknowledgment before proceeding.

3.15 TIME MEASUREMENTS AT THE SWARM NODE

The most time-consuming step for the Swarm Node during onboarding is the initial network
connection and IP acquisition, which averages around 1.84sec (see next Table for average time
durations). This delay is primarily attributed to the wireless authentication process (WPA2-PSK)
and the dynamic IP allocation via DHCP, both of which are inherently sequential and involve
system-level interactions with the network stack. This phase is influenced by environmental
factors such as signal strength, wireless congestion, and DHCP server responsiveness, making it
the most variable and externally dependent part of the onboarding process.

In contrast, the subsequent swarm-specific operations including sending the join request to the
Coordinator, installing the VXLAN configuration, and updating the local routing table are
completed with remarkable efficiency, each taking less than a millisecond.

Table3-5. Description of Measurements at the Smart Node

Key Metrics Description Average Time
Duration
Connection and Time taken for the Node to connect to the ~1.84 sec
receiving an IP network and receive an IP address from the AP
(via DHCP).
Send_join_request After successful IP acquisition, the node sends ~0.19 ms

a TCP-based join request to the Swarm
Coordinator to initiate its onboarding into the
default swarm.

Install_swarm_config Upon receiving the swarm configuration from ~0.15 ms
the Access Point, the node sets up its virtual
interfaces (VETH), assigns the given virtual IP
and MAC, and configures the vxlan tunnel.
Update_config_afterjoin | After the swarm configuration is installed, the ~0.17 ms
node updates its local routing rules and internal
configuration to finalize its integration into the
swarm.
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D4.3 Final implementation of Dynamic and Secure Swarm Networking

SmartEdge GA 101092908
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4 EMBEDDED NETWORK SECURITY AND ISOLATION

Network security and traffic isolation are provided to SmartEdge nodes as part of Task T4.2. The
task interacts both with Task T4.1, which creates and manages the swarm, and Task T4.3, which
provides hardware acceleration. For example, network security solutions developed under Task
T4.2 are accelerated under Task T4.3.

There are two parts to the embedded network security in SmartEdge:

e A novel P4 based layer of security that focuses on swarm requires and attends to threat
vectors relevant to SmartEdge use cases.
e An innovative intelligent threat detection and mitigation solution that attends to
emerging threats and anomalies.
The innovative solutions offered by SmartEdge are complemented by using industry-standard
security mechanisms, such as the use of traffic encryption and authentication protocols. These
are not developed by T4.2 and are integrated as part of WP6.

4.1 PROGRAMMABLE ACCESS CONTROL FOR SWARM INTELLIGENCE

SmartEdge leverages the P4 language to design a flexible and adjustable Access Control List (ACL)
within its P4 switch, enhancing swarm intelligence capabilities. The method of operation
leverages the fact that each node is assigned to a distinct identifier, such as a UUID. This
identifier is embedded in the packet header to enable exclusive communication among nodes
within the same swarm. Any message originating from low-reputation nodes or utilizing
unauthorized protocols are automatically discarded. Only the designated coordinator is
permitted to interact with external entities, including nodes seeking to join or coordinators from
other swarms. This structure effectively isolates network traffic streams for different swarms,
ensuring secure and controlled communication. To elaborate, the functionality supported for
programmable network control will include the following:

e Incoming traffic from malicious or low-reputation nodes is dropped. Such nodes are
identified in a list of blocked nodes (blocklist), maintained by the swarm coordinator.
The blocklist is advertised to all P4 switches in the coordinator’s swarm. The malicious
or low-reputation nodes are identified by UUID or other relevant identifiers, such as
their IP address.

e Traffic using unapproved protocols is dropped, and only approved communications
protocols are allowed within a swarm.

e To ensure traffic isolation between swarms, VXLAN is used with a unique VNID assigned
to each swarm.

e Foreach incoming packet, the Swarm ID of both source and destination nodes are used,
in addition to their roles. A message is forwarded only if the source and destination
belong to the same swarm. An exception is the coordinator, which can communicate
also with nodes outside the swarm (e.g., to admit new swarm nodes). This is in addition
to the use of VXLAN.

e Only the coordinator can communicate with nodes requesting to join the swarm, until
their onboarding is completed. The new nodes have restricted communications abilities,
such as rate limiting (to prevent denial of service attacks on the coordinator).
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e The access control functionality is programmable, enabling updates and extensions
based on use case and deployment needs. New rules can be installed during runtime,
enabling uninterrupted operation of the swarm.

e The code for programmable access control was included in the first Release and
integrated with the swarm management components of T4.1.

e Some test cases were designed and executed during the second year, such as:

o If a specified node is blocklisted, all packets originating from it are dropped by the node
configured with the corresponding P4 code.

e If a specified node is blocklisted, all packets destined for it are dropped by the node
configured with the corresponding P4 code.

e If a node was configured with a swarm ID that did not match the current Swarm ID, all
packets it sent to nodes with the designated Swarm ID were dropped.

e If a node was configured with a swarm ID that did not match the designated Swarm, all
packets from this node to the nodes with the designated Swarm ID were dropped.

e All these test results were correct, and reproducible.

4.2 ML-DRIVEN IN-NETWORK DEFENSE

The high speed of the mobile and wireless networks used in SmartEdge pose challenges in
unexpected emerging threats. In SmartEdge, gateways and P4-based switches can act as the first
line of defense to prevent malicious traffic from propagating to other parts of the swarm.

In SmartEdge, in-network computing solutions are used for fast ML-based attack detection and
mitigation. This includes both the development of a framework for rapid prototyping of in-
network ML solutions and a solution for adding support and updating models for new attack
vectors. Our novel in-network traffic analysis framework incorporates programmable data plane
into loT gateways, pioneering the utilization of in-network machine learning (ML) inference for
fast mitigation. It facilitates continuous and seamless updates of in-network inference models
within gateways. The solution was prototyped in P4 language on Raspberry Pi (representative of
Use-Case 2 RSU) and DELL Edge Gateway (for Use-Case 3). With ML inference offloaded to
gateway's data plane, our in-network approach achieves swift attack mitigation and lightweight
deployment compared to prior ML-based solutions. Our evaluation results using three public
datasets showed that we accurately detect and mitigate emerging attacks (>30% accuracy
improvement and sub-millisecond mitigation time), without disrupting network traffic. The
overall in-network defense solution protects both against passive attacks (e.g., vulnerabilities
scanning) and active attacks (e.g., volumetric attacks).

The support of ML driven in-network defense is built from multiple building blocks:

e A framework for rapid prototyping of supervised in-network ML across targets.
Reported in section D4.2 and completed.

e Asolution for runtime model updates using unsupervised learning without interrupting
traffic. Reported in D4.1 and completed.

e A solution for distributing a ML model across multiple network devices, guaranteeing a
model is correctly executed regardless of the path taken through the network. Reported
in D4.1 and completed.

e A solution for a hybrid deployment of ML models to improve ML performance without
compromising on system performance. Reported in D4.2 and completed.
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e A solution for a federated learning deployment of ML models within the network.
Initially reported in D4.1 and extended in D4.2.

e A solution leveraging two BACON sketches with different hash functions to securely
detect volumetric DDoS attacks in programmable data planes. Reported in D.2 and
completed.

e A solution for deploying multi-task neural networks in programmable data planes to
tackle multiple tasks with the same model. Details are presented in Section 4.3.

4.3 IN-NETWORK INTRUSION DETECTION SYSTEM (NIDS) WITH IN-swiTCH P4 DEeep
NEURAL NETWORKS (DNN)

High speed packet-optical networks can implement edge network functions at wirespeed within
the data plane using switches and intelligent NICs, with the ability to reprogram edge nodes on
the fly. Great effort has been put to enable deep learning capabilities within the networks, as
their use has proven to be particularly effective for IDS. However, programmable switches are
tailored to perform high-speed match-actions in flow tables and provide very limited or null
arithmetic variable manipulation, preventing a direct deployment of DNNs in the data-plane.
Recent efforts to integrate deep learning algorithms within the data plane of programmable
devices have typically relied on approximations or binary implementation of DNN.

To overcome this issue, we have recently introduced a look-up table (LUT) distillation method
that allows us to map the entire pipeline, including the DNNs, into programmable switch/NICs
[Pao24]. In this way, functions such as load balancing and forwarding/steering can coexist with
deep learning models. The method allows us to distil an integer-quantized DNN by mapping all
possible input-output pairs into a LUT and treating the inputs as a compound address. With this
method, the inference of an integer-quantized DNN is reduced to a match-action on a flow table.
Figure 4-1 depicts the presented scenario where a programmable packet-optical switch/NIC in
an optical network embeds a LUT-distilled DNN. Here, the two integer-quantized inputs of a
DNNs, with bitwidth m and n, are treated as a compound address with (m + n) bits of the final
distilled LUT, containing all possible DNN outputs.
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Figure 4-1. Metro network with P4 packet optical nodes and in-switch DNN deployed as cascaded LUTs through the
LUT-DNN distillation technique.

When implementing adversarial attacks against DNNs for IDS, it is essential to consider the
relationships between the protocol stack of the considered traffic flow: a packet is valid only if
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all its fields remain consistent. For example, altering a packet's IP version without adjusting its
format would inevitably produce an invalid packet. For in-switch LUT-distilled models another
critical aspect is the quantization of DNNs; despite extensive research, uncertainties remain
regarding the relationship between network quantization and vulnerability to adversarial
attacks [Gos21].

Within the scope of SMARTEDGE, the robustness of distilled DNN with two adversarial attacks
has been analyzed, a white-box attack and a black-box one. The former is an Elastic-Net Attack
—EAD- [Chenl8], a white-box optimization-based attack which considers, by introducing an
elastic-net penalty, both the effectiveness of the attack and the magnitude of the perturbation.
This results in sparse adversarial examples, where only a few features are significantly modified,
making the attack more difficult to detect. Second is a Boundary Attack [Bren18] is a black-box
method that iteratively perturbs inputs along the model's decision boundary. Starting from an
initially misclassified point, it progressively reduces the distance to a valid example without
requiring gradient information.

Two neural networks were trained, a full-precision network and its integer-quantized version,
which can be LUT-distilled and deployed within a programmable switch/NIC. The DNNs are
arranged in a hierarchical structure composed of seven concatenated models, each with dense,
dropout, and batch normalization layers. We resorted to a hierarchical structure composed of
2-input DNNs to drastically reduce resource use in the switch. A binary classification task was
considered, determining whether a packet is malicious, based on a subset of the 5G-NIDD
dataset [Sama22]. Each hierarchical DNN takes as input eight features of the packet: the length
and time-to-live fields from the IP header, the length, acknowledgment number, source port,
destination port, and window size fields from the TCP header, and the timestamp. The data was
split as follows: 70% for training, 15% for validation, and 15% as a basis for adversarial attacks.
To reproduce a more realistic attack scenario, the attacks are performed using input data that
the model has never seen before. We have assessed the robustness of the networks against
adversarial attacks as a function of the perturbation magnitude, comparing their performance
with perturbations based on random gaussian noise. This is done to prove the effectiveness of
the adversarial attack. The packet structure is modified consistently with the perturbations, e.g.,
if the packet length is increased, padding is added to the payload.

Figure 4-2 depicts the results of the experiments. The presented graphs relate the network
accuracy as a function of the perturbation magnitude comparing the effect of gaussian noise
(dashed lines) to the ones of the EAD (left figure) and the Boundary adversarial attacks (right
figure). The full-precision network, represented by the red line, has a base accuracy of 99.2%,
but is vulnerable to both attacks. Its performance is always lower than the related to noise-
based perturbations, thus assessing the effectiveness of the adversarial attack. Its accuracy
drops rapidly as the perturbation magnitude increases, eventually stabilizing at a plateau close
to 0% (EAD) or 30% (Boundary). The quantized network, represented by the blue line, has a base
accuracy of 98.5% and demonstrates resistance to the EAD attack: its performance remains well
above that related to noise-based perturbations, settling at an accuracy of 88%. The Boundary
attack, however, proves to be more effective: the accuracy of the quantized network drops
below that of noise-based perturbations for a certain range, before falling at 77%.
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Figure 4-2. Accuracy of the quantized and full-precision neural networks to (left) EAD and (right) to Boundary Attack,
compared to noise-based perturbations.

From the results it can be seen that, at the cost of a slight loss in base accuracy (< 1%), the
guantized network proves to be significantly more resilient to adversarial attacks than its full-
precision counterpart. Moreover, it is interesting to note that the most effective attack on the
full-precision network is EAD, and that the same attack achieves unsatisfactory effects on the
guantized network, where it performs worse than noise-based perturbations. We attribute this
discrepancy to the fact that EAD is based on the gradient, which can be effectively exploited in
full-precision models but is masked in quantized models. Indeed, the Boundary Attack, which
relies solely on the model's output, yields slightly weaker results on the full-precision model but
performs better on the distilled model, even surpassing, for a certain range, those of noise-
based perturbations,

4.4 MULTI-TASK NEURAL NETWORK INFERENCE IN PROGRAMMABLE DATA-PLANES

Real-time data processing demands in-network machine learning, with programmable switches
executing models at line rate. Current solutions, limited to single-task models, consume
significant resources when handling multiple tasks like bit rate or traffic class prediction, leading
to inefficiencies [Yoo24].

MUTA, a novel multi-task learning (MTL) solution [Zha25], enables concurrent inference of
multiple tasks in the data-plane, reducing resource usage while maintaining performance.
Deployed on P4-based switches, MUTA maps non-binarized MTL models to match-action tables,
achieving scalability and efficiency. The main contributions of MUTA include:

e An intelligent MUTA architecture generating quantized MTL models for data-plane
deployment.

e A non-binarized MTL neural network model ensuring efficient resource use and high
accuracy for multiple tasks.

e A novel mapping methodology distributing MTL model layers across switches using
match-action tables.

Implementation. The MTL model is implemented in P4 targeting the Tofino Native Architecture
(TNA) on Intel Tofino switches, with the MUTA architecture (see Figure 4-3) integrating control-
plane model training and data-plane inference [Zha25]. The control-plane, using TensorFlow
Lite, trains and quantizes the MTL model with quantization-aware training (QAT) to preserve
accuracy, generating P4 code for layer-by-layer inference. Layer computations are mapped to
match-action tables, as shown in Figure 4-4, where vector-matrix multiplications are replaced
by table lookups, with each input variable assigned a small table storing precomputed outputs.
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Bias addition is integrated into one table, and a clamping function ensures quantized outputs fit
within uint8 ranges. Parallel execution, illustrated in the upper right corner of Figure 4-4, divides
inputs (e.g., a 6-element vector into two 3-element parts) for simultaneous processing in fewer
stages (4 instead of 6), enhancing efficiency. Intermediate results are stored in packet headers
for distributed inference across switches.

" Model |
I:> Mlv([iuitlétalsll(; |:> Training and |:> Mha/lodlfll |:> fach
(Task 2] S \Quantization pping ayer

Layer @ Information @ G @

Device Resources Deployment| Deployment Each
Network Config. = Orchestrator| = Decision 5 Node

Labeled
m "l ..... ' ' ' : D i o
dataset — .._‘:' @ ®
S PR I ) g

Control . (J)—> Egress *, Compile
' “ Switeh * & Load

Plane Data Plane

Figure 4-3. MUTA architecture. Source: [Zha25].
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Figure 4-4. Methodology for mapping layer computation to a match-action pipeline. Source: [Zha25].

Network Setup. The deployment involves Intel Tofino switches, with the control-plane handling
model training and the data-plane executing inference. Layers are distributed across multiple
switches to support scalable, multi-path network topologies. The setup assumes a network with
traffic data processed at line rate, with switches configured for concurrent task execution, such
as QoE and traffic characteristic predictions.

Datasets. Evaluations use two datasets: a video QoE dataset [Seu23] for predicting resolution,
re-buffering, startup delay, and bitrate, and a QUIC dataset [Rez18] from UC Davis for predicting
bandwidth, duration, flow size, and traffic class. These datasets support SmartEdge’s data
streaming from edge devices, such as live video feeds from edge and vehicular cameras.

Evaluation Metrics. The evaluation measures machine learning performance using weighted F1-
scores with 5-fold cross-validation, and hardware resource consumption, including SRAM,
TCAM, pipeline stages, table entries, and metadata. Latency (relative to switch.p4) and
throughput are also assessed to ensure line-rate performance.

Performance Results. As depicted in Figure 4-5, MUTA excels over decision trees (DTs) and
single-task neural networks (NNs) for hard-to-label tasks in both use cases, with only 100 labeled
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samples available for training. For example, in the resolution prediction task, MUTA enhances
the Fl-score by 4.17% relative to single-task NNs and by 9.14% relative to DTs. The abundance
of data for the other three tasks improves training by enabling model parameters to be
optimized with extensive data. No notable performance difference exists between single-task
models and MUTA for these three tasks due to the availability of ample training data. This
outcome shows that MUTA can boost the performance of hard-to-label tasks without impacting
the performance of other tasks.
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Figure 4-5. Performance comparison between lIsy (DT), single-task neural network (NN), and MUTA, using only 100
samples for hard-to-label tasks (resolution prediction and traffic class prediction) during training. Source: [Zha25].

Figure 4-6 displays the performance of three approaches across varying numbers of labeled
training samples for hard-to-label tasks. MUTA consistently outshines both DT and single-task
NN approaches when labeled samples are scarce. In the resolution prediction task, MUTA with
only 100 labeled samples nearly matches the performance of single-task models with over 5000
labeled samples. This is due to MUTA’s capacity to lessen the reliance on labeled data for hard-
to-label tasks. By utilizing shared representations, MUTA efficiently transfers knowledge across
tasks, thereby enhancing the performance of tasks with limited labels. As the number of labeled
samples grows, the performance disparity between the methods narrows.
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Figure 4-6. Performance comparison for hard-to-label tasks across different numbers of labeled training samples.
Source: [Zha25]

Figure 4-7 illustrates the impact of quantization on accuracy loss for MUTA compared to
quantized models without Quantization-Aware Training (QAT), using floating-point models as
the reference. All three schemes share the same structure. In both use cases, the quantized
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model without QAT experiences considerable performance degradation due to the disturbance
of trained parameters during quantization, leading to significant accuracy reduction. Employing
QAT, MUTA exhibits much less performance degradation, underscoring QAT'’s effectiveness in
reducing accuracy loss during the quantization process.
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Figure 4-7. Performance comparison of the floating-point model (FP), quantized model without QAT (No QAT), and
MUTA. Source: [Zha25]

Pipeline latency measurements for each layer are reported relative to switch.p4, an L2/L3
reference switch program for Tofino, since Tofino’s latency is under NDA. MUTA’s relative
pipeline latency is calculated using data from the SDE. As depicted in Figure 4.8 (a), latency
across all layers remains below 33% of switch.p4, demonstrating that MUTA achieves sub-
microsecond latency comparable to basic packet switching despite resource constraints. Figure
4-8(b) indicates that all layers sustain a full line-rate throughput of 6.4 Tbps.
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Figure 4-8. a) Pipeline Relative Latency (R-Latency) on Tofino for DTs, different layers in MUTA, and standalone
switch.p4. (b) Throughput for each layer.. Source: [Zha25]

MUTA was peer-reviewed and presented at the 26th IEEE International Conference on High
Performance Switching and Routing (HPSR 2025). It won the Best Paper Award.
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4.5 IDS-NGNN: A SMARTNIC-BASED INTRUSION DETECTION SYSTEM BASED ON REDUCE
AND MERGE NESTED GRAPH NEURAL NETWORKS

The growing sophistication of network attacks has outpaced the capabilities of traditional
intrusion detection systems, which often rely on flat data structures that fail to capture the
complex relationships in network behavior. To address this problem, we propose IDS-NGNN, a
novel Intrusion Detection System based on hardware-offload SmartNIC and Nested Graph
Neural Networks. Unlike standard graph neural networks (GNN), IDS-NGNN models capture
both local and global dependencies using a three-part architecture: an internal GNN for host-
level activity, a nested graph module for hierarchical structuring, and an external GNN for inter-
host communication. SmartNIC enables efficient real-time processing of large-scale graph-
structured data at the edge. We evaluate IDS-NGNN for different types of intrusion attacks and
patterns using six different datasets, CIC-IDS-2017, CSE-CIC-IDS-2018, CIC-DD0S-2019, ToN-loT,
CICloT-2023, CICloV-2024, and a custom lab-generated dataset. Experimental results show that
IDS-NGNN achieves an aggregated 89% F1-score. By integrating SmartNIC-based data collection
at the edge with GPU-accelerated training on an NVIDIA A30 system, IDS-NGNN achieves high-
speed, low-latency detection suitable for real-world deployments. IDS-NGNN framework has
been evaluated

IDS-NGNN Framework

IDS-NGNN captures both local and global relational patterns within network traffic, enabling
more effective detection of sophisticated and stealthy attack behaviors. The core idea of IDS-
NGNN is constructing a two-tier nested graph structure as an internal graph for each host,
capturing its localized communication behavior and internal activity. As an external graph,
constructed over hosts, capturing inter-host communication patterns.

This hierarchical design allows the model to jointly reason over fine-grained subgraph features
and higher-level inter-host interactions. The three layers of IDS-NGNN are described in the next
Figure 4-9. These IDS-NGNN three layers are:

e Internal GNN: Applies a Graph Attention Network (GAT)-based message passing
operation over each internal graph to learn node embeddings reflecting intra-host
behavior.

e Nested Graph Layer: Aggregates internal graph embeddings and integrates them into
the corresponding nodes of the external graph, serving as node-level representations.

e External GNN: Learns host-level embeddings based on external graph topology and the
aggregated internal representations, enabling anomaly detection at the network level.

Algorithm 1 IDS-NGNN Forward Pass with GATConv

Require: Graph batch D with nodes x, edge indices E,

labels y, andbatch vector b

Ensure: Node predictions O, internal embeddings |,
external embeddings Eext, graphlevel embedding G

| « InternalGATLayer(x, E) {Compute internal node
embeddings using GAT}

N « NestedGraphLayer(l, E) {Aggregate internal
embeddings (map-reduce step)}
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Eext — ExternalGATLayer(N, E) {Compute external node
embeddings using GAT}

G - GlobalMeanPool(Eext, b) {Aggregate node
embeddings to obtain a graph-level embedding}

O - Classifier(Eext) {Predict node labels (normal vs.
compromised)}

return O, |, Eext,

The overall forward pass of our IDS-NGNN framework is outlined in Algorithm 1, shown above,
which describes how internal node embeddings are computed using a GAT layer, aggregated via
the nested graph layer, and subsequently processed by an external GAT layer to yield node-level
predictions. By integrating these components, IDS-NGNN can detect subtle anomalies within the
local activity of hosts and their interactions with other hosts in the network. The system is
optimized end-to-end, allowing the model to learn from internal and external graphs
concurrently, thus improving detection accuracy in complex network environments.

Graph
Regression

Figure 4-9. Architecture of the IDS-NGNN model, composed of three layers. The blue rectangle represents the
internal layer, where node-level ego-nets are extracted. The green rectangle shows the nested and merge layers,
where local subgraphs are processed and embeddings are aggregated. The red rectangle denotes the external GNN
layer, which learns a global representation from the merged embeddings.

IDS-NGNN Implementation

The goal of compromised host detection in corporate networks is to identify infected machines
exhibiting malicious behaviors such as lateral movement [Drum03], data exfiltration [Vel17], and
malware activity [Mal8]. Our approach leverages a nested and attributed graph structure to
model internal host behavior and inter-host communication. Next Table summarizes graph
statistics: 336 unique hosts, 206,839 edges, and 80 flow-based features per node. The average
in-degree is 3.85, indicating moderate network interaction. Internally, the graph contains 4598
nodes, 5120 edges, and externally 336 hosts with 1450 links.

Table 4-1. Graph Specifications for Compromised Host Detection
in Nested and Attributed Graph

Parameter Value

Compromised Host Detection Graph

Graph Out | V | (Outgoing Nodes) 336
Graph Out | E | (Outgoing Edges) 206839
Graph Out | H | (Features) 80
Avg. In | V | (Average Incoming Nodes) 3.85
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Compromised Host Detection Graph

Avg. In | H | (Average Incoming Features) 80

# Class (Attack vs. Benign) 2
Nested Graph Representation

Nested Graph | V | (Internal Nodes) 4598
Nested Graph | E | (Internal Edges) 5120
Nested Graph | H | (Features) 80
External Graph | V | (Global Hosts) 336
External Graph | E | (Inter -Host Links) 1450
Attributed Graph Representation

Attributed Graph | V | (Nodes) 4598
Attributed Graph | E | (Edges) 206839
Attributed Graph | H | (Features) 80

Our model combines Graph Convolutional Networks (GCN) and GAT for the first and final GNN
layers. Key training configurations include: 100 epochs, weight decay values of 0.01/0.0005,
dropout rate of 0.5 (applied to both input and attention layers in GAT), 1 hidden layer with 16
units, and 8 attention heads. Internal node embeddings have a dimensionality of 64, and the
reduction function is the decreased mean.

An embedding analysis (see next Algorithm 2) has been performed, by separating internal node
embeddings by label and computing their respective means to differentiate benign and
compromised hosts.

Algorithm 2 Embedding Analysis for Normal vs.
Compromised Nodes

Require: Internal embeddings |, node labels y

1: Mnor mal -, i | yi = 0,
2: Mcompromi sed ~ |, i | yi
3: meannor mal ~ Mean(Il [ Mnor

4:meancompromi sed ~ Mean(I [N
5: return meannormal, meancompromised

Conventional GNN-based IDS vs IDS-NGNN-based IDS

Traditional approaches typically require manual definition of characteristics to extract useful
information from data. Despite host logs containing various data fields, it was possible to
distinguish between stateful and stateless properties, as outlined in next Table, aligning with
prior research efforts [Ji19], [Gilm17]. Next Table comprehensively explains the stateful and
stateless attributes frequently utilized in network traffic analysis. Stateful attributes, such as
connection duration, packet count, and start and end times, capture the temporal aspects of
communication sessions, providing valuable insights into network dynamics.
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Table 4-2. Stateful and stateless features in network traffic

Stateful Features Stateless Features
Connection Duration Source IP Address
Number of Packets Destination IP Address
Number of Bytes Source Port

Start Time Destination Port

End Time Packet Length
Connection Protocol Protocol Type

Number of Flows Packet Timing

Payload Analysis Packet Frequency

Conversely, stateless attributes like source/destination IP addresses, port numbers, and packet
lengths focus on static elements of network packets and endpoints. These attributes are crucial
for detecting anomalies and intrusions, as well as ensuring network security by identifying
suspicious activities and mitigating potential threats. In our framework, each host functions as
a node in the graph, with authentication between two hosts represented as an edge. When
combined with the extracted traits, this results in an attributed authentication graph. Next Table
outlines the characteristics of the graph once constructed. Consequently, we leverage four
standard GNNs to identify vulnerable hosts. The multi-layered graph is structured as follows: the
outermost layer connects hosts via an authentication graph. Internally, each host is modeled
with a process-alive graph, where nodes represent processes and edges capture temporal co-
activity (= 1 second). Although we aim to model process communication to reflect malicious
activity, this information is unavailable in the current datasets and will be addressed in future
work. A 6,607-dimensional one-hot process ID vector describes each internal node, while
external nodes lack attributes. Internal embeddings are propagated as features to the external
graph, enabling IDS-NGNN to infer compromised hosts based on nested behavior
representations.

Table 4-3. Accuracy results (%) on IDS datasets.

Dataset #Graphs  Avg. #nodes GEN GraphSAGE GAT

Base Nested Base Nested Base Nested
CIC-IDS-2017 1113 39.06 717447 720433 712452 73.7+48 721452 738447
CSE-CIC-IDS-2018 344 14.29 564£7.1  57.0£73  57.0%£55 50.7+£8.1 049463 65.1+£72
ToN-Iot 500 25.0 60.0+4.0 61.5£5.0 58.0+3.5  59.0+£4.0 62.5£50 63.0%4.5
CICloT2023 750 30.0 650435  66.0+3.0 645340 655+35 67.04£3.0 675440
CICIoV2024 1000 50.0 70.0+45  715+4.0 69.0£50 705+45 720440  73.0+45
Max. Improvement 2.5% 3.5% 2.2% 0.8% 1.4% 2.4%

Experimental Results and Analysis

For the experiments, two DELL R760 servers were utilized, each equipped with an Intel® Xeon®
Gold 5418Y processor, SmartNIC Converged Accelerated card with NVIDIA A30x GPU. The
servers were connected via high-speed 100 Gbps Ethernet and Ubuntu 22.04 as the operating
system. The multi-GPU training was performed using PyTorch’s DDP, which synchronized the
model’s weights and gradients across the two GPUs using NVIDIA flare library. Each GPU
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processed a distinct subset of the data in parallel, reducing training time and enabling faster
convergence on large-scale datasets. Training, validation, and testing are performed at a ratio
of 1:1:3. Each experiment was repeated 10 times, and the mean was published. Models were
classified according to their precision, macro F1 score, and weighted F1 score. The percentage
of occurrences that are appropriately labeled is how accuracy is calculated. To avoid the skewed
result from an unequal class distribution, the macro F1 score and weighted F1 score ws supplied.
For example, F1 can be written, F1 = 2.(p.r)/(p+r), which stands for precision (the proportion of
correctly predicted instances relative to the total number of predictions) and recall (the
proportion of correctly predicted cases close to the total number of actual occurrences). All
classes’ F1 scores are added together to get the weighted F1 score, with each class’s weight
reflecting its instances’ relative abundance. The weightless aggregation further emphasizes the
importance of the underrepresented group used by the macro F1 score.

Table 4-4. Performance metrics of different methods.

Method Accuracy Macro Fl1 Weighted F1
Base-GCN 079 £ 001 060+ 003 074 £ 0.01
Base-GAT 0.76 £ 0.01 048 £ 0.06 0.68 £ 0.03

N(GCN, GCN) 082 £ 002 077 £ 0.02 0.83 + 0.02
N(GCN, GAT) 0.82 £ 002 0.97 £ 0.01 0.83 + 0.01
N(GAT, GCN) 0.83 £ 001 078 £0.02 083 +£0.01
N(GAT, GAT) 085+ 001 079+ 002 085+£0.01

Table 4-5. Accuracy comparison across different methods on CICIDS2017 and CICIDS2018 datasets

Method CICIDS2017  CICIDS2018
Base-GCN 734 £ 10.8 84.5 £ 8.9
Base-GAT 739 £ 10.7 739 £+ 107
N(GCN, GCN) 829 £ 11.1 879 + 8.2

N{GCN, GAT) 839 £ 10.2 81.9 + 10.2
N(GAT, GCN) 81.9 £ 10.3 87.9 £+ 8.2
N(GAT, GAT) 89.1 £ 10.2 89.9 + 9.8

A summary of the data in all datasets is given in the two Tables above. Base-GCN and Base-GAT
were compared, two widely used GNN techniques. On the nested graph, four different IDS-
NGNN iterations were evaluated, utilizing GCN and GAT as the internal and external layers within
the network, respectively. This generates three interesting discoveries:

e DS-NGNN improves aggregated accuracy to 93%, macro F1 score to 79%, and
weighted F1 score to 85% as shown in Figure 4-10. In terms of accuracy, macro
F1, and weighted F1, it is 3.5% better than the best baseline solution. All four
IDS-NGNN-based techniques also show macro F1 enhancements over the
reference implementations. This demonstrates how the learned embedding
may be put to use for both leaf and leaf nodes.

e The performance difference between the four IDS-NGNN techniques is small,
with the best results coming from the method that employs GAT for both the
internal and external GNN layers. For starters, GAT uses the attention
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mechanism, which helps pinpoint the most critical nodes and edges for
detecting infected hosts.

e The manually generated characteristics and authentication nested graph may
detect compromised hosts with a weighted F1 of 74%. (Base-GCN).
Furthermore, it is shown that IDS-NGNN without any host attributes may
further boost weighted F1 to at least 83% suggesting that the process alive
graph (internal graph) may properly represent the host characteristics.
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Figure 4-10. Aggregated accuracy of each model.

The performance of N (GCN, GCN ) across various embedding sizes ranging from 64 to 1024 is
illustrated in Figure 4-11. It can be observed that IDS-NGNN maintains consistent performance
across all three metrics despite changes in embedding sizes. Specifically, accuracy shows
improvement from 73% to 93%, corresponding to embedding sizes of 64 and 1024, respectively.
This underscores the effectiveness of the learned embeddings, as even a size-64 embedding can
yield commendable performance. Figure 4-11 also demonstrates the robustness of N (GCN, GCN
) across a spectrum of embedding sizes. Notably, the enhanced operation generally outperforms
the standard operation, albeit marginally. For instance, with an embedding size of 1024, IDS-
NGNN achieves an accuracy of 93% with the standard operation, while the enhanced operation
yields 89%.
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Figure 4-11. Accuracy, Micro F1 and Weighted F1 score with different embedding size

4.6 FTG-NEeT-E: A HIERARCHICAL ENSEMBLE GRAPH NEURAL NETWORK FOR DDOS ATTACK
DETECTION

The rapid advancement of networking and computing technologies has brought about an
unprecedented increase in cyber-attacks, posing severe threats to economic, political, and social
stability. Among these, Distributed Denial of Service (DDoS) attacks stand out as particularly
disruptive, overwhelming online services and rendering them inaccessible to legitimate users.
As these attacks grow in frequency and sophistication, they pose a critical challenge to the
integrity and availability of online resources. Traditional detection systems, though effective in
controlled environments, often struggle to adapt to the dynamic and complex nature of real-
world network traffic, necessitating the development of more robust and adaptable solutions.
The persistent and evolving threat of DDoS attacks necessitates the creation of advanced
detection mechanisms that can operate effectively in real-time environments. The limitations of
conventional Machine Learning (ML) and Deep Learning (DL) approaches, particularly their
reliance on static features and susceptibility to overfitting, highlight the need for innovative
methodologies that can generalize across diverse network conditions. This project seeks to
address these challenges by introducing a novel detection system that leverages Graph Neural
Networks (GNNs) and ensemble learning. By focusing on the topological structure of network
traffic and employing a hierarchical graph representation, the proposed system aims to enhance
detection accuracy while reducing computational overhead. This approach not only promises to
improve resilience against DDoS attacks but also paves the way for more adaptable and efficient
cybersecurity solutions in increasingly complex digital landscapes using flow graphs.
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Figure 4-12. Flow Graph example: upstream packets are denoted by positive values, while downstream packets are
represented by negative values. The sequence of mini-groups is organized from left to right.

Flow graphs, as the example depicted in Figure 4-12, are a vital component of our approach,
which draws inspiration from the graph structure introduced in GraphDDoS but with key
modifications to enhance its applicability. The main difference is the use of time slots instead of
node limits. In this structure, all packets exchanged between two endpoints within a given time
slot are grouped, even if they belong to different network flows. Within each group, packets are
organized chronologically and converted into nodes, where each node has packet length as its
main characteristic. Focusing on packet length is strategic because it can detect common
malicious patterns in network traffic, such as large packets often associated with DDoS attacks
and small packets that indicate port scanning activity. Additionally, packet lengths can be easily
obtained from network traffic data, facilitating efficient on-the-fly processing and enhancing
model interpretability.

The flow diagram is further enriched by assigning direction flow values: upstream (client to
server) packets are represented by positive values. In contrast, downstream (server to client)
packets are represented by negative values. This difference allows for a more granular
understanding of traffic directionality, which is critical for accurately detecting and classifying
network behavior.

In the flowchart, consecutive packets sent by the same endpoint form a mini-group, and edge
connections represent edges from neighboring nodes from the same mini-group. Additionally,
a connection is made between the first packet of the mini-group and the first packet of the
previous and subsequent Mini-groups, mimicking the connection pattern of the last packet
within those groups. This structure provides a comprehensive view of packet relationships
within a single flow, allowing the identification of anomalies that may indicate certain types of
DDoS attacks. Additionally, it captures relationships between multiple flows involving the same
endpoint, which is valuable for detecting bursty and periodic traffic patterns (common indicators
of DDoS attacks).

Traffic graphs extend the concept of graphs by representing traffic overtime throughout the
network. For each time slot, each endpoint pair that appears in at least one packet of the traffic
profile is converted into a graph node. The features of these nodes are derived from the output
vectors of the flow GNN, making the flow graph a higher-level abstraction encompassing the
interactions between multiple flows. If two nodes share the same source or destination IP
address, an edge is added between them, creating a network topology that reflects real-world
communication patterns. This traffic graph is particularly valuable for visualizing and analyzing
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the distribution of devices sending requests to the server and the specific behavior of individual
flows. By encoding flow-level patterns into the flow-level topology, flow graphs provide a
comprehensive view of the network, capturing the details of individual flows and the broader
interactions between multiple flows. This dual perspective is critical for identifying complex
attack patterns that may be absent when examining individual flows in isolation.

Feature engineering plays a crucial role in the effectiveness of our graph-based network traffic
analysis approach. It involves extracting and selecting relevant attributes from raw network
traffic data and then using these attributes to build nodes and edges in the traffic graph. Key
attributes include flags such as URG, SYN, RST, PSH, FIN, ECE, and ACK, average packet size,
streaming packets per second, destination port, and protocol information obtained from the
packet header (e.g., IPv6, TCP, UDP) Traffic statistics.

These features were selected based on their relevance to intrusion detection and ability to
capture a wide range of network behavior. We conducted feature selection to identify the most
influential features and evaluate their contribution to the overall model performance. To ensure
consistency in the learning process, features are scaled to maintain a uniform range and
distribution, preventing any feature with larger magnitudes from dominating the model. In
addition, imputation techniques addressed missing values in the data set, ensuring the data was
complete and available for analysis.

By combining these carefully designed features with our graph-based models, we can accurately
detect and classify network traffic patterns, distinguishing benign from malicious activity with
high accuracy. This comprehensive approach to feature engineering is critical to achieving robust
and reliable DDoS detection in real-time network environments.
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graphs, respectively. (3) “Fully Connected Layer”, gives the final predictions based on the Traffic graph network

outputs as Benign and DDoS.

Figure 4-14 illustrates the confusion matrix for the FTG-Net-E model when trained with the best
hyperparameters. The model achieved 235,640 true positives and 239,534 true negatives, with
only 2,915 false positives and 29 false negatives. These results yield a good F1 score, which
confirms the model's effectiveness in accurately classifying both positive and negative cases.
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Figure 4-14. Net-E confusion matrix.

presents the performance metrics for the FTG-Net-E model, which achieved an F1 score of
0.9929, accuracy of 0.9967, precision of 0.9929, and recall of 1.0. These metrics indicate the
model's capability to accurately predict both positive and negative instances while minimizing
false positives and negatives, crucial for real-world applications.

Figure 4-16 shows the ROC curve for various hyperparameter configurations of the GNN models.
The area under the curve (AUC) demonstrates the model's discriminative power across these
configurations. The ensemble GNN models consistently achieved high AUC values, indicating
their effectiveness in distinguishing between malicious and legitimate traffic. The consistent
performance across different configurations underscores the robustness and generalizability of
the proposed approach.

Performance Metrics for the Model
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Figure 4-15. Performance metrics for the best FTG-Net-E model.

We assessed the FTG-Net-E model using 5-fold cross-validation, focusing on the impact of time
slot size on accuracy and inference time. As shown in Figure 4-16 (a), the ensemble model
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outperforms the simple GNN model in weighted F1-score across various time slot sizes. Figure
4-16 (b) highlights the average inference time for each model, showing that FTG-Net-E offers a
better trade-off between accuracy and computational efficiency, particularly for time slot sizes
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Figure 4-16. (a) Weighted F1-Score and accuracy for GNN and Ensemble GNN (b) Average inference time for GNN and

Ensemble GNN models results using different time slot sizes.

This work was peer-reviewed and published in the Computer Networks Journal [Bak24-1].
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5 HARDWARE-ACCELERATED IN-NETWORK OPERATIONS

5.1 DPUAUT: Secure Authentication Protocol with SmartNiC Integration for
Trustworthy Communications in Intelligent Swarm Systems

The development of autonomous systems based on swarm intelligence in next-generation
networks has extensively promoted the development of transportation and other key industries.
These systems excel at performing complex tasks such as planning, real-time navigation, and
tracking. However, their high processing and communication requirements on the underlying
infrastructure may prevent them from reaching their full potential. Edge-centric systems have
been introduced as a promising solution to alleviate these challenges. Deploying edge-centric
servers and micro data centers close to clustered devices and leveraging data processing units
(DPUs) such as Bluefield SmartNICs can alleviate load management issues, reduce
communication latency, and optimize bandwidth utilization. While these advances increase the
effectiveness and efficiency of autonomous systems, they also introduce new security
vulnerabilities. The proximity of private cloud servers and wireless communication media
increases the risk of security breaches. Attackers can exploit these systems to intercept, tamper
with, or manipulate data, compromising the security and privacy of the devices involved.
Therefore, developing secure and efficient authentication protocols is critical to protect the
operation of cluster-based autonomous systems in edge-centric environments.

Swarm devices will become an integral part of next-generation networks because of their ability
to handle large, distributed tasks efficiently. However, more than traditional cloud-based
frameworks are required to meet these devices' needs due to their low latency and scalability
requirements. Edge computing provides a viable solution to latency and scalability issues by
bringing computing resources closer to devices. However, the shift to edge computing also
brings new security threats, such as vulnerability to physical attacks, counterfeiting, and
hardware tampering. Recent research has proposed unclonable function (PUF)-based
authentication protocols to improve the security of edge computing environments. However,
these protocols must often be revised to provide the strong physical security required for
autonomous intelligent swarm systems (ISS). Ensuring the security and reliability of these
systems involves secure and efficient authentication schemes. The challenge is to verify the
physical identity of swarms of devices in different environments, including smart cities,
industrial environments, and autonomous vehicle networks. With these challenges in mind, this
deliverable proposes a novel authentication scheme designed for the autonomous International
Space Station, addressing the limitations of existing protocols and providing a more secure and
efficient solution.

Physically Unclonable Function (PUF) is a hardware security feature that generates a unique
identification code based on the physical characteristics of the device. PUFs exploit the
variations inherent in the manufacturing process to create device-specific fingerprints that are
nearly impossible to copy or replicate. Leverage this uniqueness to enhance the security of the
authentication protocol, making it difficult for attackers to copy or tamper with the device's
security features. In the context of autonomous ISS, the PUF plays a key role in generating a
unique identification number for each device, which is then used to authenticate the device
within the system. The proposed authentication protocol incorporates PUF to resist various
forms of attacks, including physical tampering, side-channel attacks, and replay attacks. Given
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that clustered devices typically operate in resource-constrained environments, PUFs must also
be lightweight and energy-efficient.

In this deliverable the PUF is implemented in SmartNiC BlueField-2 hardware, consistent with
the best practices outlined by Aitchison et al. They are working on integrating PUF into ARM
TrustZone security technology. Implementation focuses on several key requirements:

I Resistant to attacks: The PUF must be able to withstand physical attacks, machine
learning attacks, and attempts to predict its response by observing its output patterns.

Il. Ease of implementation: The PUF should be easy to integrate into SmartNiC BlueField-2
with minimal impact on the overall performance and cost of the device.

M. Latency improvements: PUF should help reduce latency in the authentication process,
which is critical for on-the-fly operations in cluster-based systems.

DPU-based PUF operates by generating a unique response message (Ri) in response to a specific
challenge message (CHi). The nature of the hardware ensures that each PUF responds uniquely,
even when faced with the same challenges. The security of PUFs is further enhanced by ensuring
that the Hamming distance between responses from different PUFs exceeds a predefined
threshold, making it extremely unlikely that no two devices will produce similar outputs. This
security mechanism is essential to ensure the reliability and uniqueness of the identity
verification process, providing a solid foundation for protecting the autonomous International
Space Station from a variety of attacks. PUF-based authentication protocols are designed to
handle the dynamic and demanding environment in which clustered devices operate, ensuring
security is maintained without compromising performance.
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Figure 5-1. Autonomous swarm intelligence system.

The proposed protocol, DPUAUT (Secure Authentication Protocol with SmartNiC Integration for
Trustworthy Communications in Intelligent Swarm Systems), is designed to enhance the security
and reliability of communication within Intelligent Swarm Systems (ISS). By integrating Smart
Network Interface Card (SmartNiC) technology, this protocol ensures that autonomous devices
within the swarm can securely authenticate and communicate with each other. The protocol is
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structured into four key phases: Initialization, Device Registration, Autonomous Swarm Devices
Computing Server (ASDCS) Registration, and Authentication.

ISS-Initialization Phase

The ISS-Initialization phase is where the Primary Control Server (PCS) sets up the essential
cryptographic parameters for the network. The PCS begins by selecting a Master Secret Key
(MSK) randomly from a prime number set to ensure its confidentiality. Along with this, a one-
way hash function is chosen. The MSK is securely stored within the PCS, while the hash function
is made public for use by all system components during cryptographic operations.

Device Registration Phase

During the Device Registration phase, each autonomous swarm device must register with the
PCS to establish its identity within the network. The process starts when the device sends its
identity /D as a registration request to the PCS. The PCS verifies whether the ID is unique; if it is
not, the PCS prompts the device to select a different identity.

After a valid registration request is received, the PCS generates a challenge message and sends
it to the device. The device then uses its Physical Unclonable Function (PUF) to generate a
response message, which is computed by applying the PUF function to the challenge message.
This response is sent back to the PCS.

The PCS then verifies the digital signature of the device. If valid, the PCS assigns a temporary
identity to the device and computes a key using the hash function. The PCS securely stores all
related registration data and sends the pair (key, temporary ID) back to the device, which stores
it in its Trusted Personal Device (TPD) for future authentication use.

ASDCS Registration Phase

In the Autonomous Swarm Devices Computing Server (ASDCS) Registration phase, the ASDCS
undergoes a secure registration process with the PCS to establish its identity. This process
involves the exchange of unique identifiers and pseudo identities, the generation of a challenge
message, and the use of digital signatures to ensure authenticity and integrity.

Upon receiving the registration request, the PCS computes a digital signature over the message
using its private key. The PCS then sends this signed message to the device, which verifies it
using the corresponding public key. If the verification is successful, the PCS computes a secret
key, securely stores the mapping of the key against the ID, and transmits the encrypted pair (key,
ID) to the device for use in future authentication.

Authentication Phase

The Authentication phase is crucial for establishing a secure communication channel between
an autonomous swarm device and the ASDCS. The process begins with the Authentication Server
for Device Interface (ASDI) sending an authentication request to ASDCS, including a unique
identifier (UID) and a challenge message. Upon receiving the request, ASDCS verifies the
authenticity and its challenge response. If verified, ASDCS sends a verification message back to
ASDI, allowing both devices to derive a shared key for secure communication. This key is
generated using the secret key shared with the PCS and other relevant cryptographic data.
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Figure 5-2. Autonomous swarm intelligence system.

Key steps in this phase include the generation of random nonces, the computation of digital
signatures, the exchange of cryptographic credentials, and the derivation of a mutually agreed-
upon session key. The integrity of the session is continuously verified, and any tampering results
in the immediate termination of the session to prevent security breaches.

The formal description of the whole procedure is reported in [Bak24-2].

Performance and Security Features Evaluation

In this section, we provide a comprehensive analysis of the performance and security features
of our proposed Secure Authentication Protocol with SmartNiC Integration for Trustworthy
Communications in Intelligent Swarm Systems (DPUAUT). We compare our protocol with several
state-of-the-art protocols, focusing on key performance metrics and security features.
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Table 5-1. Evaluation of Authentication Schemes Based on These Security Properties A1: Mutual Authentication A2:
Device Anonymity, A3: Provide Perfect Forward Secrecy, A4: Replay Attack, A5: Key Agreement, A6: Device
Impersonation Attack, A7: Withstand De-Synchronization Attack, A8: Formal Security Analysis, A9: Informal Security

Analysis
Schemes Security Properties
Al | A2 | AJ | Ad | A5 | A6 | AT | AB | AY
[14] v v v v v v X v X
[17] v v X v v v X x x
[18] v v X v v x v v ®
[22] v v v v v v x v v
[20] v X X X X v X v X
[24] v v v X v v X v x
[25] v v v v v v X v v
[26] v v ® v v v X v v
DPUAUT v v v v v v v v v

Computation Overhead

We evaluated the computation overhead of our proposed protocol and compared it with various
state-of-the-art protocols. The results, summarized in Table 5.2, show that our protocol exhibits
lower computation overhead. Figure 5-3 visually compares the computation time for our
protocol and the state-of-the-art protocols. Our protocol demonstrates significantly lower
computation overhead at both ends (ASDi and PCSj) compared to other protocols.

Table 5-2. Analysis of Computation and Communication Overheads

Protocols | ASDY Side ASDCS; Side [ Aggregated Computation Overhead | Aggregated Communication Overhead
DPUAUT | 3T} == 6.06 ms 3Ty, + 17, /4 = 0.01 ms 6.161 ms 1052 bits
2] 3T + 11,y = 8888 ms | 315 + 17,4 7= 0.373 ms 9261 ms 2145 bits
18 5T, =2 11.755 ms AT}, == 0.392 ms 12,147 ms 1568 hits
17 677 = 14.106 ms 67T}, = 0,588 ms 14,694 ms 1600 bits
4 OT3, + 2o = 24405 ms | 675 + 175 + 1Tpm = L7656 ms | 26,161 ms 1664 bils
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Figure 5-3. Computation cost comparison.
Communication Overhead

Communication overhead refers to the amount of data exchanged between entities during the
execution of the protocol. We compared the communication overhead of our protocol with that
of state-of-the-art protocols.
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Figure 5-4. Communication cost comparison.

The results are illustrated in Figure 5-4 showing that our proposed protocol outperforms existing
protocols in terms of communication overhead. The proposed protocol shows significant
improvements in both computation and communication overhead compared to existing state-
of-the-art protocols. The results underscore the efficiency and lightweight nature of our
solution, making it a promising choice for secure authentication in autonomous vehicle swarm
systems.

This work was peer reviewed and published in the IEEE Access Journal [Bak24-2].

5.2 INTELLIGENT ROADSIDE UNIT

Background

A pivotal component within the framework of intelligent transportation systems (ITS), such as in
UC-2, is the roadside unit (RSU), a multi-functional device strategically positioned alongside
roadways. RSU facilitates vehicle-to-everything (V2X) communication, enabling vehicles,
infrastructures, and the cloud to exchange crucial information with each other. Nevertheless, its
primary function is not limited to being a wireless communication device that provides
connectivity support to passing vehicles; rather, it is to serve as an intelligent computation,
memory, and networking hub.

Such intelligent RSU offers more task-offloading options for complex ITS scenarios. Compared to
computing on the vehicle side, intelligent RSUs naturally facilitate vehicle-to-vehicle and vehicle-
to-infrastructure cooperations, cutting down the redundant sensors and repetitive computation
across different vehicles; compared to computing on the traditional edge cloud servers,
intelligent RSUs decrease latency and network traffic, shortening the data flow pathway.

One of the foremost advantages of utilizing the RSUs for computational tasks is the reduction of
round-trip latency, as these tasks no longer need to access the cloud. In time-critical scenarios
such as collision avoidance and intersection management, round-trip latency should be
minimized to at most a few tens of milliseconds and even smaller for the computation time at
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RSU. The demand for low-latency computation at the RSU underscores the need for acceleration
to fully achieve the potential of intelligent RSUs.

SmartEdge Intelligent RSU

Within the context of SmartEdge Use Case 2, this scenario is centered on the smart junction
scenario, encompassing multiple intersections. In this scenario, stationary radars, cameras, and
controllable traffic lights are deployed on the roadside, all connected to the RSU. Three
categories of vehicles are involved: ordinary vehicles, dummy vehicles, and smart vehicles.
Dummy vehicles can send information to the RSU, but do not respond to RSU’s messages. Smart
vehicles are equipped with cameras, LiDARs, GPS, and wireless communication, enabling
bidirectional data exchange with the RSU. This dynamic setting forms the background for our
development of an intelligent RSU.

SmartEdge will accelerate sensor fusion and collaborative perception at the RSU to enable the
provision of time-critical services for ITS. It will initially focus on accelerating the integration of
multi-modal and multi-agent data at the RSU. This integration involves combining raw or
processed radar data from the roadside, raw or processed LiDAR data from smart vehicles, as
well as GPS information from smart and dummy vehicles to create a comprehensive data
repository. Smart vehicles can query this dynamic repository to enhance their situational
awareness and the RSU itself can utilize it as well. The integration of camera data is considered
a stretched goal for future consideration, and the primary focus lies in accelerating this data
fusion process.

SmartEdge will leverage sensor fusion and collaborative perception results to develop time-
critical and resource-intensive services such as collision avoidance. This will be achieved, for
example, by controlling traffic lights and other infrastructures, as well as communicating with
swarm’s nodes. The aim is to harness the capabilities of intelligent RSUs to improve
transportation safety and efficiency.

Scenario

As Figure 5-5 shows, the project begins with a simplified scenario where sensors pre-process
raw data and return only the object ID, bounding boxes, and kinetic information according to
settings in the Smart Junction test area in Mobility Lab Helsinki. The scenario involves two
primary data sources: (1) the vehicle transmits its location and kinetic data via V2X
communication, collected through onboard sensors such as GPS; (2) additional sensors like
cameras, LiDARs, and radars, installed on the vehicle or roadside, come with built-in object
detection and tracking functions.
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Figure 5-5. Starting scenario for hardware-accelerated intelligent RSU

One key challenge is that each sensor independently tracks objects and assigns unique IDs,
which may result in multiple IDs for the same object across different sensors. The first task of
this research is to associate these IDs to accurately match the same object, followed by fusing
data from multiple sensors to update the object’s trajectory, enhancing both precision and
robustness.

Typically, sensor data is collected by the RSU and forwarded to a cloud server or MEC for
processing. To reduce the round-trip latency, this research proposes offloading the ID
association and sensor fusion directly onto an FPGA board attached to the RSU, enabling faster,
low-latency processing.

Software Algorithm

The software algorithm developed for this starting scenario is based on the Simple Online and
Realtime Tracking (SORT) algorithm. The Simple Online and Realtime Tracking (SORT) algorithm
is a lightweight, efficient tracking algorithm designed for multi-object tracking in real-time
applications. SORT uses Kalman Filters to predict the future states of tracked objects, such as
their positions and velocities, based on previous observations. These predictions are then
matched with newly detected objects using a Hungarian Algorithm for data association, which
minimizes the difference between the predicted and detected object states. The simplicity of
SORT allows it to operate in real-time while maintaining a high level of accuracy in object
tracking, making it ideal for tasks involving multiple sensors and dynamic environments like
those in ITS. Figure 5-6 presents the key steps of the algorithm.

1. Process 2. Discard data packets with 3. Get predictions ’ 3A. Select 4, Calculate cost
input data timestamp earlier than the last- for all trackers trackers in the matrix between
packet to get updated timestamp of that same | | through Extended neighbouring : | detections and
all detections source sensor Kalman Filters area/grid . | trackers

5. Associate detections with 6. Update matched trackers, add new 7. Increase the age for

trackers by lapjv algorithm (based trackers for unmatched detections and objects and delete aged

on Hungarian algorithm) delete aged trackers objects

Figure 5-6. Software algorithm for hardware-accelerated intelligent RSU
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Evaluation

A major challenge in evaluating our algorithm was the lack of suitable public datasets with
detailed ground truth data. To address this, as Figure 5-7 displays, we generated a custom
dataset by combining trajectory data from the NGSIM and Waymo Motion datasets with virtual
sensor models. These sensors, each with a defined detection range, simulated real-world
sensors like radars. At each time step, we checked if objects, based on their trajectories, were
within a sensor’s detection range, and if so, the sensor assigned an ID and added noise to
simulate real-world conditions.
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Figure 5-7. Virtual radar ranges generated on trajectory dataset

The algorithm then processed these data frames, performing ID association and sensor fusion.
We compared the output against the original trajectory data to assess accuracy in object
matching and trajectory reconstruction. This simulation-based method allowed for rigorous
testing in a controlled environment.

The algorithm was evaluated for latency, accuracy, and memory usage. On a laptop, it achieved
a latency of 4-5 ms/frame, increasing to 20 ms/frame on a Raspberry Pi, falling short of the 1
ms/frame target. However, accuracy was near to state-of-the-art: 99.75% on the NGSIM dataset
and 99.6% on Waymo. Memory usage was minimal, mostly consumed by EKF predictions. As
shown in Figure 5-8, the CPU profiling identified key areas for optimization, though the software
alone was insufficient to achieve the low-latency requirements, reinforcing the need for
hardware acceleration.

py-spy record -f flamegraph -0 new_flamegraph.svg -r 99 --idle python DataAssociation.py

Figure 5-8. CPU profiling results for hardware-accelerated intelligent RSU
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Hardware Design

To meet the latency goals, hardware acceleration is planned to use the Kria KR260 FPGA. The
Kria KR260 is an adaptive, edge computing platform that integrates an FPGA, designed for
applications requiring high performance and low latency. FPGAs are ideal for hardware
acceleration because of their ability to execute customized parallel processing tasks, which
significantly reduce computational delays compared to traditional CPUs. Common techniques
such as pipelining, which allows multiple operations to be executed concurrently, and
parallelism, which enables simultaneous processing of multiple data streams, are used to
optimize sensor fusion tasks in this project. These features make FPGAs highly suitable for real-
time, data-intensive applications like those in ITS.

The FPGA is designed to offload computation tasks from the RSU, taking over the heavy lifting
of sensor fusion and ID association. The main advantage of using FPGA is its ability to perform
parallel processing through customized circuits, significantly reducing the time required to
execute multiple sensor fusion operations simultaneously. The goal for the FPGA is to bring the
processing time down to 1 ms/frame. Currently, the Verilog design for the sensor fusion
algorithm is undergoing simulation and has yet to be synthesized and implemented on the FPGA
board.

This early work was peer reviewed and presented at the MobiUK 2024 [Che24].

5.3 STREET INTERSECTION EDGE UNIT (SINED)

The use of LiDAR in the intersection RSUs creates a unique opportunity. LIDAR systems are
environment-sensing devices that are similar in spirit to radars, but while the latter use
echolocation methods, LiDARs use laser sources that bounce off surfaces. A typical arrangement
is to place several laser sources as an array on the side of a rotating cylinder. The laser sources
in this device are not positioned perpendicularly to the surface. Instead, the top sources are
tilted upward at increasing angles, while the bottom sources are tilted downward. As a result,
the device’s laser beams can hit any object or surface within a 360-degree band around it.
Internally, a LIDAR calculates the position of the reflection point based on the round-trip time of
the laser pulse and its shooting direction. LiDARs also frequently register the relative intensity
of the reflected beam. In the end, LiDARs naturally combine visual and positional information
that would otherwise have to be captured via a fusion of camera and radar sensors. As an added
benefit, the data generated by LiDARs (also called "point clouds") provide features to distinguish
between different vehicle types while not allowing privacy-sensitive features—faces or license
plates—to be distinguished.

In practice, it is common to transmit a raw version of a point cloud over a network connection
by grouping the points into packets and sending them in a continuous stream. When an
application receives this stream, it first converts the network packets back into a logical
representation of the point cloud. After this conversion, the application typically segments the
points into static frames, where each frame represents a single revolution of the laser array. To
accurately represent movements on the scene, the application must perform these
conversions with low and consistent latency. Otherwise, the timing of the movements in the
rendered image may differ from their actual occurrence. This discrepancy is very problematic
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for latency-sensitive or real-time edge applications like those supported by SmartEdge.
Instead, we propose below some very innovative, low-code, hardware-accelerated framework
to handle LiDAR and point cloud data.

The high-level architecture of our solution, named Street Intersection Edge Unit (SINED) is
described in Figure 5-9 below. A hardware-accelerated LiDAR Processing Unit receives data from
connected LiDAR devices. The processing unit is able to process raw point cloud data received
from the LiDAR devices and can be programmed through a low-code Point Cloud Manipulation
Language (PCML). PCML is declarative and is compiled into low-level code. Various policies can
be implemented in software in this way.

UNIFR Conveqgs

PCML LiDAR Policy City —_—

Processing Runtime Policy
E Unit
HW Sw

<points, [raw features]> <objects, [high-level features]>

2V

Low-code programmability

Figure 5-9. High-level architecture of LIDAR processing acceleration: our Point Cloud Manipulation Language (PCML)
is a low-code, declarative language supporting hardware-accelerated processing of raw LiDAR data at the edge.
Using PCML and our dedicated runtime, several processing (and policies in the context of UC2) can be easily
implemented in software.

In practice, PCML expressions are executed by a dedicated runtime. This runtime must be
adapted to the computational restrictions of the RSU. Unfortunately, the CPU capacity in that
unit is not adequate to deliver the results on time, given the amount of processing necessary to
extract useful information from the network stream produced by the LiDAR. Therefore, instead
of generating a software binary from the features specifications, we provided a runtime
implemented on an FPGA within the RSU unit that is capable of evaluating the latter. Because
the number of features to extract is low, the FPGA area necessary for this runtime should be
adequate for the power and physical dimensions of the RSU unit. We are currently
experimenting with several low-power Xilinx FPGA units that are compatible with the
restrictions.

PCML Design

After discussing with the use-case owner, we decided to focus on filtering, detection and
classification of 3D objects (represented as parts of point clouds) in terms of basic primitives.
Advanced analytics pipelines are typically handled by deep learning algorithms nowadays. In the
context of LiDAR processing acceleration, we hence focus on computing the input
representation for such pipelines efficiently and with limited resources (as the processing will
take place on the edge of the network). In addition, we would like our language and runtime to
be as generic as possible to support a broad range of ML models and use-cases. Figure 5-10
illustrates this point by showing various representations generated from raw LiDAR data using
PCML that can be directly used by downstream ML algorithms.
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Build Representation
y

ML Blackbox (a) raw point cloud (b) voxelized point cloud (c) pseudo image (BEV)

Figure 5-10. Building the input representation of ML pipelines by processing point clouds into voxels or by
generating a bird's-eye view (BEV) from the raw data

We formalize our data and language as follows. We represent point clouds as multidimensional
structures, where each frame is mapped onto a distinct matrix. Columns in those matrices hold
simple features as output by the LiDAR, i.e., spherical coordinates (radius, azimuth, elevation) +
reflection intensity. Figure 5-11 (left) gives an illustration of our point cloud representation.
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Figure 5-11. Formalism for point cloud data representation (left), and some of its processing: building a new
representation by extracting new features (middle), and by grouping points from previous features (right)

Subsequently, two different kinds of processes can be applied on this base representation to
add new features through PCML:

1. By deriving a new feature based on unary or binary functions that are supported by our
runtime (see for example Figure 5-11, middle). The functions are applied on the values
taken from another feature in the matrix. Both feature extraction and annotation can
for example be supported through this feature.

2. By grouping points based on a set of features and aggregating values through a
dedicated aggregation function (see for example Figure 5-11, right). This works similarly
to aggregation (on multisets) in relational algebra / SQL. This changes the semantics of
the point cloud values and allows them to derive complex features or new point cloud
representations (see below for a concrete example).

The operations currently supported by our runtime for unary, binary, and aggregation
operations are listed in Figure 5-12:
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Figure 5-12. The unary, binary and aggregation functions currently supported by our hardware-accelerated PCML
runtime.

Bird's Eye View (BEV) Derivation

The first use-case we implemented is the derivation of a Bird's Eye View (BEV), directly from the
raw LiDAR data streamed at the edge and processed by our dedicated RSU. BEV derivation allows
us to generate a 2D map-like representation from raw 3D LiDAR data, vastly simplifying
subsequent processing and visualization of the data. More formally, we created the BEV by
defining a regular grid structure on the x and y planes (forming "pillars" as Figure 5-13 (left)
depicts). We then build a representation for each pillar based on all included points, e.g., by
extracting statistical information from all relevant values. Finally, we map the npillar
representation to the pixels of a BEV pseudo-image.
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Figure 5-13. Bird's Eye View (BEV) derivation: we define a regular grid on the x-y planes (‘pillars’), build a
representation for each pillar based on the included points, and map pillar aggregates to the pixels of a resulting
BEV representation.

More formally, the derivation unfolds as follows. We take as input a LiDAR point cloud frame [&)
@ ¢ Owith € points, each being described by Cartesian coordinates plus some reflection
intensity. We compute 2D ‘pixel index’ for each point:

[x,y,2,11 = [x,¥,2,1,x3p, ¥2p] Cx ¢

_ ¥ — %min _|Y — Vmin
Xop = |/ |- Yop = |————
y

with
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where Gy ‘g:0¥ oare minimal values of x/y coordinate respectively (given by the sensor’s field of
view and used to obtain positive pixel coordinates) and G, Gyare the length & width of the pillars
used to derive the BEV.

We then compute ‘pixel indices’ for each point; we group points by pixel indices and aggregate
information across each group as follows:

[%,,2,1,X2p,¥2p] = [X2p, ¥2p, mean(l), max(z)]

This results in a BEV outcome with two channels: (mean reflection intensity, z coordinate of the
highest point in the pillar), as depicted in Figure 5-13 (right).

RESULTS

We have implemented and tested a full-featured version of our unit that we will demonstrate
at SIGMOD 2025 [Pfi25]. Our solution takes the point stream from a parser as input and feeds it
to the configured pipeline. The pipeline consists of an arbitrary number of processing elements
(PEs), each applying some defined processing to the incoming elements. We implement three
types of PEs, each able to implement a family of expressions: (1) filter processing elements
(FPEs), (2) arithmetic processing elements (ArPEs), and (3) aggregation processing elements
(AggPEs). We can configure the PEs independently from each other. We further use a crossbar
as a scheduling approach to arrange them arbitrarily in a pipeline.

Figure 5-14 gives a high-level overview of our architecture (from [Pfi25]): A logical expression
(on top of the figure) is made of a composition of operator instances. The mapping of the
expression’s operators into available processing elements is then depicted (middle of the figure).
The interconnect element can pipeline the processing elements required by the expression by
connecting the elements’ inputs and outputs, effectively implementing the data flow underlying
an expression. The hardware can ingest, parse, process, deparse, and emit raw point clouds
thanks to data transmission and formatting elements (bottom of the figure).

98



0:r, 1:, 2:0, 3:1, 6: —2 5. 9=0min 4:0—-0,,in

; resg " resp
PROJ(16),[5].[0]) (ALU(di0,[1] res, ) (ALU(div,[4]resg) (ALU(sub,[2],6min) (C))))

compilation

process - N
don 5on  6on | coumn
C-—» Aith \~» Arth > Arth > selecton > FV
ElemA | ElemB  ElemC  Deparsing

Arithmetic | Filter i
etic ; Aggregation
Processing ;ging netic Processing |" p?gceising
Element .~ Ssing Element 5ing Element
nent nt

Palicus Lidar Processing Unit

transmission/ formatting elements relational elements [ | 3D element

Figure 5-14. High-level overview of our resulting architecture: A logical expression (top of the figure) is mapped onto
the available processing elements available on our platform

Figure 5-15 gives the results, in terms of latency, of five pipelines implemented on our platform
(from Pfi25b). The CONV pipeline replaces the LiDAR coordinates with Cartesian coordinates. It
does not contain any processing elements from the LPU as the parsing module handles
coordinate-conversion. The Rol pipeline adds a single FPE to the pipeline to filter out invalid
measurements. The DM (1) and DM (2) pipelines each build a depth map of the scene. The DM
(1) pipeline allows for negative pixel coordinates and only requires one ArPE. The DM (2) pipeline
comprises one FPE and two ArPEs. The BEV pipeline combines all three types of processing
elements to build bird's eye view of the scene.

CONV Rol DM(1) DM(2) BEV
mean 30 s 392pus 394 pus 394 pus  46.143 ms
median | 299 us 296 us 299 us 299 us  47.705 ms

Figure 5-15. Overall latency of five pipelines implemented on our platform

Overall, the results are on par with our expectations and show that we can leverage our solution
for real-time processing on LiDAR data in our context.
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5.4 EDGE ACCELERATION OF LIDAR FRAME TRANSMISSION WITH IN-NETWORK MACHINE
LEARNING

In real-time vehicle perception, timely and stable LiDAR data transmission to the network edge
is vital for accurate object detection. Yet, wireless link variability and vehicle mobility cause
unavoidable packet loss and latency jitter, undermining both the timeliness and accuracy of
perception. Existing V2X frameworks like EMP [Zha21] and Soar [Shi24] focus on data reduction
or mobility support for LiDAR frame transmission but struggle with unstable transmissions due
to network fluctuations.

The proposed solution [Qia25] in SmartEdge involves a mechanism driven by In-Network
Machine Learning (IN-ML), which employs dual-link packet duplication, cloning packets across
Wi-Fi and cellular links, with receivers retaining the first-arriving replica. An IN-ML component
dynamically detects performance degradation and activates duplication, operating on
programmable edge devices with minimal latency overhead [Zhe23]. Evaluations with public
datasets demonstrate a 50% reduction in transmission latency, ensuring robust performance for
critical vehicular applications. The mechanism provides network operators flexibility to deploy
and tailor V2X data transmission solutions. The main contributions are as follows.

e AnIN-ML plugin with a trainable decision tree was developed to dynamically detect and
activate packet duplication for transmission performance degradation.

e A dual-link packet duplication function was designed for programmable edge devices
and vehicles, requiring no additional header encapsulation.

e The mechanism was implemented and tested with public datasets, demonstrating
significant latency improvements and practical deployment guidance for V2X scenarios.

Implementation. The data plane code is written in P4 using the vimodel architecture and
prototyped on a programmable device, leveraging the Planter framework [Zhe24-2] for
automated IN-ML model training and P4 code generation. The sender-side packet duplication
and receiver-side deduplication functions (see Figure 5-16), along with server functionality, are
implemented in Python. Network emulation is conducted using Mininet with a dual-link
topology (Wi-Fi and cellular). The IN-ML component uses a decision tree model trained offline
to detect network congestion and trigger packet duplication dynamically.
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Figure 5-16. The proposed IN-ML driven packet duplication function pair

Network Setup. The deployment features a client laptop (Ubuntu 22.04) running a RESTful client
to post LIiDAR frames and a server PC (Ubuntu 20.04/WSL, NVIDIA RTX 3090 GPU, 64GB memory)
processing frames with the PointPillars algorithm [Lan19]. A dual-link network is emulated in
Mininet with 300 Mbps bandwidth, 30 ms end-to-end delay (5 ms standard deviation), and
0.05% packet loss ratio per link. The client sends frames to the server via a P4/BMv2 topology,
simulating vehicle-to-edge communication.

Dataset. The evaluation uses the KITTI dataset [Geil3] for LiDAR frame transmission, providing
realistic point cloud data for vehicle perception tasks.

Evaluation Metrics. The evaluation focuses on system performance metrics, including
transmission latency and performance robustness under varying network conditions and frame
sizes, ensuring suitability for real-time vehicle perception.

Performance Results. Dual-link packet duplication reduces LiDAR frame transmission time by
approximately 50%, with enhanced robustness against packet loss and delay fluctuations, as
shown in Figure 5-17 (a).
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Figure 5-17. Comparison between different congestion control algorithms

The TCP congestion window exhibits fewer reductions and faster recovery with duplication,
particularly with BBR outperforming CUBIC, as illustrated in Figure 5-17 (b). For frame sizes of
1802 KB, 480 KB, and 120 KB, transmission times decrease significantly, with the 120 KB frame
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achieving ~100 ms latency. Encoded 38 KB frames, requiring 41.3 ms preprocessing and 19.12
ms decoding, save at least 50 ms in transmission delay, as shown in Figure 5-18, offsetting
processing overhead. Performance remains stable across varying bandwidth, delay, and packet
loss conditions, with delay reduction being the most impactful. Figure 5-18 demonstrates the
packet duplication mechanism’s ability to mitigate network uncertainties by reducing
transmission times for encoded LiDAR frames, ensuring robust performance in high-mobility
scenarios. By leveraging dual links, the mechanism minimizes packet loss and delay fluctuations,
maintaining real-time vehicle perception accuracy. This approach balances reliability and
efficiency, supporting critical V2X applications like collision avoidance.
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Figure 5-18. Comparison of encoded frame transmission with (w/) and without (w/o) packet duplication

This work was peer-reviewed and presented at the 8th International Workshop on Edge
Systems, Analytics and Networking (EdgeSys 2025).
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6 CONCLUSIONS

Deliverable D4.3 marks the successful finalization of WP4 activities in the SmartEdge project,
demonstrating significant progress in the design, implementation, and validation of advanced
networking and edge computing capabilities. The following key conclusions can be drawn:

Effective Swarm Management

WP4 successfully implemented mechanisms for automatic discovery and dynamic swarm
formation, achieving near real-time orchestration of heterogeneous edge nodes. This provides
a solid foundation for scalable and adaptive networked systems at the edge.

Robust Embedded Security

The integration of programmable security features, including in-network anomaly detection and
P4-based access control, has proven effective in mitigating threats such as DDoS attacks. The
embedded security design ensures a distributed and real-time response to network threats,
enhancing the trustworthiness of SmartEdge deployments.

Hardware-Accelerated Edge Processing

The use of DPUs, FPGAs, and programmable switches has enabled efficient in-network
processing, reducing latency and improving performance. These hardware-accelerated
operations are essential for meeting the demands of large-scale and high-performance edge
environments.

Integration and Readiness of WP4 Components

All key artefacts developed under WP4—such as the Swarm Coordinator, Access Point Manager,
and in-network security components—have been integrated into a cohesive suite. Their
development status and interoperation demonstrate readiness for deployment in real-world
scenarios.

Positive Performance Outcomes

The deliverable shows substantial progress toward achieving WP4 KPIs, including reduced
swarm formation times, improved end-to-end latency, and scalable security performance. While
some optimization is ongoing, the results validate the technical approaches and provide
confidence in their scalability and effectiveness.

Real-World Applicability

Demonstrated cases in smart factories and intelligent transportation systems illustrate the
versatility and practical relevance of WP4 technologies. This highlights their potential impact
across a range of SmartEdge applications and future deployments.
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