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EXECUTIVE SUMMARY 
The SmartEdge project delivers a validated, innovative, end-to-end framework for semantic-driven 

edge intelligence, enabling the design, deployment, and orchestration of distributed applications 

across heterogeneous edgeςcloud environments. The solution integrates semantic modelling, 

dynamic swarm networking, and low-code programming paradigms to address the increasing 

complexity of data-intensive, latency-critical applications in domains such as automotive, 

manufacturing, and healthcare. 

SmartEdge introduces a semantic abstraction layer based on knowledge graphs (KGs) that unifies 

heterogeneous data sources, device capabilities, and network conditions into a machine-interpretable 

representation. This enables domain experts to define system behaviour declaratively, while the 

platform automatically translates high-level intents into optimized distributed execution workflows. 

This paradigm significantly reduces development complexity and enhances adaptability in dynamic 

environments. 

The architecture is structured around three main technological pillars: 

¶ Continuous Semantic Integration (WP3): 

Provides mechanisms to transform multimodal sensor data (e.g., LiDAR, video, IoT streams) 

into semantically enriched representations using RDF and standardized ontologies. This 

guarantees interoperability, contextual awareness, and consistent data fusion across 

distributed components. 

¶ Dynamic Swarm Networking (WP4): 

Enables the autonomous formation and orchestration of device swarms across edge 

infrastructures. The solution incorporates programmable networking, in-network processing, 

and where possible also hardware acceleration (e.g., DPUs, FPGAs) to achieve low-latency 

communication, scalable coordination, and built-in security mechanisms, including anomaly 

detection and traffic isolation. 

¶ Low-code Programming Tools for Edge Intelligence (WP5): 

Introduces a semantic low-code toolchain and runtime environment that allows developers 

to define distributed applications using declarative models. The system automatically handles 

task orchestration, resource allocation, and execution optimization across edge and cloud 

resources, achieving significant improvements in latency, scalability, and resource efficiency. 

The innovative SmartEdge solution has been validated through six industrial use cases spanning three 

major domains: (i) intelligent transportation systems (ADAS testing and V2X communication), (ii) 

smart manufacturing (robotics, anomaly detection, and production interoperability), and (iii) digital 

health (personal virtual assistants and rehabilitation systems). 

¶ UC1 ς Smart Vehicle Test Case Generation for ADAS 

This use case addresses the scalability and complexity of validating advanced driver-assistance 

systems (ADAS). SmartEdge enables the transformation of heterogeneous sensor data (e.g., 

LiDAR, video, geospatial data) into semantic representations of traffic scenes, which are used 

to automatically generate structured and replayable test scenarios. The system leverages 

edge swarms of sensing and processing nodes to collect, synchronize, and enrich distributed 

data, enabling large-scale scenario generation with high realism. This approach improves 

coverage of rare and safety-critical edge cases while significantly reducing testing time and 

cost. 
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¶ UC2 ς Smart Vehicle-to-Infrastructure 

UC2 demonstrates SmartEdge in vehicle-to-infrastructure (V2X) environments, enabling real-

time data exchange between vehicles and roadside units. The platform supports dynamic 

swarms of vehicles and infrastructure nodes, where data is processed and fused at the edge 

to provide low-latency situational awareness. Semantic interoperability ensures consistent 

interpretation of events across heterogeneous systems, while swarm coordination enables 

cooperative decision-making and improved traffic safety. The solution reduces 

communication overhead and enhances responsiveness in complex urban scenarios. 

¶ UC3 ς Smart Factory Mobile Robotics 

This use case validates SmartEdge in the context of industrial mobile robotics, where fleets of 

autonomous robots operate in dynamic production environments. The system enables 

swarm-based coordination of robots, allowing them to share data, distribute tasks, and adapt 

to changing conditions in real time. Edge processing supports low-latency decision-making, 

while semantic models enable consistent interpretation of operational context across devices. 

The result is improved efficiency, flexibility, and robustness in automated manufacturing 

workflows. 

¶ UC4 ς Smart Factory: Low-code Edge Intelligence 

UC4 focuses on the application of semantic low-code programming tools to industrial edge 

environments. SmartEdge enables the orchestration of heterogeneous device swarms, 

including machines, sensors, and control systems, through declarative workflows. The 

platform supports real-time data analytics, interoperability across different standards, and 

dynamic adaptation of production processes. This significantly reduces development effort 

while enabling flexible and scalable deployment of edge intelligence in manufacturing. 

¶ UC5A ς Smart Healthcare with Personal Virtual Assistants 

This use case applies SmartEdge to personalized healthcare services, focusing on virtual 

assistants that interact with users in real time. The system relies on distributed swarms of 

edge devices and services to process multimodal user data locally, ensuring low latency and 

privacy preservation. Semantic integration enables context-aware assistance, while swarm 

coordination supports the seamless interaction of multiple components, including sensors, 

user interfaces, and backend services. 

¶ UC5B ς Smart Health Rehabilitation 

This use case addresses digital rehabilitation services, where patient monitoring and feedback 

must be delivered in real time. SmartEdge enables coordinated swarms of sensing and 

processing nodes to track patient activity and generate adaptive feedback based on semantic 

interpretation of movement and health data. The system supports personalized therapy, 

continuous monitoring, and improved responsiveness, enhancing both the effectiveness and 

scalability of rehabilitation processes. 
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1. INTRODUCTION 

¢Ƙƛǎ ǎŜŎǘƛƻƴ ǇǊƻǾƛŘŜǎ ŀƴ ƻǾŜǊǾƛŜǿ ƻŦ ǘƘŜ ǎƛȄ {ƳŀǊǘ9ŘƎŜ ǳǎŜ ŎŀǎŜǎ ǘƘǊƻǳƎƘ ǿƘƛŎƘ ǘƘŜ ǇǊƻƧŜŎǘΩǎ 

architectural concepts, functional requirements, and enabling technologies are validated. The use 

cases were originally defined in the project proposal and formalised in D2.2 Final Definition of 

Requirements, Architecture, and Demo Plans. Their implementation status and technical progress are 

documented in D6.1 Lab Validated SmartEdge 1.0 Solution, while exploitation plans and innovation 

pathways are detailed in MS7.3-4 Exploitation Results. 

The use cases collectively demonstrate how the SmartEdge toolchainτcomprising semantic 

modelling, continuous semantic integration, dynamic swarm networking, and low-code programming 

supportτoperates across heterogeneous mobility, industrial, and healthcare domains. Notably, 

during the course of the project, the originally planned UC5 was divided into UC5A and UC5B, 

reflecting the need for two distinct validation paths within the healthcare domain. 

UC1 ς ADAS Semantic Testing and Scenario Generation 

UC1 validates SmartEdge in the context of advanced driver-assistance systems (ADAS), where rigorous 

and comprehensive testing procedures are essential. The use case concerns the semantic enrichment 

of traffic scenes and the automated generation of structured test scenarios derived from 

heterogeneous sensory inputs, including video, LiDAR, and geospatial data. 

The SmartEdge semantic models, DataOps pipelines, and streaming artefacts enable the 

transformation of raw sensory data into machine-interpretable graph representations that can 

incorporate external knowledge sources such as traffic regulations and constraint specifications. As 

demonstrated in D6.1, the project has implemented core capabilities for object recognition, spatial-

relation extraction, and real-time semantic data streaming. In parallel, the remote-rendering 

component enables the generation of virtual traffic scenes from geodata, supporting scalable and 

repeatable test-case synthesis. 

¦/м ǘƘŜǊŜōȅ ǾŀƭƛŘŀǘŜǎ {ƳŀǊǘ9ŘƎŜΩǎ ŀōƛƭƛǘȅ ǘƻ ǊŜŘǳŎŜ ŜƴƎƛƴŜŜǊƛƴƎ ŜŦŦƻǊǘ ƛƴ !5!{ ǘŜǎǘ ŘŜǾŜƭƻǇƳŜƴǘΣ 

improve semantic completeness, and support the automated derivation of complex driving scenarios. 

UC2 ς Smart City: I2V/V2I Intelligence Swarm 

¦/н ƛƴǾŜǎǘƛƎŀǘŜǎ {ƳŀǊǘ9ŘƎŜΩǎ ŀǇǇƭƛŎŀōƛƭƛǘȅ ǿƛǘƘƛƴ ƛƴǘŜƭƭƛƎŜƴǘ ǘǊŀƴǎǇƻǊǘ ǎȅǎǘŜƳǎ όL¢{ύΣ ƛƴ ǇŀǊǘƛŎǳƭŀǊ ŀǘ 

signalised intersections where low latency, safety, and interoperability are critical. The use case 

implements a distributed intelligence swarm formed by vehicles, roadside units, and infrastructure 

sensors. 

A key demonstration scenario defined in D2.2 is active option-zone management, which aims to 

reduce rear-end collision risks by dynamically optimising the termination of the green signal phase. 

SmartEdge components facilitate semantic enrichment of infrastructure-based multimodal sensors 

(includes camera, radar, loop etc), dynamic swarm formation, and privacy-preserving, resource-

efficient vehicleςinfrastructure communication. 

D6.1 reports successful integration of multiple SmartEdge artefacts supporting semantic data 

exchange and coordination logic. Furthermore, MS7.3 identifies significant exploitation potential for 

the Intelligent Roadside Unit developed for UC2, which incorporates hardware acceleration and multi-

sensor fusion aligned with real-world ITS requirements. 
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UC3 ς Smart Factory with Autonomous Mobile Robots (AMRs) 

UC3 demonstrates SmartEdge in a highly dynamic industrial environment where fleets of Autonomous 

Mobile Robots (AMRs) must collaborate to fulfil material-handling and production-support tasks. The 

use case focuses on cooperative navigation, obstacle management, and semantic perception based 

on shared spatial maps and distributed sensing. 

The SmartEdge swarm-networking functions, semantic data models, and runtime services allow AMRs 

and fixed ceiling-mounted sensors to exchange contextual information and execute coordinated 

behaviour. D6.1 confirms successful validation of initial semantic device-integration mechanisms, low-

code configuration workflows, and early prototypes for automated obstruction detection. 

¦/о ǇǊƻǾƛŘŜǎ ŀ ǊŜŀƭƛǎǘƛŎ ƛƴŘǳǎǘǊƛŀƭ ǘŜǎǘōŜŘ ŦƻǊ ŜǾŀƭǳŀǘƛƴƎ {ƳŀǊǘ9ŘƎŜΩǎ ŎŀǇŀŎƛǘȅ ǘƻ ǊŜŘǳŎŜ ŎƻƴŦƛƎǳǊŀǘƛƻƴ 

effort, enable autonomous multi-robot cooperation, and adapt to rapidly changing factory layouts. As 

described in MS7.3, a field deployment is planned in an operational manufacturing facility, 

underscoring the exploitation potential of this use case. 

 

UC4 ς Low-Code Edge Intelligence Demonstrator (Siemens Production Line) 

¦/п ŜǾŀƭǳŀǘŜǎ {ƳŀǊǘ9ŘƎŜΩǎ ƭƻǿ-code programming and semantic-orchestration capabilities in a 

modular production-line environment. The use case integrates PLCs, NPUs, cameras, conveyors, and 

IoT devices into a unified semantic framework through which data flows and application logic can be 

specified using high-level Recipes. 

The semantic RecipeςThing Description matching mechanism provides automated discovery and 

configuration of devices, while the Mendix-based low-code toolchain enables non-expert users to 

deploy and adapt edge-intelligence workflows. D6.1 documents partial completion of this capability 

and validation of low-code configuration across several device types, demonstrating meaningful 

reductions in engineering effort. 

¦/п ǘƘǳǎ ǎŜǊǾŜǎ ŀǎ ŀ ƪŜȅ ŜǾŀƭǳŀǘƛƻƴ ǎŎŜƴŀǊƛƻ ŦƻǊ {ƳŀǊǘ9ŘƎŜΩǎ ƛƴǘŜǊƻǇŜǊŀōƛƭƛǘȅ ŀƴŘ ǳǎŀōƛƭƛǘȅ ƎƻŀƭǎΣ 

particularly in industrial settings where reconfigurability and vendor-agnostic integration are 

essential. 

 

UC5A ς Smart Health: Individual Health Monitoring with Personal Virtual Assistants 

UC5A demonstrates how SmartEdge can address one of Europe's most pressing societal challenges: 

the growing demand for scalable, intelligent care for an ageing population. In Long-Term Care 

Facilities (LTCF), where caregiver shortages are acute and early detection of health deterioration is 

critical, UC5A shows that a swarm of wearable devices, environmental sensors, and Personal Virtual 

Assistant (PVA) digital twins can continuously monitor residents' health and living conditions 

automatically, in near real-time, and without centralised data collection. 

Each resident's PVA maintains a live digital health twin; collectively they form a Group Virtual Assistant 

capable of detecting facility-wide risks such as environmental hazards or early signs of disease spread. 

The final demonstration validated this architecture at scale across hundreds of emulated devices, 

confirming that all health-domain KPIs covering semantic integration performance, personalised 
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anomaly detection accuracy, data transmission reliability, and group condition detection were met or 

exceeded.  

UC5A establishes that SmartEdge's low-code, semantics-driven toolchain is directly applicable to 

healthcare settings where privacy, reliability, and real-time responsiveness are non-negotiable. For 

care facilities across Europe, this translates into earlier clinical intervention, reduced burden on 

caregivers, and a technically validated path toward deploying intelligent health monitoring at the point 

of care. 

UC5B ς Smart Health: Group Condition Monitoring and Coordinated Activity Assessment 

UC5B extends the Smart Health domain to group-level scenarios, such as collective exercise sessions 

ƻǊ ŎƻƻǊŘƛƴŀǘŜŘ ƳƻƴƛǘƻǊƛƴƎ ǘŀǎƪǎ ƛƴ [¢/CǎΦ ¢ƘŜ ǳǎŜ ŎŀǎŜ ŜȄŀƳƛƴŜǎ {ƳŀǊǘ9ŘƎŜΩǎ ŀōƛƭƛǘȅ ǘƻ ƻǊŎƘŜǎǘǊŀǘŜ 

multi-node sensor fusion, cooperative analytics, and distributed feedback generation. 

{ƳŀǊǘ9ŘƎŜΩǎ ǎŜƳŀƴǘƛŎ ǊŜŀǎƻƴƛƴƎ ŎƻƳǇƻƴŜƴǘǎ ŀƴŘ ƭƻǿ-code orchestration mechanisms support the 

automatic generation of coordination logic and facilitate dynamic swarm formation during group 

activities. According to the progress documented in D6.1, foundational components for multi-resident 

monitoring, including sensor-integration pipelines and feedback loops, have been implemented. 

UC5B further assesses SmartEdge through comparisons with human-supervised baselines, thereby 

demonstrating its potential to enhance physiotherapist-supported activity guidance and ensure safe, 

scalable, group-level monitoring. 

 

Consolidated Role of Use Cases in SmartEdge Validation 

Across UC1 through UC5B, the use cases collectively validate the architectural and functional elements 

defined in D2.2 and provide empirical evidence of the maturity reached in SmartEdge 1.0 and 2.0. 

¢ƘŜȅ ǾŜǊƛŦȅ ǘƘŜ ǎȅǎǘŜƳΩǎ ŀōƛƭƛǘȅ ǘƻ Ƴŀƛƴǘŀƛƴ ǎŜƳŀƴǘƛŎ ƛƴteroperability, support adaptive swarm 

coordination, reduce systems-integration effort, and deliver distributed intelligence close to where 

data is generated. 

The diversity of domainsτautomotive, urban mobility, manufacturing, and healthcareτensures that 

SmartEdge is evaluated under a broad range of operational conditions. The integration and KPI-

oriented assessments reported in D6.1, combined with the exploitation pathways identified in MS7.3, 

confirm the technical robustness and cross-sector applicability of the SmartEdge solution as presented 

in this deliverable. 

 

Overall innovation 

SmartEdge was not conceived as a monolithic platform or a fixed architecture to be deployed 

identically across all domains. Instead, it provides a toolbox of interoperable semantic, 

networking, orchestration, security and edge-intelligence artefacts that can be selectively 

combined according to the requirements of each application scenario. Consequently, the 

objective of the final validation was not simply to demonstrate individual use-case 

functionality, but to demonstrate how different combinations of SmartEdge artefacts can 

address diverse operational requirements while preserving interoperability, scalability, security 

and low-code programmability. 
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The use cases therefore acted as validation environments for different subsets of SmartEdge 

technologies. Each pilot selected and integrated the artefacts that were most relevant to its 

requirements, allowing the consortium to evaluate not only domain-specific outcomes but also 

the effectiveness, flexibility and reusability of the SmartEdge technology stack across 

heterogeneous application domains. 

An example is provided by the Continuous Semantic Integration (CSI) framework and the 

associated semantic artefacts developed in WP3. Rather than relying on domain-specific data 

models and custom integration logic, SmartEdge introduced a common semantic layer based 

on RDF knowledge representations, standardized semantic interfaces, Web of Things (WoT) 

descriptions, Knowledge Graph repositories and Semantic Recipes. These artefacts enable 

heterogeneous physical devices, software services and data sources to expose their capabilities 

through machine-interpretable semantic descriptions, independently of the underlying 

communication protocols, hardware platforms or application domains. The same semantic 

framework was reused across manufacturing, mobility and healthcare scenarios. In 

manufacturing environments, semantic models were used to describe robots, production 

equipment, sensors and operational processes. In mobility scenarios, the same mechanisms 

represented cameras, roadside units, LiDAR systems and traffic-management services. In 

healthcare deployments, physiological sensors, patient-monitoring services and digital-

assistant components were integrated through identical semantic abstractions. Despite the 

substantial differences between these domains, all assets were represented using the same 

semantic concepts and stored within the same Knowledge Graph infrastructure. A key 

innovation was the introduction of Semantic Recipes, which provide a declarative description 

of application requirements, expected capabilities and orchestration constraints. Instead of 

hard-coding device-specific integrations, applications specify the functionality they require, 

while the CSI framework automatically identifies compatible devices and services through 

semantic matching mechanisms. This enables late binding between application requirements 

and available resources, significantly reducing integration effort and increasing portability 

across deployment environments. The Knowledge Graph Repository further acts as a common 

contextual information layer, maintaining semantic descriptions of devices, services, 

capabilities and relationships among them. This allows orchestration components to perform 

reasoning over the available resources and dynamically discover suitable assets at runtime. As 

a result, the same orchestration mechanisms can operate across fundamentally different 

environments without requiring domain-specific modifications. Consequently, SmartEdge 

demonstrated that semantic interoperability can be treated as a reusable technological 

capability rather than as a use-case-specific engineering effort. Instead of developing separate 

integration solutions for each pilot, the project validated that a common set of semantic 

artefacts can support heterogeneous devices, sensors and software services across multiple 

domains while preserving a uniform orchestration and execution model. 

Another example is provided by the low-code orchestration environment developed in WP5. 

Rather than treating application development as the implementation of domain-specific 

software components tightly coupled to particular devices, communication protocols or 

execution platforms, SmartEdge introduced a semantic low-code execution model that 

separates application intent from deployment and execution concerns. The SmartEdge Low-

Code IDE allows developers to describe application behaviour through declarative Semantic 

Recipes and high-level processing constructs. These specifications capture functional 

requirements, data dependencies, QoS constraints and orchestration policies without requiring 

explicit knowledge of the underlying hardware and software infrastructure. The resulting 
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application descriptions are transformed into machine-processable execution graphs that 

represent data flows, processing operators, communication patterns and deployment 

dependencies across the deviceïedgeïcloud continuum. The SmartEdge Runtime Engine then 

performs semantic resolution, resource discovery and deployment planning by matching 

application requirements against available capabilities exposed through the CSI framework. 

This late-binding mechanism allows the same application specification to be deployed on 

different combinations of sensors, edge devices, cloud resources and networking 

infrastructures without requiring application redesign. Device heterogeneity is therefore 

abstracted from the application developer and handled automatically by the orchestration layer. 

Another key innovation is the Runtime Optimizer, which translates the high-level execution 

graph into optimized deployment plans and can dynamically decide where individual operators 

should be executed. Processing stages may be assigned to CPUs, GPUs, SmartNICs, 

programmable switches or FPGA-based accelerators according to resource availability, latency 

constraints and workload characteristics. Internally, workflows are represented as Directed 

Acyclic Graphs (DAGs), enabling graph-level optimization, operator fusion, execution 

reordering, resource-aware scheduling and hardware-aware placement strategies. This 

architecture was validated across multiple application domains with substantially different 

requirements. Industrial monitoring and collaborative robotics scenarios required deterministic 

execution and distributed coordination of heterogeneous edge devices. Mobility applications 

required low-latency stream processing, sensor fusion and dynamic adaptation to changing 

network conditions. Healthcare scenarios required privacy-preserving execution and 

integration of heterogeneous physiological sensors and digital-assistant services. Despite these 

differences, the same Runtime Engine, Runtime Optimizer, Semantic Recipes and 

orchestration framework were reused without modifying the underlying programming model. 

The resulting separation between application intent, orchestration logic and execution 

infrastructure constitutes one of the main research novelties of SmartEdge. Instead of 

developing dedicated software stacks for each domain, the project demonstrated that semantic-

driven orchestration, graph-based workflow optimization and low-code programming can 

provide a reusable execution framework across heterogeneous environments. This approach 

reduced application configuration and integration effort by up to 70ï90%. 

 

2. TECHNOLOGICAL BACKGROUND 

2.1. ABOUT TECHNOLOGIES USED IN SMARTEDGE 
The SmartEdge platform integrates a diverse set of advanced technologies to enable semantic-driven, 

low-code edge intelligence across heterogeneous deviceςedgeςcloud environments. These 

technologies span multiple layers, including semantic data integration, AI-based perception, 

distributed systems, networking, and orchestration. Together, they form a cohesive toolchain that 

supports the full lifecycle of intelligent edge applications. 

Semantic Technologies and Knowledge Representation: A core pillar of SmartEdge is the use of 

Semantic Web technologies to ensure interoperability across heterogeneous devices and data 

sources. The platform relies on standardized data models and ontologies, enabling machine-

interpretable descriptions of devices, capabilities, and application logic. Continuous Semantic 
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Integration (CSI) provides unified access to data through standardized interfaces and semantic 

annotations, facilitating integration across different protocols and formats. 

 Key technologies include: 

¶ RDF, SPARQL, and SHACL for semantic data modeling and querying 

¶ Knowledge Graphs (KG) for storing and managing contextual knowledge 

¶ W3C Web of Things (WoT) and OPC UA for standardized device descriptions and 

interoperability 

These technologies enable semantic discovery of device capabilities and automated matching of 

application requirements with available resources. 

DataOps and Semantic Data Processing: SmartEdge employs DataOps pipelines to process and 

integrate heterogeneous data streams. Data from sensors and devices is transformed into a unified 

semantic representation (e.g., RDF streams), allowing seamless fusion and downstream processing. 

 The DataOps toolbox supports: 

¶ Declarative pipeline specification and deployment 

¶ Transformation of heterogeneous data into unified semantic formats 

¶ Reusable and modular pipeline components for edge and cloud environments 

This approach ensures scalability, interoperability, and efficient handling of multimodal data across 

distributed environments. 

Artificial Intelligence and Edge Analytics: Artificial Intelligence (AI) and Machine Learning (ML) 

technologies are central to SmartEdge, particularly for edge-based perception and analytics. 

Components such as Visual Scene Understanding (VSU) process raw sensor data (e.g., video and 

LiDAR) locally and convert it into structured semantic representations, reducing bandwidth 

requirements and enabling real-time decision-making. 

AI-related technologies include: 

¶ Deep learning models for object detection and scene understanding 

¶ Multimodal data fusion for combining sensor inputs 

¶ Distributed inference across edge nodes 

¶ Semantic enrichment of AI outputs for downstream reasoning 

By performing computation at the edge, SmartEdge minimizes latency and reduces reliance on 

centralized processing. 

Low-Code Programming and Declarative Technologies: SmartEdge introduces a low-code 

programming paradigm that simplifies the development of distributed edge applications. This is 

achieved through declarative programming models and domain-specific languages (DSLs), allowing 

domain experts to define application logic without deep programming expertise. 

Key elements include: 

¶ Semantic DSLs and Recipes to describe application workflows 

¶ Low-Code IDE and Mendix-based toolchain for visual application design 

¶ Declarative configuration of pipelines and workflows 

¶ Dynamic Knowledge Graphs to link application logic with runtime context  
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This abstraction reduces development complexity and enables rapid prototyping and deployment of 

edge intelligence applications. 

 Swarm Intelligence and Distributed Orchestration: SmartEdge leverages swarm intelligence 

principles to enable dynamic collaboration among distributed nodes. Applications are executed across 

multiple edge devices that form adaptive swarms, capable of reconfiguring in response to changing 

conditions. 

Technologies supporting this include: 

¶ Adaptive coordination and orchestration mechanisms 

¶ Recipe-based task allocation and execution 

¶ Runtime discovery of devices and capabilities 

¶ Distributed execution without centralized control 

This enables scalable and resilient operation across heterogeneous environments. 

Advanced Networking and Hardware Acceleration: To support high-performance data exchange and 

distributed execution, SmartEdge incorporates advanced networking and hardware technologies. 

These include: 

¶ Declarative Remote Direct Memory Access (D-RDMA) for efficient data transfer 

¶ Compute Express Link (CXL) for memory and resource sharing 

¶ P4-based programmable networking for in-network processing and traffic control 

¶ VXLAN and secure communication protocols for network isolation and security 

These technologies enable low-latency communication, efficient resource utilization, and secure 

swarm networking. 

Runtime Environment and Execution Framework: The SmartEdge Runtime provides the execution 

environment for deploying and managing applications across the edgeςcloud continuum.  

It supports: 

¶ Resource management and scheduling 

¶ Execution of semantic workflows and test scenarios 

¶ Synchronization across distributed nodes 

¶ Containerized deployment on heterogeneous platforms 

The runtime integrates seamlessly with orchestration components such as the Test Case Runner, 

enabling automated execution of complex scenarios. 

Integration Across the EdgeςCloud Continuum: All technologies in SmartEdge are designed to operate 

cohesively across the deviceςedgeςcloud continuum. The platform combines: 

¶ Semantic integration (WP3) in Section 2.2 

¶ Secure and dynamic networking (WP4) in Section 2.3 

¶ Low-code programming and orchestration (WP5) in section 2.4 

This integrated architecture enables end-to-end intelligent workflows, from data acquisition and 

semantic processing to distributed execution and adaptive orchestration. 
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2.2. CONTINUOUS SEMANTIC INTEGRATION (WP3) 

2.2.1. Introduction 

Work Package 3 (WP3) introduced the concept of Continuous Semantic Integration (CSI) through 

three main tasks: 

I. edge semantics with standardized interfaces for IoT devices; 

II. a DataOps toolbox for continuous semantic integration; 

III. a declarative, low-code approach for creating and orchestrating swarm apps based on 

Recipes. 

CSI was developed to simplify integration of heterogeneous IoT data and enable low-effort application 

development. IoT devices differ in capabilities, protocols, and data formats, making integration 

challenging. CSI addresses this by providing standardized communication interfaces and semantic 

descriptions of data, devices, and applications at the edge. For example, device capabilities and data 

are described using machine-interpretable vocabularies and exposed via unified interfaces. 

CSI is key for low-code development: it supports semantic discovery of device skills, matches them 

with application requirements, and ensures uniform access to diverse data formats. With CSI, 

SmartEdge enables easy development of low-code applications. 

The concept was designed based on SmartEdge use case requirements (see D2.2) and implemented 

in deliverables D3.1ςD3.3. These results supported initial lab tests and validation in WP6 (see D6.1). 

This deliverable reports on the full validation of the WP3 contribution through its application in the 

ǇǊƻƧŜŎǘΩǎ ǳǎŜ ŎŀǎŜǎ ŀƴŘ YtLǎΦ 

2.2.2. Objectives and KPIs 

The objectives are: 

¶ Provide the Edge semantics, i.e., standardized semantic interfaces for SmartEdge 

o Provide the design and implementation of a set of standard interfaces for the 

SmartEdge middleware.  

o Provide the mapping of brownfield data models and data using semantic-ready and 

machine-interpretable serializations. 

¶ Provide a DataOps toolbox for continuous semantic integration 

o Design and implement a DataOps tool for continuous integration of devices and 

applications, enabling seamless deployment from cloud to edge. 

o Support scalable data integration from diverse sources across cloud and edge 

environments, with integration into Mendix as a low-code platform. 

¶ Provide a declarative approach for creation and orchestration of apps based on swarm 

intelligence. 

o Design and implement an orchestration service for Swarm apps using the Mendix low-

code platform, configurable through semantic and declarative templates. 

o Enable matching of high-level requirements with Swarm Intelligence app capabilities 

to configure and orchestrate these apps as deployable components on edge devices. 

The KPIs are: 

¶ K2.1 Semantic integration should be provided for at least 4 brownfield protocols and more 

than 3 green field devices. 
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¶ K2.2 Message conversion performances increased by at least 80% w.r.t, the baseline 

described in [SCR+21], see D3.3. 

¶ K2.3 Semantic integration scalability (in terms of maximum concurrent requests and data 

velocity) increased by at least 50% wrt. the baseline described in [SCR+21], see D3.3. 

¶ K2.4 Reduced complexity and configuration time (at least 70%) of swarm intelligence Apps 

through the automatic instantiation and orchestration of template-based specifications 

[SNR20], see D3.3. 

2.2.3. Main results 

WP3 delivered an integrated set of artefacts that enable Continuous Semantic Integration (CSI). These 

artefacts are organized into four main categories. We provide an overview of them, as well as the KPI 

validation. 

- Standardized semantic interfaces for SmartEdge 

Artefacts providing standardized semantic interfaces for SmartEdge include SmartEdge Semantic 

Models (A3.1), which define common data structures for representing information from 

machines, applications, and swarms; Middleware with Standardized Interfaces (A3.2), offering 

unified access to device data; and the Knowledge Graph Repository (A3.3), a specialized semantic 

repository for storing, retrieving, and managing standardized knowledge artefacts. Crucially, it 

enables an effective application of large language models (LLMs) on these artefacts. 

- DataOps toolbox for continuous semantic integration 

Artefacts forming the DataOps toolbox for continuous semantic integration include DataOps 

Pipeline Components (A3.5) for defining and reusing pipelines tailored to SmartEdge use cases; 

DataOps Deployment Templates (A3.6) for deploying these pipelines across cloud and edge 

environments; and Low-code DataOps Configuration (A3.7), which provides artefacts and tools 

for simplified pipeline definition. 

- Creation and orchestration of swarm intelligence apps 

Artefacts for the creation and orchestration of swarm intelligence applications include the Mendix 

Toolchain (A3.4), a low-code environment for creating Recipes; Semantic Recipe Integration with 

Mendix (A3.8), enabling discovery and retrieval of Recipes for swarm tasks; the Recipe-TD 

Matcher (A3.9), which aligns Recipes with Thing Descriptions based on TD affordances and swarm 

specifications; the Mendix Orchestrator (A3.10), responsible for orchestrating Mendix flows 

according to Recipes and matched swarm nodes. 

- Semantic Media Service 

Finally, the Semantic Media Service (A3.11), which streams semantic graphs between swarm 

nodes to facilitate a shared environmental context. 

- Performance and KPI Validation 

o For KPI K2.1, semantic integration of communication protocols was designed and 

implemented in D3.1ςD3.2. The SmartEdge middleware now supports seven 
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communication options: Zenoh, DDS, MQTT (low-code and virtual environments), OPC UA 

(low-code and virtual environments), and Bluetooth Low Energy (BLE). 

o For KPI K2.2, we analysed existing processors for declarative mapping languages to 

identify performance-critical components and designed an optimized mapping processor 

for DataOps pipelines (D3.1). The Mapping Template tool was enhanced to execute 

declarative mapping rules efficiently for message conversion (lifting and lowering) within 

DataOps pipelines and compared with other existing processors for knowledge graph 

construction (D3.2). Performance tests showed that processing JSON stream payloads of 

60 KB took an average of less than 7 ms (D3.3)τan improvement of over 80% compared 

to the baseline. 

o For KPI K2.3, we analyzed different deployment options for a DataOps pipeline to 

minimize resource usage of a single instance and enable flexible scalability for increasing 

demand (D3.2). Scalability tests showed that we could process a JSON stream with 400 

requests/second of 60Kb without dropping requests on commodity hardware (D3.3), a 

50% improvement compared to the baseline. 

o For KPI K2.4, configuration was simplified through Semantic Recipes, automated 

matching, and orchestration. As demonstrated in Section 4 and validated in UC5b and 

UC4, Mendix-enabled applications integrated via WoT allow capability-based search and 

uniform device interaction, reducing manual setup and technical complexity. The 

implementation of the integration into Mendix of the semantic recipes (A3.8) and the 

WoT connector allowed to include the integration of these specifications into an 

executable flow, as part of a running swarm App. The matching of recipes and capabilities 

in the TDs (A3.9) as well as the Mendix orchestration (A3.10) have also been 

demonstrated as part of WP3. The results show that a Mendix configuration without these 

components can easily take 10-30 hours depending on the complexity of the flow, as well 

as the level of experience of the developer in Mendix and in connecting with different 

devices. In contrast, the usage of the WoT connector in Mendix, as well as the semantic 

recipes, drastically reduce this configuration time to 3-6 hours, or even to less than an 

hour for repetitive recipes. 

2.2.4. Conclusions and further work 

WP3 contributed significantly to SmartEdge Objective нΥ άaƛŘŘƭŜǿŀǊŜ ŀƴŘ ǘƻƻƭǎ ŦƻǊ Ŏƻƴǘƛƴǳƻǳǎ 

ǎŜƳŀƴǘƛŎ ƛƴǘŜƎǊŀǘƛƻƴΦέ Its main achievements include: 

¶ Standardized semantic interfaces: Final implementation of interoperable semantic models for 

describing nodes (both statically and at runtime) and applications (Recipes), a repository for 

storing and retrieving these descriptions, and middleware solutions providing standardized 

interfaces among nodes. 

¶ Continuous conversion process based on declarative mappings, scalable from edge to cloud: 

Implementation of reusable, modular components for defining conversion pipelines, 

deployment templates for edge and cloud environments, and a low-code approach for 

pipeline configuration. 

¶ Declarative approach for creating and orchestrating swarm intelligence apps: Artefacts 

supporting semantic Recipe definition, automated node matchmaking, and orchestration of 

Recipes across nodes. 
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These artefacts have been integrated into SmartEdge use cases. When WP3 was initially defined, Large 

Language Models (LLMs) did not exist. As LLMs emerged, we recognized their potential to overcome 

limitations of manual matching between application Recipes and device capabilities (previously done 

via manually created SPARQL queries). Consequently, we extended our work by incorporating LLMs 

into the Knowledge Graph Repository (A3.3) and the Mendix Low-Code Toolchain. 

The Mendix Toolchain now enables seamless interaction with the Knowledge Graph Repository 

through an LLM-based interface, providing natural language querying and simplifying swarm 

instantiation from Recipes. By integrating GraphRAG, the toolchain lowers the barrier to using 

complex semantic models in a low-code environment, making them accessible to non-technical users. 

This approach was demonstrated in Use Case 4, where it significantly accelerated the creation of shop-

floor edge applications. Engineers can now easily discover devices and their capabilities via an LLM 

interface, test them in a virtual environment, and integrate them into low-code workflows. 

Furthermore, low-code workflows (Recipes) created this way can be stored in the Knowledge Graph 

Repository for future discovery and reuse. 

hǾŜǊŀƭƭΣ ²tоΩǎ ƛƴǘŜƎǊŀǘŜŘ ŀǊǘŜŦŀŎǘǎτenhanced with LLM capabilitiesτgreatly accelerate the 

development of new Edge AI applications. 

Looking ahead, the WP3 componentτfocused on standardized semantic interfaces for brownfield 

integration, a toolbox for continuous semantic integration, and the application orchestratorτwill 

continue to evolve. The Multi-Agent Swarm Orchestrator will go beyond simple orchestration: it will 

extend GraphRAG to autonomously integrate machines, interpret contextual information, and 

propose production recipes aligned with user objectives. In addition, existing GraphRAG pipelines will 

be exposed through AI Agents, which can be orchestrated autonomously to meet user needs. 

2.3. DYNAMIC SWARM NETWORKING (WP4)  

2.3.1. Introduction 

WP4 focuses on Dynamic and Secure Swarm Networking, a paradigm in which heterogeneous edge 

devices (such as robots, vehicles, IoT sensors, or healthcare wearables) dynamically discover each 

other, form temporary task-ƻǊƛŜƴǘŜŘ ŎƻƳƳǳƴƛŎŀǘƛƻƴ ƎǊƻǳǇǎ όάǎǿŀǊƳǎέύΣ ŀƴŘ ŎƻƻǇŜǊŀǘŜ ǎŜŎǳǊŜƭȅ ƛƴ 

near real time. The objective is to enable such swarms in the SmartEdge system by supporting 

automatic discovery and dynamic formation of nodes, ensuring secure isolation of traffic streams so 

that only authenticated members can communicate while mitigating threats such as DDoS attacks, 

and deploying hardware-accelerated in-network operations where programmable devices like P4 

switches, Data Processing Units (DPUs), and FPGAs handle telemetry, anomaly detection, and sensor-

data pre-ǇǊƻŎŜǎǎƛƴƎ ŘƛǊŜŎǘƭȅ ǿƛǘƘƛƴ ǘƘŜ ƴŜǘǿƻǊƪΦ tƻǎƛǘƛƻƴŜŘ ŀǎ ǘƘŜ άƳƛŘŘƭŜ ƭŀȅŜǊέ ōŜǘǿŜŜƴ ǘƘŜ 

ƴŜǘǿƻǊƪΩǎ ǇƘȅǎƛŎŀƭ ƭŀȅŜǊ όŜΦƎΦΣ пDκрDΣ ²ƛ-Fi, V2X) and the application layer, WP4 shifts part of the 

intelligence into the network itself, thereby improving performance, reducing latency, and enhancing 

trustworthiness in dynamic environments such as smart factories, intelligent transportation systems, 

and healthcare networks. 

2.3.2. Objectives and KPIs 

The objectives are: 

1. Automatic Discovery and Dynamic Swarm Formation 

a. Enable real-time detection, onboarding, maintenance, and removal of heterogeneous 

nodes in a swarm. 
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b. Support flexible and scalable swarm management across different use cases (e.g., 

factories, vehicles, healthcare). 

2. Embedded Network Security and Isolation 

a. Integrate in-network security mechanisms to protect swarms against attacks (e.g., 

DDoS, spoofing, anomalies). 

b. Provide programmable access control and ensure traffic isolation so that only 

authorized members can communicate. 

3. Hardware-Accelerated In-Network Operations 

a. Offload processing tasks into the network using P4-programmable switches, DPUs, 

and FPGAs. 

b. Support low-latency stream processing, sensor-data fusion, anomaly detection, and 

secure authentication directly within the network. 

The KPIs are: 

- K3.1: Reduce the time required for automatic discovery and dynamic swarm formation by 

60% using hardware-accelerated in-network operations, compared to CPU-based 

implementations. 

- K3.2: Improve end-to-end latency by 50% or more, and reduce variability by enabling in-

network processing. 

- K3.3: Provide real-time anomaly detection and traffic isolation, with at least 97% detection 

accuracy (F1 score > 90%) and s˃-level detection latency using ML models deployed in the 

network. 

- K3.4: Demonstrate scalability to 1,000+ devices, supported by distributed in-network 

operations and hardware acceleration (DPU/FPGA/P4 ASIC). 

 

2.3.3. Main results 

- Integrated Artefacts Suite 

WP4 delivered an integrated set of artefacts that enable dynamic and secure swarm networking. 

These include the Access Point Manager (APM), Swarm Coordinator (SC), Swarm Node Manager 

(SNM), P4-programmable switches, and the Distributed Database (ART). They are complemented 

by programmable access control, anomaly detection mechanisms, distributed in-network 

operations, and specialized edge units such as the Intelligent RSU, the Street Intersection Edge 

Unit, and a LiDAR packet duplication mechanism. 

- Automatic Discovery and Swarm Formation 

Full implementation of swarm formation covered node discovery, authentication, joining, 

communication, and controlled leaving. These processes leverage VXLAN tunnels, P4-

programmable data planes, and distributed databases, and were validated across manufacturing, 

automotive, and healthcare scenarios, demonstrating robustness and adaptability in dynamic 

environments. 

- Embedded Security and Isolation 

Programmable access control was deployed to enforce secure, swarm-specific communication 

policies, combined with in-network machine learning solutions for real-time anomaly detection 

and attack mitigation. IDS-NGNN and FTG-Net-E, based on graph neural networks, achieved more 

than 97% detection accuracy with microsecond-scale inference, addressing both known and 

emerging threats. 
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- Hardware-Accelerated In-Network Operations 

Several accelerators were deployed and evaluated: the DPUAUT protocol enabled secure 

authentication with SmartNIC and PUF integration; the Intelligent RSU used FPGA-based multi-

sensor fusion for collision avoidance; the Street Intersection Edge Unit (SINED) introduced a low-

code PCML framework for LiDAR pre-processing; and an ML-driven packet duplication mechanism 

reduced LiDAR transmission latency by about 50%. 

- Performance and KPI Validation 

Results confirmed major progress toward KPI targets. Swarm formation time was reduced by over 

60% with hardware-accelerated P4 switches (Intel Tofino). End-to-end latency improved 

significantly with in-network processing, approaching the 50% reduction goal. Anomaly detection 

exceeded 97% accuracy with sub-millisecond detection. Scalability was demonstrated for more 

than 1,000 devices through distributed in-network operations and DPU-based authentication, 

ǾŀƭƛŘŀǘƛƴƎ ²tпΩǎ ǊŜŀŘƛƴŜǎǎ ŦƻǊ ŘŜǇƭƻȅƳŜƴǘ ƛƴ ƭŀǊƎŜ-scale edge environments. 

2.3.4. Conclusions and further work 

WP4 has successfully finalized the implementation of dynamic and secure swarm networking within 

the SmartEdge project, demonstrating effective swarm management, embedded security, and 

hardware-accelerated in-network operations. The work has validated mechanisms for automatic 

discovery and dynamic formation of swarms, ensuring near real-time orchestration of heterogeneous 

edge nodes. Embedded security features, including programmable access control and in-network 

anomaly detection, proved effective in mitigating threats such as DDoS attacks and in providing 

reliable traffic isolation. Hardware accelerators such as DPUs, FPGAs, and programmable switches 

have been integrated to achieve low-latency stream processing and secure distributed operations, 

significantly reducing latency and enhancing performance. 

All key artefactsτincluding the Swarm Coordinator, Access Point Manager, Swarm Node Manager, 

and in-network ML security componentsτhave been integrated into a cohesive suite, showing 

readiness for deployment in real-world use cases. Demonstrated scenarios in smart factories, 

intelligent transportation systems, and healthcare environments highlight the broad applicability of 

WP4 solutions. The achieved results also show substantial progress towards KPI targets, with 

measurable improvements in swarm formation time, end-to-end latency, anomaly detection accuracy, 

and scalability to more than 1,000 devices. 

Future work will focus on further optimization of latency and scalability, deeper integration with 

higher-layer orchestration components from WP5 and WP6, and validation in long-term, real-world 

deployments. Continued efforts will also address enhanced resilience in large-scale heterogeneous 

swarms and extended security mechanisms against emerging threats, ensuring that WP4 technologies 

remain robust, adaptable, and impactful in diverse SmartEdge scenarios. 

2.4. LOW-CODE PROGRAMMING TOOLS FOR EDGE INTELLIGENCE (WP5) 
 

2.4.1. Introduction 

WP5 develops the semantic low-code toolchain and the SmartEdge Swarm Runtime, enabling 

heterogeneous edge devices to be programmed, coordinated, and optimized using declarative, 

semantically rich models instead of traditional imperative code. WP5 addresses the challenge of 

constructing complex edge applications that must integrate multimodal sensor streams, execute real-
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time analytics, and coordinate actions among hundreds of devices under constrained resources and 

rapidly changing conditions. 

At its core, WP5 uses a KG that unifies sensor data, device capabilities, network conditions, and 

execution context across the entire deviceςedgeςcloud continuum. Using this shared semantic 

substrate, domain experts can describe what a swarm should do using semantic descriptions, while 

the toolchain automatically generates how those tasks are executed across distributed nodes, 

networks, and accelerators. 

²tр ǎŜǊǾŜǎ ŀǎ ǘƘŜ άǳǇǇŜǊ ƛƴǘŜƭƭƛƎŜƴŎŜ ƭŀȅŜǊέ ŀōƻǾŜ ²tпΩǎ ǎǿŀǊƳ ƴŜǘǿƻǊƪƛƴƎΣ ŜƴŀōƭƛƴƎ ǎǘǊŀǘŜƎƛŎ 

planning, task distribution, multimodal fusion, optimization, and runtime adaptation. Its deliverables 

form the core mechanism through which SmartEdge swarms perceive their environment, coordinate 

workflows, and react to changing operational constraints. 

2.4.2. Objectives and KPIs 

These objectives of Wp5 are listing as following: 

1. Semantic-Driven Multimodal Fusion: Provide a unified pipeline that converts heterogeneous 

sensor inputsτvideo, LiDAR, IMU, radar, loop sensorsτinto RDF-based semantic 

representations usable across all SmartEdge components. 

2. Elastic EdgeςCloud Interplay: Enable dynamic offloading of tasks using declarative 

specifications, hardware-accelerated transfers (e.g., D-RDMA, CXL), and distributed query 

execution. 

3. Adaptive Swarm Coordination and Optimization: Develop mechanisms for autonomously 

forming, managing, and optimizing large swarms via continuous query federation, semantic 

discovery, and runtime monitoring. 

4. Cross-Layer Execution Environment: Deliver the SmartEdge Runtime, integrating plugins, 

declarative workflows, and semantic execution contexts, with IDE support for visual modeling 

and debugging. 

The KPIs are: 

1. K4.1 τ Reduce end-to-end latency of multimodal fusion pipelines by 20ς75% through 

semantic optimization and offloading. 

2. K4.2 τ Achieve 200ς500% improvements in elastic scalability for distributed tasks via 

declarative offloading and D-RDMA. 

3. K4.3 τ Improve resource utilization by 50ς150% through swarm-level adaptive coordination. 

4. K4.4 τ Reduce programming effort by 80ς90% compared to Python/C++/ROS through 

Semantic DSLs and automatic code generation. 

5. K4.5 τ Support large-scale swarms (20ς50 device types, 200ς1000 devices) with dynamic 

integration of new nodes/sensors at runtime. 

These KPIs align with WP3 (semantics), WP4 (networking), and WP6 (use case validation). 

2.4.3. Main results 

- Integrated Semantic Low-Code Toolchain 

WP5 delivered the first full version of the SmartEdge low-code toolchain, enabling domain 

experts (traffic engineers, factory operators, robotics developers) to program sophisticated 

behaviors using high-level Semantic DSLs grounded in RDF, SPARQL, SHACL, and SmartEdge 

ontologies. 

Key achievements include: 
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o Executable semantic workflows for multimodal fusion, path planning, sensor 

aggregation, and event detection. 

o A unified DKG model that integrates sensory data, network telemetry, device 

metadata, and execution contexts. 

o Visual IDE components for model building, pipeline configuration, metric inspection, 

and debugging. 

- Semantic Multimodal Stream Fusion 

A complete fusion pipeline was implemented for traffic and smart factory use cases: 

o Scene graph generation using RT-DETR, DeepSORT tracking, and homography 

transformation. 

o Semantic SLAM and occupancy grid integration with depth and LiDAR data. 

o Sensor alignment across camera, LiDAR, loop sensor, and metadata streams. 

o Semantic transformation pipelines producing RDF streams compatible with WP3 

schemas. 

This produced a reusable semantic substrate for real-time perception and decision-making. 

- Elastic Offloading & Distributed Execution (T5.2) 

A declarative offloading model was implemented, enabling: 

o Remote execution of operators (filtering, vector search, graph operations) via D-

RDMA, CXL, SmartNICs, and P4 switches. 

o SPARQL-based specification of offloading strategies. 

o Dynamic workload migration between devices, edge servers, and the cloud. 

o Integration with automotive and manufacturing scenarios requiring low-latency 

fusion. 

- Adaptive Swarm Coordination and Continuous Optimization 

WP5 implemented an intelligence layer responsible for distributed behavior: 

o Semantic-based node discovery and capability matching. 

o Swarm formation using DKG-based metadata, ROS2 integration, and P4-enhanced 

telemetry. 

o Continuous Query Federation enabling distributed execution across many nodes. 

o Monitoring-driven optimization adapting to bandwidth changes, node failures, and 

workload spikes. 

- SmartEdge Runtime 

The Runtime integrates all WP5 components into a cohesive execution platform: 

o Runtime Core: executes semantic workflows across heterogeneous nodes. 

o Plugins: P4 Runtime, ROS2 semantic layer, security, accelerators, visualization. 

o Cross-layer coordination unifies application logic, network capabilities, and device-

level operations. 

o Developer Tooling: metric dashboard, multi-view visualizer, remote rendering, swarm 

simulator. 

This runtime forms the backbone of intelligent swarm behavior in SmartEdge. 

2.4.4. Conclusions and Future Work 

WP5 successfully delivered a unified semantic toolchain and runtime enabling scalable, 

adaptive, and low-code edge intelligence. The work demonstrates that: 

¶  Complex multimodal fusion can be expressed and executed declaratively. 
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¶ Swarms can be formed, coordinated, and optimized via semantic metadata and 

continuous query planning. 

¶  Offloading strategies significantly improve scalability and latency. 

¶  The SmartEdge Runtime enables distributed applications to operate autonomously across 

heterogeneous devices. 

Further work will focus on: 

¶ Extending semantic DSLs and ontology coverage for additional use cases. 

¶ Hardening the Runtime for long-value deployments in WP6 pilots. 

¶ 5ŜŜǇŜǊ ƛƴǘŜƎǊŀǘƛƻƴ ǿƛǘƘ ²tпΩǎ ƛƴ-network accelerators for joint networkςapplication 

optimization. 

¶ Advanced tooling for debugging, safety, and resilience in complex swarms. 

3. DEMONSTRATIONS 

3.1. DEMONSTRATIONS IN THREE APPLICATION AREAS  
 

This chapter is dedicated to the detailed documentation of the six SmartEdge use cases (UCs). It 

concludes the project work and translates the theoretical concepts of WP2 and technologies 

developed in WP3 to 5 into verifiable results. The focus is on the presentation of the use cases 

themselves, the technical implementation within the SmartEdge architecture, and the quantitative 

evaluation of the outcomes based on defined key performance indicators (KPIs). 

The six use cases of the SmartEdge are divided into three primary categories (Figure 3.1.1), each 

demonstrating different aspects and advantages of edge and device swarm integration: 

 

Figure 3.1.1: SmartEdge Use Case Categories 
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1. Automotive 

These UCs address challenges in urban environments, particularly security through intelligent traffic 

control and public safety through test case creation based on real traffic situations. They use edge 

computing to quickly process large amounts of sensor data and ensure low latencies. 

2. Manufacturing  

This category focuses on the optimisation and automation of processes in production and industrial 

environments. Their aim is to reduce latency and execute data processing to the edge to enable real-

time decisions. At their core, these cases involve real-time analysis of machine data and highly flexible 

configurations of production lines. 

3. Health 

This category explores the potential of edge technology in the scope of eHealth for new, data-intensive 

services that place high demands on bandwidth, low latency, and self-configuration. These UCs 

demonstrate highly personalised real-time services at the edge that enhance interaction, customer 

experience as well as safety and wellbeing. 

The entire chapter is designed to demonstrate the successful validation of the SmartEdge architecture 

and its core components. In particular, in terms of interoperable applicability of SmartEdge 

components and tools in real-world scenarios. 

3.2. USE CASE 1: SMART VEHICLE TEST CASE GENERATION FOR ADAS 

3.2.1. Introduction 

Use Case 1 addresses critical scalability and safety barriers in the validation of Autonomous driving 

(AD) features. By shifting from isolated vehicle testing to a SmartEdge-enabled swarm-based 

validation paradigm, this use case leverages the edge computing and virtual worlds. The core objective 

is to validate the highly complex ADAS systems decision-making by bridging the gap between 

simulation and reality using high level semantic traffic data. 

Developing highly reliable ADAS currently hits a validation wall. Traditional approaches are resource 

intensive and struggle to cover the statistical long tail of traffic events. This includes: 

¶ Cost and Efficiency Bottlenecks: Physical real-world testing scales linearly, is expensive and 

slow. It is limited in its capacity to handle rare, safety-critical "edge cases" frequently enough 

for necessary safety validation. 

¶ Data Interpretation: The big number of raw sensor data lacks a meaning for complex scenario 

analysis. It must be processed and transformed into semantic scenes (e.g., identifying "car," 

"pedestrian," "yield sign") to be useful for test case generations. 

¶ Scalability: Generating a comprehensive library of tests that account for all possible 

combinations of complex traffic rules and dynamic environments is not scalable if done with 

manual efforts. 

¶ Accuracy: When new elements or changes are added to a simulation for test creation, they 

must remain realistic to ensure valid ADAS responses and transferable to real-world safety. 

¶ Latency: In automated driving, latencies of just a few milliseconds can be fatal. 

To overcome these limitations, Use Case 1 uses virtual worlds with real traffic situations as a baseline. 

¢Ƙƛǎ ŀƭƭƻǿǎ ȅƻǳ ǘƻ ŎǊŜŀǘŜ ŀƴ ƛƴŦƛƴƛǘŜ ƴǳƳōŜǊ ƻŦ ά²I!¢-LCέ ǎŎŜƴŀǊƛƻǎ ƭƛƪŜ ǳƴǇǊŜŘƛŎǘŀōƭŜ ǎǳŘŘŜƴ 
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pedestrians, changing or rare weather conditions or sudden obstacles which can be injected into a 

scene. For the use case, the scenes are based on real traffic situations of the Helsinki Use Case (UC2) 

test environment. Figure 3.2.1 shows a top view of a roughly 1km2 area of Helsinki replicated in Unity. 

All in line with the European Virtual Worlds initiatives as in the VWA - Virtual Worlds Association. 

 

Figure 3.2.1: Top view of the Virtual Helsinki Test Area 

Use Case 1 makes use of a swarm-based fusion approach supported by the SmartEdge platform in 

terms of the following aspects: 

¶ Enhanced Perception: Sensors of cars in the virtual environment are limited by factors like the 

Line-of-Sight, weather conditions, or the sensors range. Allowing cars running on multiple 

nodes to communicate allows for a more complex and connected simulation. 

¶ Cooperative View: By using data from a vehicle swarm, a combined view can be created that 

is more complete than any single (virtual) sensor or vehicle could provide. 

¶ Reliability and Coverage: This cooperative perception is more reliable for detecting corner 

cases and unseen objects which can improve the fidelity and comprehensiveness of generated 

test scenarios. 

¶ Scaling at the edge reduces streaming and communication latencies, especially for cases 

where data must be evaluated in real-time as in traffic situations. Thus, all processing, data 

fusion, and decision-making for cooperative maneuvers should be executed as close as 

possible to the data sources. 

SmartEdge Swarms enabling low latency collaboration which means expanded synchronized regions, 

more nodes like cars, road side units, parallel execution of άǿƘŀǘ-ƛŦέ test-case scenarios, increased 

data coverage, testing whole regions with autonomous objects and testing multiple ADAS systems or 

different versions at the same time with identical conditions. 

3.2.2. Objectives and KPIs 

 

The objective of use-case 1 is to leverage the SmartEdge ecosystem within a smart virtual 

environment, specifically focusing on autonomous vehicles and test-case generation for ADAS. The 

use case aims to demonstrate the systems capability to integrate semantic scene knowledge with 

external traffic regulations using low-code orchestration for the support of a dynamic semantic scene 

generation, reducing the intervention of manual efforts. 
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!ŎŎƻǊŘŀƴŎŜ ǿƛǘƘ {ƳŀǊǘ9ŘƎŜ YtL ǊŜŦƛƴŜŘ ƛƴ 5сΦмΣ ¦/м ŀŘŘǊŜǎǎŜǎ ǘƘŜ ǘŀǊƎŜǘŜŘ ǎǳōǎŜǘ ƻŦ YtLΩǎ designed 

for virtual autonomous test case generation and simulation environment. These indicators specifically 

focus on measuring reduced time for analysis, reduced communication bandwidth in semantic data 

integration, and reduction of manual engineering effort in defining and evaluating complex scenarios. 

Table 3.2.1: Use Case 1 KPI Overview 

KPI ID KPI Description SmartEdge Approach Result/Status 

(based on 

preliminary demo) 

K5A.1 This KPI evaluates the systems 

ability to semantically enhance 

virtual scenes by automatically 

integrating external knowledge 

such as traffic regulations using 

low code orchestration. The 

target is to achieve a 50% 

reduction in coding effort 

compared to manual imperative 

programming, thereby 

accelerating the generation of 

legally compliant test cases for 

ADAS. 

Automated extraction of 

traffic regulations from law 

database using semantic 

search, and usage of LLMs to 

interpret laws and propose 

scene modification reducing 

manual logical scripting.  

We performed a 

user study and find 

out that instead of 

spending 1-2 hours 

in analysing and 

generating a valid 

scenario, the 

developer only 

needs to use our 

code and spend 5-

10 minutes, which 

means we can 

reduce more than 

50% in coding effort 

for generating 

virtual scenes. 

K5A.2 This KPI measures the bandwidth 

efficiency gained by transmitting 

concise semantic scene 

knowledge instead of raw video 

streams. By processing raw input 

locally into structured object-

relation, the system aims to 

reduce data transfer to the test 

case generator by 20-30%, while 

ensuring the output remains 

human and machine readable. 

Process raw video locally to 

extract objects and local 

relations, preventing the 

need to stream pixels, and 

convert to lightweight 

structured JSONs that define 

the scene semantically. 

Transmits only semantic 

descriptions to test case 

generator, replacing video 

streams with symbolic data 

transfer. 

Instead of sending 

the whole video, we 

send the description 

of the scene, e.g. in 

JSON format. This 

reduces more than 

40% of 

communication 

bandwidth.  

 

3.2.3. Technologies used for the use case 

Use Case 1 integrates selected SmartEdge technologies to support the automated validation of ADAS 

features within a high-fidelity virtual environment. The technologies instantiated in this use case are 

drawn primarily from WP5 (A5.1.2.1) and are combined to enable visual semantic perception, 

decentralized simulation, and automated test execution across connected vehicles and virtual nodes. 

This section focuses on how SmartEdge artefacts are applied within UC1, rather than reiterating their 

internal design which is documented in the corresponding WP deliverables. 
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Visual Scene Understanding (VSU) 

A critical component of UC1 is the Visual Scene Understanding (VSU) module (WP5 artefact). This 

technology addresses the challenge of interpreting high-bandwidth raw sensor data. It processes raw 

camera and LiDAR inputs locally to generate semantic scene data. This structured information 

identifies objects (e.g., pedestrians, signage) and their spatial relationships in real-time. By 

transforming raw pixels into structured semantic data at the source, the VSU module significantly 

reduces communication bandwidth and provides the machine-readable "ground truth" necessary for 

the subsequent test case generation steps. 

SmartEdge Runtime and Test Case Runner (WP5) 

The execution of generated "What-If" scenarios is managed by the SmartEdge Runtime and its 

specialized Test Case Runner component. SmartEdge Runtime: Provides the underlying execution 

environment on the nodes, managing resource allocation and ensuring low-latency synchronization 

between the vehicle swarm and the simulation core. 

Test Case Runner: Acting as the orchestration engine, this component ingests the abstract test 

scenarios (generated via the low-code/LLM pipeline) and converts them into executable commands. 

It coordinates the swarm to "act out" the specific edge case such as triggering a sudden braking event 

or injecting a virtual hazard and captures the resulting ADAS behavior for validation. This decouples 

the definition of the test from the execution, allowing the same semantic test case to be run across 

different vehicle configurations without manual re-scripting. 

In UC1, the above technologies are combined into an edge-centric architecture in which visual 

understanding, semantic integration, and automated execution operate cohesively. The use case 

demonstrates how selected SmartEdge artefacts can be instantiated together to support collaborative 

vehicle validation in a dynamic virtual setting, reducing the dependency on physical field testing. The 

main architecture of test-case generation is shown in Figure 3.2.2 
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Figure 3.2.2: Test Case Generator Architecture 

 

In addition to artefacts used from SmartEdge, which are described in the following paragraph, 

virtualisation was mainly implemented using Blender and Unity. OpenPilot is also used as an 

exemplary ADAS system for integration with the virtual world. The world itself is largely generated 

automatically based on OpenStreetMap data. In addition, relevant parts of the world are adjusted 

with the help of a 3D mash map provided by the city of Helsinki. This mainly concerns elevation data 

that is not mapped in OpenStreetMap. With the help of the mesh data, it is possible, for example, to 

display bridges correctly. Without it, a real bridge would lie flat on the level below. Figure 3.2.3 shows 

a birds eye view of the virtualized test area from Use Case 2. 
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Figure 3.2.3: Area of the Helsinki UC2 Test Track 

 

Figure 3.2.4: Specific Point of Interest of the UC2 Test Track 

Figure 3.2.4 shows a specific point of interest for Use Case 1. The left part is a screenshot from Google 

Maps, the right part the virtual representation of the intersection. This intersection has a traffic 

camera from which a video was provided that is used to semantically describe real traffic scenes and 

later to create test cases. 

The following table lists SmartEdge artefacts that contribute to the use case: 

Table 3.2.2: Use Case 1 Artefacts 

Artefact-ID and Name Short Artefact Usage Description 

A3.1 Semantic Models Thing Description Templates for objects in the virtual environment. 
Semantic description of the scenes. 

A3.2 Semantic Middleware Zenoh and MQTT data exchange between UC1 components like 
Object Detection, Scene Generation, Virtual World Instances and 
data sharing between multiple instances of the remote rendering 

A3.3 Knowledge Graph Making TDDs of the virtual environment available to be used from 
outside the environment, for example via Mendix. 
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A3.4 Mendix Toolchain Virtual Environment configuration from outside the environment, 
for example via Mendix Workflows 

A3.8 Recipe Mendix 
Integration, A3.9 Recipe TD 
Matcher, A3.10 Mendix 
Recipe Orch. 

Configure Virtual Environment via Recipes 

A5.1 Container Artefact, no technical integration 

A5.1.1 Media Stream Proc. Make Virtual Environment video streams available to 3rd party 
consumers such es ADAS Systems, Remote Control of the scenes or 
ŀǎ άǾƛǊǘǳŀƭ ǎŜŎǳǊƛǘȅ ŎŀƳŜǊŀǎέ ǘƘŀǘ ŀƭƭƻǿǎ ǘƻ ƳƻƴƛǘƻǊ ǿƘŀǘ ƛǎ 
happening within the scene. 

A5.1.2.1 Traffic Scene 
Understand. 

Creating semantic descriptions of a traffic scene 

A5.4.1 SmartEdge Runtime 
and related artefacts, A5.3.1 
Swarm Adaptive 
Coordinator,  
A5.3.1.1 Semantic based 
Node discovery, A5.3.2  
Task Orchestrator 

execution of scenarios and its test case runner  

A5.4.4.2 Metrics Report and 
Visualization 

Tracking data of the virtual environment execution like speed of 
different vehicles, count of nearby objects, trajectory and 
performance indicators like GPU and memory usage. 

A5.4.4.3 Remote Rendering Rendering Helsinki Scene in a virtual environment and make 
relevant objects like scene configuration and vehicles available 
outside of the environment. For example to contribute to a 
simulation swarm where multiple nodes are used to render a 
connected scene. 

Figure 3.2.5 shows how all the artefacts can work together to realize use case 1 while Table 3.2.2 gives 

details about the usage scope for the artefacts in the context of use case 1. 

The SmartEdge UC1 architecture forms a pipeline that links semantic modelling, low-code 

configuration, virtual world generation and multimodal evaluation into one integrated demonstrator 

for test case generation together with virtual traffic rendering. A semantic level is used as the basis. 

W3C Thing Descriptions provide formal representation of all objects that can be influenced in the 

virtual environment through external systems. For example, they are used to define vehicles, 

pedestrians, traffic lights or infrastructure elements. Also, spatial relationships, as the test case 

descriptions, are semantically described as traffic scenarios. These semantic models ensure that all 

elements are based on a common, consistent scene description. 
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Figure 3.2.5: Use Case 1 Architecture Overview 

The semantic middleware provides the communication backbone within the distributed use case 1 

setup. Using Zenoh and MQTT, it communicates scene updates, test case parameters and sensor data 

between modules such as object detection, scene generation, the virtual world runtime and 

evaluation services. ItΩs publish/subscribe communication model allows for timely propagation of 

changes, especially for the multi rendering nodes setup, and enables the loosely coupling among the 

components. 

In addition to this, the Knowledge Graph stores the formalized W3C Thing Descriptions, making them 

available to tools running outside the virtual environment. It acts as a reference for what objects, 

constraints and relationships exist and provides Mendix with the necessary data to enable workflow 

driven configuration of the environment. Through the Mendix toolchain, users can configure the 

virtual scenes by selecting the needed objects and adjusting their attributes. The recipe system 

enhances this process by providing the templates for complex configurations. Recipes describe the 

environment configurations and can be used via Mendix. They are matched against available TDs and 

orchestrated into scenario definitions. 

Virtual Test Case Generator creates the semantic test case descriptions based on original video inputs. 

To execute the test cases the runtime is requested to start up a remote rendering instance which then 

uses these descriptions that include initialization parameters, environment constraints and 

behavioural scripts. 

On the simulation and rendering side, SmartEdge uses containerized runtimes as execution 

environments for all virtual world instances. The media processing module can transform rendered 

virtual scenes into video streams that multiple external systems can consume. This is particularly 

relevant for ADAS systems, remote control setups, or any third-party tools that need real time or 

repayable visual data from the virtual world (e.g., even simple security cam like scenarios where 

someone wants to monitor what is happening). 

During execution, metrics are collected and processed by the reporting and visualization artefact. This 

module extracts performance indicators such as collision counts, distances to obstacles or time to 

collision (TTC) metrics and presents them in visual dashboards that support interpretation and 

validation of the test outcomes. 
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Overall, the remote rendering component generates high-fidelity views of the Helsinki test area as a 

virtual environment and exposes them to the swarm, and thus thereby to external consumers.  

3.2.4. Demonstrations and validation 

 

Visual Scene Understanding and Data Ingestion. The workflow initiates within the Cooperative 

Perception dashboard (Figure 3.2.6), where the Visual Scene Understanding module processes raw 

sensor inputs. As demonstrated in the interface, the user selects a specific video source and defines 

the temporal range for analysis (e.g., frames 950ς1250). Rather than offloading this high-bandwidth 

data to a central cloud server, the application leverages an edge-based runtime to execute local object 

detection and tracking. The dashboard visualizes the real-time output of this process, overlaying 

bounding boxes and trajectory IDs (e.g., "ID: 43") directly onto the video feed. This step confirms that 

the edge node has successfully converted raw pixel data into structured scenario objects before any 

further processing occurs. 

 

Figure 3.2.6: Use Case 1 Cooperative Perception 

 

Semantic Scene Description and Concept Extraction. Following the initial ingestion, the Semantic 

Integration layer transforms the low-level object data into a higher-level knowledge graph. The 

application interface displays this transformation by automatically generating a natural language 

summary of the scene, such as identifying a "black car changing lanes." Concurrently, the system 

extracts specific semantic concepts tagging elements like traffic light, pedestrian, crosswalk, and 

vehicle. These tags are mapped to the SmartEdge ontology, allowing the system to not only identify 

objects but also understand their contextual relationships, such as recognizing the safety implications 

of a pedestrian located on a crosswalk. 

Law Retrieval and Relevance Reasoning. The application utilizes a semantic search capability to bridge 

the gap between static traffic regulations and dynamic simulation. In the "Relevant Laws" view, the 

system queries an external legal database to identify regulations pertinent to the extracted scene 

concepts (Figure 3.2.7). Crucially, the interface displays an automated reasoning block that evaluates 

the testing status of each law. For example, it can flag specific regulations (e.g., "Groups of 
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pedestrians") as "Untested" within the current scenario, explicitly stating the reasoning for their 

relevance. This mechanism allows the system to prioritize which edge cases need to be generated to 

ensure comprehensive validation of coverage. 

 

Figure 3.2.7: Use Case 1 Scenario Generation 

 

Automated Test Case Generation. The final stage of the workflow is handled by the Test Case Runner, 

which orchestrates the creation of new valid scenarios (Figure 3.2.8). Upon triggering the generation 

process, the low-code orchestrator utilizes Large Language Model (LLM) logic to modify the original 

scene parameters to fit the identified "Untested" law. The system provides a transparent view of its 

internal logic, showing how it calculates specific interaction points such as a "collision trajectory" at a 

precise timestamp and injects new virtual actors into the environment. The process concludes by 

outputting a structured JSON modification, effectively writing the executable file without manual 

human intervention. 
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Figure 3.2.8: Use Case 1 Generated Scenario 

 

As of D2.2, the use case was supposed to be realized through three scenarios: 

1. SmartEdge integration with a virtual environment 

2. Semantic assessment of ADAS systems using sensor fusion 

3. Changing scenes to generate alternate test cases. 

In addition, the demonstrator makes use of the newly added data synchronization features that were 

added to the Remote Rendering artefact. This allows us to use swarm rendering across multiple GPU-

enabled compute nodes to allow for large-scale simulations. For Use Case 1, this means that multiple 

simulations in the same environment can be executed not only side-by-side through the SmartEdge 

Runtime but also together enabling scenarios with higher complexity that can be executed on single 

nodes alone. For example, in Figure 3.2.9 there are multiple autonomous vehicles that are exchanging 

their intentions in order to clear the intersection more safely. In this case, car A reports its intention 

to turn left which is rejected by the traffic light but also by the motorcycle. 

 

Figure 3.2.9: Multi Nodes Scenario Example 

Thus, a test scenario can be executed on multiple nodes at the same time where, for example, another 

car relates to its own ADAS system. Cars then can use semantic middleware to exchange information 
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between virtual cars or infrastructure. As in real world scenarios the communication can be restricted 

ƛƴ ƛǘǎ ǊŀƴƎŜ ŀƴŘ ǊŜƭƛŀōƛƭƛǘȅΦ ¢ƘǳǎΣ ƻƴƭȅ ŎŀǊǎ ƛƴ ŀ ŎŜǊǘŀƛƴ ǊŀƴƎŜ Ƴŀȅ άǎŜŜέ ƛƴŦƻǊƳŀǘƛƻƴ ǎƘŀǊŜŘ ōȅ ŀƴƻǘƘŜǊ 

car. Figure 3.2.10 is a screenshot taken out of the rendering engine which shows a virtual replica of an 

intersection of the Helsinki test area. The white car is the car that is running on the rendering node. 

All light green cars are cars running on different computing nodes which are exchanging data like the 

position of themselves. 

With this a more complete world view can be created so that, for example, cars behind other cars can 

know about any obstacles which are in front of them but not visibly by the car itself yet. The following 

three introduced scenarios are detailed. The following three scenarios are described in more detail. 

 

Figure 3.2.10: Use Case 1 Multi Node Cars 

3.2.4.1. SmartEdge integration with a virtual environment 

We successfully implemented a "hello world" scenario that demonstrated the seamless integration of 

a virtual environment with the SmartEdge swarms based on the SmartEdge semantic features, 

especially W3C Thing Descriptions, as developed by work package 3. The scenario is about a virtual 

vehicle with a virtually edge-connected brightness sensor, we achieved real-time communication with 

virtual streetlamp swarms. Using low-code recipes and semantic interfaces, we automated the virtual 

world in a standardized way. Streetlights react to environmental brightness levels as the vehicle 

navigated a street. This scenario integrated the SmartEdge swarm concept into a virtual environment 

and the practical application of its service-oriented architecture. To realize the scenario, object 

ŀǾŀƛƭŀōƭŜ ǿƛǘƘƛƴ ǘƘŜ ǎŎŜƴŜ ŀǊŜ ƳŀŘŜ ŀǾŀƛƭŀōƭŜ ǘƻ ǘƘŜ άƻǳǘǎƛŘŜέ ǿƻǊƭŘ ŀǎ ǎŜǇŀǊŀǘŜ ²о/ ¢ƘƛƴƎǎΦ ¢ƘŜ 

virtual environment publishes available things via MQTT. An intermediate broker instantiates 

corresponding Thing Description Templates and makes them available to the SmartEdge Thing 

Description Directory. Examples are Cars, Pedestrians, Streetlight, Traffic Lights and an overall 

configuration of the scene that includes time of day and weather conditions. Figure 3.2.12 shows how 

different time of day conditions can influence the visual representation of a scene. 

Errore. L'origine riferimento non è stata trovata. provides a view into the template based MQTT Thing 

Description Mapping overview. It shows thing description details of a specific streetlamp which is 

available in a specific scene.  Note, multiple scenes can run at the same time on the same node or on 

different nodes. In each scene multiple instances of streetlamps are available so that instantiations 

are handled as well as connections to the corresponding origin of the object. 
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Errore. L'origine riferimento non è stata trovata. shows how different time-of-day conditions can 

influence the visual representation of a scene. 

 

 

Figure 3.2.11: MQTT Thing Description Mapping 

 

Figure 3.2.12: Example different Time of Day conditions 

3.2.4.2. Semantic assessment of ADAS systems using sensor fusion 

We successfully executed the second scenario, which focused on the semantic processing of sensor 

data and the integration of an ADAS system. By leveraging pre-recorded Helsinki test data, we 

established a digital twin like scene ǿƛǘƘƛƴ ǘƘŜ ǾƛǊǘǳŀƭ ŜƴǾƛǊƻƴƳŜƴǘΦ ²Ŝ ƛƳǇƭŜƳŜƴǘŜŘ ǘƘŜ ǾŜƘƛŎƭŜΩǎ 

sensors and actuators as a static device swarm making data available through SmartEdge Semantic 

Interfaces. 

A reasoner component monitors what happens in the scene to provide a mechanism that allows to 

validate ADAS compliance with traffic rules. The data is collected using the Metrics Report and 

Visualization Artefact. We also demonstrated an integration between Scenes running in the virtual 

environment with the OpenPilot ADAS Open Source software for scenarios with dynamic road users 

like pedestrians and other cars. Figure 3.2.13 shows two images of that integration which is further 

described in the next subsection. 
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Figure 3.2.13: OpenPilot with video input from virtual test cases 

3.2.4.3. Changing scenes to generated alternate test cases 

We demonstrated a system that generates alternative test cases to enable stress-tests of ADAS 

systems. By dynamically modifying and transferring scene contents into the virtual environment, we 

enabled the evaluation of various ADAS Systems, for example different versions or different software, 

in corner casesτmany of which are nearly impossible to replicate in the real world. 

Errore. L'origine riferimento non è stata trovata. shows two images of that integration. Both images 

are showing the rendering output of the scene which is streamed to an Open Pilot instance. Open Pilot 

tries to understand what is happening in the scene and sends back commends back like steer left / 

right or brake. The left image also shows additional UI component added by OpenPilot. The green line 

indicates that OpenPilot detected a lane which it is trying to follow. The orange area is an Open Pilot 

warning that the human should take control. The red area on the left and the person avatar on the 

right are, by the test case, artificially added obstacles added to the scene which were not originally in 

the video of the traffic scene. 

We also realized a complex multi-car simulation where virtual cars can be used as independent W3C 

Web of Thing devices. Therewith they can communicate their own environment by providing sensor 

data like video, position, steering information, speed and intentions (planed direction or position 

during the next seconds). Through manual and automated interventions such as provocative braking, 

weather changes (rain, fog, snow), and pedestrian obstacles differences in the behaviour of connected 

ADAS systems. The semantic scene descriptions were sufficiently expressive to reconstruct local 

scenes specific to a traffic situation using raw sensor data so that based on this extensions to the 

simulation are possible that are using the test cases as reproducible initialization at a specific location 

which are then extended when going outside the viewport of the original video material. 

Figure 3.2.14 shows a side by side view of an original scene as originally recorded by a street video 

camera and the virtual representation in terms of detected cars, their directions and detected lanes 

and the virtual representation. Previous Figure 3.2.13 not only shows an ADAS view of a scene but also 

adapted scenes. Here as example with injected obstacles and pedestrians. 
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Figure 3.2.14: Side by Side View of real recorded scene and virtual scene 

 

Across the entire workflow of the demonstrations, use case 1 integrated semantic functionalities, low 

code scenario configurations, modular communication and support for integrating both synthetic and 

real data sources. A virtualized environment was realized based on OpenStreetMap and 3D mesh data 

from the City of Helsinki. Virtual objects are exposed as W3C Thing Description and are made available 

to the SmartEdge environment. Real-world Helsinki traffic videos are used to convert video data into 

structured objects which are used to create test cases based on real traffic. OpenPilot was integrated 

as safety system for virtual cars. Sensors and actuators are modelled so that they can contribute to 

SmartEdge swarms.  

3.2.5. Ongoing and future work  

Currently the visual quality of the virtual rendering of ¦ǎŜ /ŀǎŜ м scenes is not yet fully photorealistic. 

This limitation is intentional and results from prioritization during development. The primary focus 

was placed on SmartEdge tooling integration and the connection with ADAS rather than on visual 

fidelity. Also, there was limited availability of high-quality, photorealistic 3D assets that could be used 

within the project. Use Case 1 demonstrated an end-to-end workflow from semantic visual scene 

understanding to automated test case generation and execution including ADAS integration through 

visual export of the test case rendering. Improved visual appearance will most certainly also improve 

the reactions of connected ADAS systems. 

Also UC1 combines visual data based on position and motion to create semantic scenes. Extending 

this fusion with additional data like radar, lidar or car detector loops to increase the accuracy of the 

word view and may result in more complete automatic test case creation and validation. 

The metrics layer takes care on technical indicators such as distances, positions and object counts 

additional work is needed to reflect regulatory expectations like compliance with traffic rules. Also the 

swarm rendering across multiple GPU-enabled nodes has been demonstrated, test with bigger 

numbers of nodes are pending which would include the evaluation of network load and 

synchronization latency. 
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3.3. USE CASE 2: SMART VEHICLE TO INFRASTRUCTURE 
 

3.3.1. Introduction  

Use Case 2 demonstrates how swarm intelligence and continuous semantic data integration can 

transform traffic management at signalised intersections. In conventional traffic management 

systems, information exchange between infrastructure and vehicles is extremely limited and 

asymmetric. Vehicles rely solely on the traffic signal indications (i.e. red, amber, or green states) 

without any awareness of controller intent or surrounding traffic conditions. Also, the traffic 

controllers depend on limited and indirect infrastructure inputs, most commonly inductive loop 

detectors that provide only binary or aggregate occupancy information, with little or no semantic 

understanding or knowledge of individual vehicle behaviour. 

This separation results in fundamentally uncoordinated decision-making: vehicles react independently 

based on limited visual cues, while controllers operate on limited, localised measurements, unable to 

anticipate or influence vehicle behaviour beyond signal timing. This paradigm leads to suboptimal 

performance and elevated risk, particularly in more complex traffic environments and conditions. 

The SmartEdge approach replaces this isolated control logic with a cooperative swarm-based traffic 

management model. Vehicles, traffic controllers, and heterogeneous sensors jointly form a distributed 

intelligence swarm, in which information is exchanged bidirectionally and processed close to its source 

at the edge. Vehicles contribute refined state information (e.g., position, speed, and following 

distance), infrastructure sensors provide complementary situational context, and traffic controllers 

share control intent and timing decisions. 

Through semantic harmonisation of these data streams, the swarm maintains a shared, real-time 

understanding of the traffic situation. This enables coordinated optimisation of both traffic signal 

timing and vehicle behaviour in unison: signal control adapts dynamically to the evolving traffic state, 

while vehicles receive actionable guidance that directly influences their behaviour. The result is a 

cooperative control loop that improves safety and traffic efficiency beyond what is achievable with 

traditional detector-based signal control alone. 

Within this cooperative swarm-based traffic management framework, Use Case 2 focuses on traffic 

safety as a concrete and measurable proof of concept. In particular, the SmartEdge solution is 

demonstrated through functionality aimed at reducing rear-end collision risk at signalised 

intersections, where timing uncertainty and uncoordinated vehicle responses pose significant safety 

challenges. While the use case concentrates on this specific safety scenario, it serves primarily to 

validate the broader SmartEdge approach: the ability of semantically integrated, bidirectionally 

communicating swarms to support safety-critical decision-making in real time. The selected scenario 

provides a well-defined, high-impact context in which the benefits of cooperative control can be 

clearly observed, while the underlying technology is applicable to a wide range of additional traffic 

safety and efficiency use cases beyond those demonstrated here. 

Traffic safety is a major challenge in the EU: the cost of traffic accidents, including fatalities, equals 2% 

of GDP. In signalized intersections, the most common accident type is rear-end collision. When 

vehicles approach an intersection, the green signal may come to an end. This causes drivers to react 

in different ways depending on their speed and distance from the stop line. At a certain distance from 

the stop line, there is a zone in which the rear-end collision is most likely because the drivers can make 

conflicting decisionsΦ ¢Ƙƛǎ ŀǊŜŀ ƛǎ ŎŀƭƭŜŘ ǘƘŜ άƻǇǘƛƻƴ-ȊƻƴŜέΦ Lƴ ǎƻƳŜ intersections, counter measures 

have been taken by using a detector to count vehicles in and out of the option zone. In this case, the 
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traffic controller must wait until the option zone is clear before it can terminate the green. This 

approach can lead to overly long green times and suboptimal traffic performance in the signalized 

intersection. 

 

Figure 3.3.1: Option zone in use case 2 

Our solution is to use SmartEdge technology to form a swarm consisting of vehicles, sensors, and 

traffic signal controllers (Figure 3.3.1). Some of the sensors are stationary and communicate with the 

controller via wired connections or wireless networking, while vehicles and their on-board sensors are 

mobile and therefore rely on wireless communication. For vehicle to infrastructure communication, a 

dedicated Vehicle-to-Everything (V2X) is deployed into test area and used. V2X communication is 

supported by specific devices such as Roadside Units (RSUs) and On-Board Units (OBUs), which enable 

low-latency data exchange between vehicles and infrastructure. 

However, V2X communication offers limited bandwidth and range, which constrains the amount of 

data that can be exchanged as well as spatial coverage. As a result, most sensor-data processing must 

be performed locally within the vehicle, i.e. at the edge, and only refined information (vehicle position, 

speed, and relevant surrounding traffic context) is transmitted via V2X. Vehicles equipped with V2X 

capability can also receive messages from the infrastructure, which is exploited in this use case. While 

V2X provides very low latency, its communication range is typically limited to approximately 100ς200 

m. This range can be extended through multi-hop communication, where vehicles relay messages 

beyond the direct coverage of an RSU. In addition, the devices used in this use case support not only 

direct V2X communication but also V2X over 5G mobile networks, enabling extended coverage when 

required. 

In our setup, data is collected from multiple heterogeneous sources and in various formats. Fixed 

radars and cameras provide observations within their respective sensing ranges, while traffic signal 

controllers supply information on signal states and vehicle detections. In addition, public transport 

data is ingested from external sources, including vehicle position and speed as well as operational 

attributes such as line identifiers, stop status, and door open/close events. These data streams 

originate from different providers and are produced at different rates, posing a key challenge: how to 

construct a holistic, real-time understanding of the traffic situation from fragmented and 

heterogeneous inputs. 

To address this challenge, we employ continuous semantic integration of data streams. Sensor data is 

semantically enriched, such that it conveys not only raw measurements (e.g. vehicle coordinates), but 

also contextual information such as sensor identity, location, coverage, and alignment. All streams are 

then transformed into semantic representations, such as RDF or JSON-LD, enabling automatic 

integration across sources that comply with standard ontologies (e.g. SSN/SOSA). The integrated data 

is aggregated into a Dynamic Knowledge Graph (DKG), in which information is represented as subjectς

predicateςobject triples. These triples form a continuously evolving graph that captures the current 

traffic situation in a machine-interpretable and programmatically accessible form. To ensure semantic 
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consistency and usability for traffic management, the DKG adheres to a dedicated Smart Traffic 

Ontology, which defines the relationships between roads, lanes, vehicles, sensors, detectors, and 

traffic signal controllers. 

This semantic data fusion and holistic situational awareness form a core capability of the SmartEdge 

approach and extend beyond the specific safety demonstration presented in this use case. In 

particular, the same architecture is intended to support a wider range of traffic management and 

optimization functions when deployed in conjunction with the Open Controller traffic control 

framework. By providing a shared, semantically harmonized view of the traffic state, the approach 

enables more advanced control strategies, improved interoperability, and scalable deployment across 

larger urban areas. It should be noted that this work will continue beyond SmartEdge project. 

The UC2 functionality is validated through a combination of simulation-based studies and real-world 

experimentation. Assessing traffic safety and operational improvements requires large volumes of 

diverse traffic data and exposure to a wide range of scenarios, which cannot be feasibly collected 

within the scope and duration of this project. For this reason, extensive simulation studies are 

conducted using the SUMO traffic simulator, allowing controlled, repeatable evaluation of swarm 

behaviour, signal control strategies, and safety mechanisms under a broad set of traffic conditions. 

Simulation alone is insufficient to demonstrate the technical feasibility and operational viability of a 

distributed, V2X-enabled swarm-based traffic management system. To address this, complementary 

field experiments were carried out in an operational urban environment using instrumented vehicles, 

roadside units, and live traffic signal controllers. These experiments validate real-world 

communication, latency, integration, and deployment aspects that cannot be fully captured in 

simulation. This work, as well as simulation studies is reported later in this section. 

3.3.2. Objectives and KPIs 

In the use case 2 we had objectives related to traffic performance and traffic safety (Table 3.3.1). The 

overall traffic performance was indicated by total delay of the vehicles in the intersections (KPI K5B.2). 

The open controller signal control algorithm is based more holistic scene understanding provided by 

the swarm of fixed sensors like radars and cameras. The total delay of all the vehicles can be obtained 

by simulations only. 

The safety green extender augments the traditional signal control with V2X-communication between 

vehicles, controllers and sensors. The indicator for traffic safety was originally defined as the number 

of red runners (KPI K5B.1. However, this indicator this indicator was later redefined to better indicate 

the risk of rear-end collisions. The new definition indicates better risk of rear-end collision at the 

option zone. The risk of rear-end collisions is measured by Time To Collision (TTC) value between 

successive vehicles at the end of green signal. The TTC values can be obtained by simulation runs only. 

Table 3.3.1: Use Case 2 KPI:s 

KPI ID KPI Name Description Measurement Context Result 

K5B.2 
Total 
Delay 

Measures the additional total 
time spent by the vehicles in 
comparison to the travel time 
by normal speed 

Simulated delays using 
open controller with and 
without the smart 
extenders 

Delays 
reduced by -
15-30% 
Goal ς20% 
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K5B.1 
Time to 
Collision 

Assesses the reduction in the 
risk of rear-end collisions 

Simulated TTC with and 
without the safety 
extender 

TTC 
increased 
over 100% 
Goal 50% 

 

 

3.3.3. Technologies used for the use case 

 

UC2 system is designed with a focus on edge computing and comprises decentralized distributed 

heterogenous nodes capable of sensing (e.g. radar and camera units), computation (e.g. traffic 

indicator edge unit), actuation (e.g. controller unit), mixed (e.g. V2X-enabled vehicle nodes) depending 

on the node type. In this regard, we have leveraged the microservices approach to deploy and run 

heterogeneous tasks on the edge nodes, where the nodes mainly implement publish-subscribe 

messaging (via MQTT and NATS) for collaboration with other nodes and microservices. On the 

hardware side, these edge units mainly use ARM-based SoC, and when needed, include CUDA-enabled 

GPUs.  

Regarding semantic integration, UC2 also employs continuous knowledge graph (KG) processing as a 

sub-component of A5.1.3. Within the overall UC2 pipeline, first the A5.1.4 (built using A3.5) 

semantically annotates the sensor data to generate a stream of RDF-based knowledge graphs. The 

JSON-to-RDF mapping rules are based on the Smart Traffic Ontology defined in UC2, which references 

namespaces from standard ontology definitions (explained in WP3 and WP5 deliverables). This Data 

Stream Fusion also enriches the KG with live public-transport information from GTFS-RT sources. The 

output is a continuous, semantically unified representation of the scene, which is fed back to UC2. The 

Traffic Indicator then extracts relevant information in real-time using on-the-fly SPARQL execution and 

graph processing logic. For instance, it identifies vehicles that follow each other on the same lane 

within the option zone, and generates complementary KG elements in real time, describing pairwise 

relationships and distances of vehicles following each other. Traffic Indicator publishes alerts such as 

άŎƭƻǎŜ ǇŀƛǊǎ ƛƴ ƻǇǘƛƻƴ ȊƻƴŜέ Ǿƛŀ ǇǊŜŘŜŦƛƴŜŘ b!¢{ ǎǳōƧŜŎǘǎ ǿƘŜƴ ǘǿƻ ŎŀǊǎ ŀǊŜ ŎƭƻǎŜǊ ǘƘŀƴ ŀ ǇǊŜŘŜŦƛƴŜŘ 

threshold.  

The following table 3.3.2 lists SmartEdge artefacts that contribute to the use case: 

Table 3.3.2: Use Case 2 KPI:s 

Artefact-ID and 

Name  

Short Artefact Usage Description  

A3.1  
SmartEdge Semantic 

Models  

Provides the shared ontology vocabulary. We used it in UC2 to semantically 

describe the traffic scene objects, sensors and states together with the 

processing results across all components. Conveqs/Aalto provided the 

foundation for Smart Traffic Ontology via a set of sample UC2-specific Turtle RDF 

files (.ttl). 
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A3.2  
Middleware with 

Standardized Semantic 

Interfaces  

MQTT-NATS interface is used for communication among UC2 edge nodes and 

components. 

A3.3  
Knowledge Graph 

Repository including 

TDD  

The TDD knowledge graph stores semantic description (JSON-LD) of UC2 entities 

including our edge nodes and their capabilities in relation to the defined low-

code recipes. In our tests, SE Runtime used the TDD for dynamic deployment of 

the traffic scene understanding pipeline primitives into the edge nodes. 

A3.5  
DataOps Pipeline 

Components  

 
A3.6  
DataOps Deployment 

Templates  

These tools and templates were used to create RDF generator pipelines (A5.1.4) 

that convert non-semantic JSON sensor data into semantic knowledge graph 

RDF streams, according to Smart Traffic Ontology and related mapping rules. 

A4.9  
Intelligent road-side unit  

Lƴ ŀ ǎŜǇŀǊŀǘŜ ǎŜǘǳǇ ŦǊƻƳ ¦/нΣ hȄŦƻǊŘ Ƙŀǎ ǘŜǎǘŜŘ ǘƘƛǎ ŀǊǘŜŦŀŎǘ ǿƛǘƘ ǘƘŜ ¦/нΩǎ Řŀǘŀ 

streams.  
A4.9 provides in-network acceleration for data fusion from various sensors 

(LiDAR, radar, etc.). Refer to Dynamic Swarm Networking (WP4) for more 

explanation. 

A4.11  
Packet Duplication 

Mechanism for LiDAR 

Transmission 

In a separate setup from UC2, Oxford has investigated the use of IN-MLςdriven 

packet duplication and anomaly detection on programmable devices to improve 

the transmission stability of LiDAR frames. In addition, the capabilities of 

BlueField-3 SmartNICs have been leveraged to enable isolation and high-

performance parallel processing of up to 1,000 LiDAR streams. Refer to Dynamic 

Swarm Networking (WP4) for more explanation. 

A5.1.2.1  
Vision Scene 

Understanding for 

Traffic  

UC1 used our live camera streams to implement their vision pipeline for 

semantic scene understanding.  

A5.1.3  
Smart Traffic Data 

Fusion  

Performs fusion of traffic scene data from heterogeneous sensing sources 

(cameras, radars, traffic signals, etc.) and merges them into targeted traffic 

indicators to be used for adaptive traffic management in UC2. 

A5.1.4  
Data Stream Fusion  

In UC2, this artefact (an RDF generator pipeline) converts non-semantic traffic 

sensor data streams (custom JSON format) into semantic knowledge graph 

streams (interoperable RDF) according to our Smart Traffic Ontology. 

A5.1.5  
Graph Stream 

Processing  

UC2 and A5.1.3 use this knowledge graph processor to extract relevant data and 

traffic indicators from the real-time traffic scene KG, by means of SPARQL 

execution on the RDF streams.  
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A5.4.1 SmartEdge 

Runtime 

 
Together with its related 

artefacts: 

A5.3.1 Swarm Adaptive 

Coordinator,  
A5.3.1.1 Semantic based 

Node discovery,  
A5.3.2  
Task Orchestrator 

We have used SmartEdge Runtime for dynamic deployment and execution of 

our camera-based scene understanding pipeline into new edge environments 

for each intersection road. A5.4.1 dynamically executes UC2 test cases based on 

their low-code recipes.  

 
These artefacts are core components for management of the swarm, execution 

of task primitives and the recipes on smart nodes.  

A5.4.2  
Dynamic Knowledge 

Graph  

A core component that provides semantic information on the current status of 

the swarm and changes in the nodes. A datastore for dynamic swarm attributes.  

A5.4.4.3  
Remote Rendering  

This has been a cooperative effort with UC1 in which we have collaborated with 

Fraunhoffer team to visualize traffic environment (real time/simulated) in their 

metaverse. Refer to UC1 section for explanation and pictures. 

A5.4.4.4  
Ego-Vehicle Centric 

Visualization  

Ego-Vehicle Centric Visualization was implemented as part of Aalto 

instrumented vehicle demonstration. 

 

 

Figure 3.3.2 also provides a visual view of artefact integration and their interfaces in UC2. Not all the 

core artefacts are shown in the figure. 
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Figure 3.3.2: Artefacts related to UC2 

 

3.3.4. Demonstrations and validation 

 

We have demonstrated use case 2 V2I capability by using simulation as well as by carrying out field 

demonstrations. In simulation studies, two different approaches were used. In the first simulation 

demos, the Sumo traffic simulator was connected to the open controller directly by using the Traci 

interface. We demonstrated the management of traffic at the option zone in the plenary meeting in 

Nice October 2024. In this simulation there were V2X vehicles approaching the traffic signals while 

open controller was looking for the optimal moment to end the green signal. As soon as open 

controller decided to terminate the green, then the active management of safety in the option-zone 
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was started. If more than one vehicle existed at the option zone, then open controller chose a pair of 

vehicles for safety action. The open controller started a safety extension of the green signal in order 

to get time for the traffic safety management. During this safety extension, the open controller sends 

ŀ άǎƭƻǿ Řƻǿƴέ ŎƻƳƳŀƴŘ ǘƻ ǘƘŜ ƭŀǘǘŜǊ ǾŜƘƛŎƭŜ ƻŦ ǘƘŜ selected vehicle pair. This way the gap between 

the two vehicles starts increasing so that it makes safe for the first vehicle to go through and the latter 

vehicles to stop safely at the red signal. The safety extension lasts as long the safe gap has been created 

or a given maximum time was exceeded.  

 

Figure 3.3.3: Simulated safety functions: the yellow and red cars are connected to the same swarm, red cars are getting 
άǎƭƻǿ Řƻǿƴέ ƛƴǎǘǊǳŎǘƛƻƴ ǿƘŜǊŜŀǎ ǘƘŜ ƎǊŜŜƴ ŜȄǘŜƴǎƛƻƴ ŘǳŜ ǘƻ ǎŀŦŜǘȅ ƛƳǇǊƻǾŜƳŜƴǘ ƛǎ ŀōƻǳǘ ǘƻ ǎǘŀǊǘ 

The other type of simulation experiment consists of components that are similar to the field setting 

(Figure 3.3.3). Firstly, the simulation is separated from the signal control. The simulation program is 

controlled by a software called simulation engine. The simulation engine runs a given scenario e.g. a 

given intersection of the test area. To the simulation engine, one can configure detectors, radars and 

AI-cameras, which generate messages similar to the ones coming from the field equipment. Then the 

next component to configure is called traffic indicators. This artefact reads the raw data from various 

sensors and provides such traffic indicators to the open controller, which it needs for optimizing the 

signal control. Finally, the open controller reads the traffic indicators like queue lengths, approaching 

traffic flows, vehicles at the option zone etc. Based on these indicators, the open controller makes it 

decision about signal timing using so called smart extender. The smart extender is a component which 

decides how long a signal group that has got green can extend it. In contrast to the prevailing systems, 

which extend the green based on gaps between vehicles approaching the green signal, the smart 

extender looks also the length of all those queues, which conflict with the current green signal. 

Therefore, the signal timing is based on holistic understanding of the traffic situation, while still being 

distributed among a swarm of individual signal group agents. Regarding to the V2I use case, a similar 

safety green extender was used than in the case of integrated simulation. However, a new software 

component called safety green extender was added to the swarm. The safety green extender receives 

messages from the approaching V2X vehicles including data about vehicles position, speed and 

distance the vehicle in front. Based on this information, the safety extender decides whether to 

continue the safety green or terminate it. This information is sent the open controller, which in turn 

controls the actual signal group visible to the approaching vehicles. Meanwhile, if the safety extension 

ƛǎ άƻƴέ ǘƘŜ ǎŀŦŜǘȅ ŜȄǘŜƴŘŜǊ ǎǘŀǊǘǎ ǎŜƴŘƛƴƎ άǎƭƻǿ Řƻǿƴέ ƳŜǎǎŀƎŜǎ ǘƻ ǘƘŜ ǎŜƭŜŎǘŜŘ ǾŜƘƛŎƭŜǎ ǘƻ ƛƴŎǊŜŀǎŜ 

the safety gap between successive vehicles. If sufficient gap was reached, then the safety extender 
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sends a message to open controller to terminate the green signal. It should be emphasized that the 

distributed simulation approach is much closer to the reality than the integrated simulation. 

Therefore, most of the technical and practical challenges can be faced already in the simulation phase. 

When moving to the field demonstration, basically only some channel names needed to be changed 

so that the safety extender listens to real V2X car data and talks to the real signal controller in the 

field. 

The simulation studies were used to obtain the results defined by the KPIs. The results show some 

20% reduction in total delays (K5B.2), which indicates improved traffic performance when the signals 

were controlled by using the open controller. The results are in line with the goal set in the project 

proposal in which the goal was set to 20%. In figure 3.3.4 at low traffic demand, the reduction of total 

delay was around 14% and with high traffic demand it was around 33%.  

 

Figure 3.3.4: The effect of Open Controller to the total delay 

 

The demonstrated V2X technology was aimed mainly at improving traffic safety, especially reducing 

the number of rear-end collisions. The simulation results indicated that the likelihood of rear-end 

collisions was significantly reduced by the safety extender using V2X technology. The picture below 

shows the time to collision (K5B.1) in two cases, namely at the start of safety green extension (TTC1) 

and at the end of the safety green extension (TTC2). From Figure 3.3.5 it can be seen that without the 

V2X safety extender the TTC at the end of green signal can be anything from 0.8 to 2.3 seconds which 

is considered a risk of rear-end collision. However, after the safety green was activated, the time to 

collision (TTC2) most often reaches 3 seconds, which is generally considered a safe traffic situation. In 

cases of less than 3 seconds, the vehicles most likely exited the option-zone before the optimal TTC 

was reached. In average the TTC was increased by 162% compared to the situation without the safety 

extension. 
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Figure 3.3.5: The effect of V2X safety extender on the risk of rear-end collisions (K5B.1) 

 

The field demonstration was carried out in the Jätkäsaari test area in one dedicated intersection (266) 

for this purpose (Figure 3.3.6). A V2X roadside unit (RSU) was installed and attached to the bridge 

under which the junction is located. The vehicles were arriving from a long straight ramp towards the 

intersection, which was a suitable scenario for the demonstration for reducing the rear-end collisions. 

We used three instrumented and connected vehicles owned by the Aalto University (Figure 3.3.7). The 

equipment needed for various SmartEdge demonstrations was purchased by the university using its 

own budget (V2X-onboard units, lidars, stereo-cameras etc.). 
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Figure 3.3.6: The Jätkäsaari test area as part of the Mobility Lab Helsinki. The area is equipped with 17 radars/camera units 
and access to signal control. 

Each car was also equipped with display to indicate the status of the demonstration. The display 

indicated the number of satellites available, connectivity through the V2X, number of cars in swarm 

etc. During the actual demonstration ǘƘŜ ŘƛǎǇƭŀȅ ƛƴŘƛŎŀǘŜŘ ǘƘŜ ǎǘŀǘŜ ƻŦ ǎƛƎƴŀƭ ŎƻƴǘǊƻƭΥ άwŜŘέΣ άAmberέΣ 

άDǊŜŜƴέΣ ά{ŀŦŜǘȅ DǊŜŜƴέΦ 5ǳǊƛƴƎ ǘƘŜ ǎŀŦŜǘȅ ƎǊŜŜƴ ǎǘŀǘŜΣ ǘƘŜ ŘƛǎǇƭŀȅ ƛƴŘƛŎŀǘŜŘ ƛŦ ǘƘŜ ŎŀǊ ǊŜŎŜƛǾŜŘ ŀ άǎƭƻǿ 

Řƻǿƴέ ƳŜǎǎŀƎŜΣ ǿƛǘƘ ōƻƭŘ ƭŜǘǘŜǊǎ ŀƴŘ ǊŜŘ ōŀckground. When the traffic signal started to change to 

green (amber), all three vehicles started to move from a fixed location (200 meters from the stop line). 

The safety extender started to measure the distance between the vehicles. The vehicle approach with 

short distance on purpose, because when the safety extender kicks in (controller thinks it is time to 

terminate the green), then the safety extender detects the situation and starts creating wider gap 

between the two last vehicles.  
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Figure 3.3.7: Aerial video footage of the intersection and the info panels in the vehicle. The red test vehicle (in focus) is 
ƎŜǘǘƛƴƎ ǘƘŜ άǎƭƻǿ Řƻǿƴέ ƛƴǎǘǊǳŎǘƛƻƴ ǿƘŜǊŜŀǎ ǘƘŜ ŎŀǊǎ ƛƴ ŦǊƻƴǘ ŀƴŘ ǘƻ ōŜ ƭŜǘ ǘƘǊƻǳƎƘ ǘƘŜ ƛƴǘŜǊǎŜŎǘƛƻƴ 

¢ǿƻ ŦƛǊǎǘ ǾŜƘƛŎƭŜǎ ǊŜŎŜƛǾŜŘ ƳŜǎǎŀƎŜ ά{ŀŦŜǘȅ 9ȄǘŜƴǎƛƻƴέ ŀƴŘ ŎƻƴǘƛƴǳŜŘ ƴƻǊƳŀƭƭȅ ǘƻǿŀǊŘǎ ǘƘŜ ǘǊŀŦŦƛŎ 

ǎƛƎƴŀƭΦ {ƛƴŎŜ ǘƘŜ ƭŀǎǘ ǾŜƘƛŎƭŜ ƎŜǘǎ ǘƘŜ ά{ƭƻǿ 5ƻǿƴέ ƳŜǎǎŀƎŜΣ ǘƘŜ ŘǊƛǾŜǊ ǎǘŀǊǘǎ ǘƻ ōǊŀƪŜ ŀƴŘ ŜȄǘŜƴŘ ǘƘŜ 

gap to the car in front (Figure 3.3.7 and Figure 3.3.8). Once the safe gap was reached (ca. 30 meters), 

then the safety extender sends a message to the signal controller to terminate the green signal. As a 

result, the last vehicle stops safely at the stop line. This demonstration was repeated several times to 

give all the audience to be in action in the last vehicle (VW Caravelle minibus). Some extra round had 

to be made, since the other traffic was occasionally too heavy and we could not create the traffic 

situation we wanted). All in all, the field demonstration was successful and demonstrated how a 

swarm of agents like the three cars, traffic controller and the safety extender carried out the expected 

operation in live traffic. 

 

 

Figure 3.3.8: Slow down info panel operation in a test vehicle 
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3.3.5. Ongoing and future work  

Although the final UC2 demonstration validates the technical feasibility of the SmartEdge approach 

for smart vehicle-to-infrastructure interaction, the work does not end with the project. The 

consortium partners intend to carry key UC2 results beyond the current maturity level reached in 

SmartEdge and to continue their development towards more robust and operational solutions. This is 

particularly relevant because the final demonstration environment was already complex: it combined 

live traffic, real roadside infrastructure, and dependencies on external city systems that were only 

partly under the control of the project. In addition, unexpected roadworks and other practical 

constraints in the test area limited the scope of what could be integrated into the main live 

demonstration. As a result, several artefacts and supporting capabilities were validated separately, or 

in partial integration setups, rather than as part of one end-to-end operational chain. The project has 

nevertheless established a strong basis for further work, and the next steps are now clearer. 

From the perspective of continuous semantic integration, UC2 has demonstrated a working solution 

for semantically enriched traffic scene understanding and interoperable data exchange across 

heterogeneous sensing and processing components. The Smart Traffic Ontology, RDF-based stream 

generation, graph stream processing, and knowledge-graph-backed deployment mechanisms provide 

an effective foundation for representing intersection infrastructure, traffic actors, and processing 

outcomes in a unified manner. However, this should be seen as the beginning rather than the endpoint 

of the work. Further development is needed to broaden the semantic coverage of the models, improve 

tooling for large-scale operational maintenance of traffic knowledge graphs, and strengthen product-

grade integration with city traffic management systems and third-party smart city platforms. The 

approach is considered promising also beyond the project itself, as it directly addresses the persistent 

data silo problem found in current smart city deployments. On this basis, follow-up initiatives are 

being prepared to mature these semantic interoperability results into market-oriented solutions for 

infrastructure operators and smart mobility service providers. 

Regarding dynamic and secure swarm networking, the project has generated important lessons on the 

practical applicability of V2X-driven swarm formation in connected traffic environments. While the 

SmartEdge WP4 artefacts demonstrated automatic discovery, swarm coordination, programmable 

network security, and hardware-accelerated roadside processing, the specific type of dynamic vehicle 

co-joining originally envisioned for swarm formation proved difficult to realize in a sufficiently robust 

way within the UC2 operational constraints. For this reason, the final live demonstration did not rely 

on full dynamic vehicle-side swarm formation in the way initially foreseen. More work is therefore 

needed at both research and standardisation level before such mechanisms can be deployed in real 

connected vehicle services with the required reliability, interoperability, and safety assurances. At the 

same time, the project opened another promising direction: instead of focusing only on vehicles as 

swarm members, dynamic swarm formation may also be exploited on the infrastructure side. For 

example, sensing and processing nodes at one intersection could temporarily join the swarm of 

another intersection when traffic conditions, incidents, or local sensing limitations make such cross-

intersection cooperation beneficial. 

The WP4 work also revealed several hardware-acceleration paths that remain highly relevant for 

future exploitation, even though they were not fully incorporated into the final UC2 live pipeline. 

These include the intelligent roadside unit, the street intersection edge unit, LiDAR-oriented edge 

acceleration, in-network support for LiDAR frame transmission, and in-network anomaly detection 

and security functions. Separate evaluations reported in WP4 indicate that these approaches can 

significantly reduce latency and improve robustness for data-intensive roadside intelligence. For UC2, 

this creates a concrete engineering roadmap: future work should combine the semantically integrated 
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traffic scene pipeline with hardware-accelerated sensor fusion, optimized data paths, and roadside 

security mechanisms in a more tightly integrated field setup. This is expected to be particularly 

important for scaling the solution from one demonstration intersection to larger urban deployments 

where the number of sensors, traffic participants, and simultaneous events increases substantially. 

The low-code and runtime aspects developed in WP5 also point to important post-project 

opportunities. In UC2, the SmartEdge Runtime, task orchestration mechanisms, dynamic knowledge 

graph, semantic deployment support, and data fusion components demonstrated that traffic scene 

understanding, and edge intelligence workflows can be deployed and adapted with a significantly 

higher level of abstraction than in conventional infrastructure integration projects. A further step was 

reached in early 2026, when AI-enabled data processing with low-code deployment and the 

SmartEdge architecture was implemented in a form that demonstrated the technical feasibility of this 

approach in the UC2 context. However, technical feasibility alone is not sufficient for operational 

adoption. Additional work is required to package these capabilities into deployable products, harden 

lifecycle management, simplify operational configuration for infrastructure operators, and align the 

solution with procurement, maintenance, and support expectations of the smart mobility market. In 

this respect, HiveIntel (spinoff from TUB) and Conveqs are continuing activities aimed at bringing these 

low-code and semantic traffic processing solutions closer to market.  

Another important strand of future work concerns privacy-preserving trust and reputation 

management for road users and mobile sensing participants. Within the project, simulation studies 

and protocol design work were carried out for an anonymous reputation update approach intended 

for crowd-sensing and traffic-control swarms. The protocol draft documented in the anonymous 

reputation material shows how reputation-based assessment of sensing reports could be achieved 

without compromising user anonymity or enabling straightforward linkage between reports 

submitted over time. This is a potentially significant innovation for intelligent transport systems, 

where trust in distributed observations is needed but direct exposure of user trajectories and 

identities would be unacceptable. Although this functionality was not part of the final UC2 live 

demonstration, it represents a strong candidate for future development, especially in scenarios 

involving cooperative sensing, road hazard reporting, or other distributed traffic intelligence services. 

Conveqs intends to continue work on this direction beyond SmartEdge. 

Finally, the project has also produced promising results concerning virtual environment development 

and simulation-supported validation. During SmartEdge, UC2 collaborated with UC1 both in data 

exchange and in the use of the simulation platform, based on microscopic traffic simulation, as a 

source of controllable traffic data and visualization support. This cooperation suggests a broader 

future opportunity: the same approach used for vehicle-oriented simulation and visualization could 

also be extended to roadside sensors, such as cameras and infrastructure-based perception systems, 

including the study of their behaviour under different weather, lighting, and operational conditions. 

Such a capability would be valuable for development, benchmarking, and regression testing of smart 

city intelligence solutions before deployment in live intersections. At present there is no separate 

active project dedicated to this path, but the experience gained in SmartEdge indicates that it is a 

promising direction for future research and engineering work. 

Overall, UC2 has validated a substantial set of SmartEdge building blocks for smart traffic 

infrastructure, but it has also clarified where further maturation is needed. The semantic integration 

results, the runtime and low-code deployment concepts, the hardware-accelerated roadside 

processing path, the anonymous reputation approach, and the simulation-supported development 

workflow together form a coherent post-project agenda. The next phase is therefore not to repeat 
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the same demonstration, but to industrialise the most promising parts of the solution, strengthen 

those elements that were only validated separately, and move the UC2 results towards larger-scale, 

more dependable, and commercially relevant smart mobility deployments. 

3.4. USE CASE 3: SMART FACTORY MOBILE ROBOTICS  

3.4.1. Introduction 

 

Use Case 3 demonstrates and measures the application of the SmartEdge toolchain within a smart 

manufacturing context, focusing on the coordination of manufacturing edge sensors, semantic 

processing components, and distributed orchestration mechanisms in automated environments. The 

final UC3 SmartEdge artefacts are integrated and validated across both a dedicated robotic research 

lab and a live production setting, enabling controlled experimentation alongside realistic KPI 

measurement under authentic industrial conditions. Both demonstrations and KPI evaluations are led 

by Dell Technologies in Cork, Ireland. 

The UC3 scenario centres on product-handling and intra-factory logistics workflows, including AMRs 

that transport pallets between predefined operational zones and UR robot arms performing product 

manipulation tasks. The manufacturing environment is inherently dynamic, characterised by 

temporary obstacles, movable infrastructure, and the presence of human operators. Addressing such 

variability requires continuous environmental perception, contextual reasoning, and adaptive 

coordination across heterogeneous devices. 

Within UC3, SmartEdge components are deployed across these environments to demonstrate 

coordinated perception, swarm formation, and declarative workflow execution, while simultaneously 

capturing and analysing authentic AMR activity without interfering with existing industrial control 

systems. This enables KPI measurement to be derived from genuine operational data, complementing 

controlled validation and integration activities. 

The innovation of UC3 lies in the introduction of shared semantic representations of the 

manufacturing environment and the low code methods in training new image detection models for 

image sensing. Rather than exchanging raw sensor streams, SmartEdge constructs semantically 

enriched descriptions of detected objects, spatial relationships, and operational states. These 

representations, grounded in SmartEdge semantic models and continuously updated through WP3 

mechanisms, support structured querying and higher-level analysis of logistics processes. 

Dynamic networking capabilities developed in WP4 enable distributed edge devices to discover one 

another and exchange contextual information securely, while WP5 tools allow manufacturing 

workflows to be defined declaratively and executed across the system. Together, these capabilities 

illustrate how SmartEdge functions as both an analytical augmentation layer for existing 

manufacturing operations and an orchestration framework for coordinated robotic deployments. 

UC3 therefore provides a unified validation scenario in which semantic integration, distributed 

coordination, and edge-based analytics are exercised across realistic industrial conditions, supporting 

measurable improvements in AMR coordination, blockage handling, and overall operational 

efficiency. 
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3.4.2. Objectives and KPIs 

The KPIs of UC3 measure how SmartEdge semantic perception and edge-based analytics can identify 

and quantify inefficiencies in driven logistics workflows within a smart manufacturing environment. 

The evaluation of UC3 is structured around two distinct KPI measurement focuses. The first relates to 

identifying unnecessary AMR movements arising from incorrect task triggering, specifically in 

scenarios where robots are dispatched to collect pallets that are not physically present. By combining 

visual perception with semantic interpretation, SmartEdge enables the detection of such false pickup 

events and supports the estimation of avoidable system inefficiencies. 

The second KPI focuses on obstacle-related disruptions within AMR operating zones and the 

quantification of potential reductions in response time achievable through enhanced situational 

awareness. By detecting and classifying non-pallet obstacles within the environment, SmartEdge 

provides the basis for estimating improvements in obstacle resolution workflows. 

The objectives of UC3 are evaluated using the following Key Performance Indicators:  

KPI ID KPI Name Description Measurement Context Result 

K5C.1 

Improved 
AMR 
movement 
efficiency. 

Scene Understanding is 
used measure the number 
of events AMR pickup was 
not required. 

The number of false 
moves versus the 
correctly captured 
false moves. 

An average of 12 false 
moves per 6 hour 
window captured 

K5C.2 

Reduced 
blockage 
removal for 
robot 
operators 

Assesses the reduction in 
manual interventions 
required to resolve 
blocked paths or 
navigation issues 

Count of human 
interventions during 
AMR operations 

AMR obstacles are 
identified in the AMR 
charging area.  

 

The KPI evaluation in UC3 is based on the analysis of operational data collected from the production 

environment, combined with SmartEdge perception capabilities to identify and quantify inefficiencies.  

3.4.2.1. Deployment in production area 

Lƴ ǘƘŜ ŎǳǊǊŜƴǘ ǇǊƻŘǳŎǘƛƻƴ ŜƴǾƛǊƻƴƳŜƴǘ !awΩǎ ƳƻǾŜ ǇŀƭƭŜǘǎ ŦǊƻƳ ŀ ǊŜŎŜƛǾŜŘ ǎƘƛǇǇƛƴƎ ŀǊŜŀ ǘƻ ǘǿƻ 

locations on other side of factory floor. The AMRs home position and charger are positioned in an area 

of open infrastructure (open factory) with corporate controls on IT deployments, uncommon or unique 

objects (for image detection) and varying traffic (human and automated industrial equipment). This 

deployment of SmartEdge artefacts in this production area had prerequisite restrictions for security, 

location of devices, and connectivity. To meet the prerequisites for we used overhead cameras as 

sensor nodes connected wirelessly to local compute, this is illustrated in the figures below. 
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Figure 3.4.1: Deployment environment for KPI data 

 

Figure 3.4.2: Abstracted representation of sensing coverage and monitored AMR zones used for KPI measurement, including 
camera placement and edge processing points 

As illustrated Errore. L'origine riferimento non è stata trovata. we see camera sensors were able to 

capture scene data from the overhead perspective only with required networking and power on a 

nearby pillar. Overhead camera perspective only showed limited field of view hence 4 cameras were 

deployed to cover the full working area (lane) for the AMRs. Full hardware and artefacts used within 

the use case are further described in the demonstrations. The below Errore. L'origine riferimento non 

è stata trovata. shows the perspective from a combined view over one lane, it is showing the predefined 
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pallet drop-off locations marked with dash red line boxes, pallets are deposited in the appropriate AMR 

working lane to be moved to predefined area in manufacturing area. We note the cameras have an 

overlap that allows multiple point of inference on 4 pallet locations but as these are represented 

semantically and image detection for overlapping areas provided further value in multiple sensors on 

one working area. 

 

Figure 3.4.3: View from overhead cameras 

To train the image detection within the scene understanding we collected raw image datasets as seen 

from AMR area. Once this was used with the innovative Smart Annotation tool it allowed for the ability 

to quickly generate an image detection model specific to the area; further described in a). Once this 

image detection was deployed within the compute device as part of scene understanding it correctly 

detected pallets and other objects within the camera view.Errore. L'origine riferimento non è stata 

trovata., highlights the detection of humans and other objects separate to pallets. The annotated data 

and pipeline flow is also further described a). 

 

Figure 3.4.4: Scene Understanding in KPIs 
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3.4.2.2. KPI Analysis 

KPI analysis leveraged multiple SmartEdge architectural components to enable comprehensive data 

collection, semantic annotation, and quantitative analysis. Data was collected over a two-month period. 

Manufacturing Scene Understanding artefact served as the primary data processing pipeline for this 

phase, this deployment performed the following functions: 

1. Data Ingestion - capture data from camera sensor nodes 

2. Annotation and Localization - prepare data for model layer and leverage mapping module to 

estimate position and other spatial features of detected objects 

3. Inference - execution of models on incoming data 

4. Semantic Conversion ς Transform and construct feature graphs for each model output and 

insert into the knowledge base (Thing-description Directory) 

The Thing Description Directory (TDD) (A3.3) and Semantic Middleware (A3.2) were utilized to construct 

a comprehensive scene graph representing the use-case deployment area. This scene graph enabled: 

¶ Semantic Interoperability: Standardized representation of all entities within the operational 

environment. 

¶ Relationship Mapping: Explicit connections between AMRs, pallets, spatial mapping and 

sensors. 

¶ Query Capability: Structured access to temporal and spatial event data supporting KPI analysis  

A dedicated query script was developed to extract relevant data from the Thing Description Directory. 

The query mechanism was designed to: a) identify False Pickup Events: Filter scene graph data for AMR 

movements matching the false pickup event signature b) Aggregate Operational Data: Compile 

intervention events and journey time measurements.  

3.4.2.3. Results  

Over an analysis snapshot sample during AMR operation, we saw a significant portion of time spent 

(~20 minutes) in a false-pickup event state, spending thirty seconds per event, preforming unnecessary 

movement. This demonstration highlights the potential efficiency and impact on journey time gained 

by implementing SmartEdge technologies in a real-world manufacturing environment, supporting more 

accurate identification of tasks through semantic scene understanding.  

Table 3.4.2-1: UC3 KPI Analysis - Metadata 

Parameter Result 

Analysis Start Time 2026-02-27 11:02:05 

Analysis End Time 2026-02-27 17:04:31 

Total Snapshots captured (frames analyzed) 9,187 

Duration 6 hours 2 minutes 
 

Table 3.4.2-2: UC3 KPI Analysis - Scene State 

Operational State Percentage (%) 

AMR at home position (Charging bay) 11.8 

Pickup Available (pallet in pickup zone) 30.11 

Previous Pickup (Dropoff in-progress) 75.62 
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Table 3.4.2-3: UC3 KPI Analysis - False Pickup stats 

Metric Value 

False Pickup Events 12 

False Pickup time 20.83 minutes 

Mean/Median duration per event 104.3/31.0 seconds 

 

The scene-understanding pipeline is used to identify obstacles within the AMR working area using 

overhead camera feeds. In the UC3 setting, this supports the detection of objects left in pallet drop-off 

locations while the AMR is operating in other parts of the workflow. In this way, the system can provide 

advance awareness of blocked locations and support the alerting of a human operator before the AMR 

returns to the affected area. 

 

During the measurements, the scene-understanding component was able to correctly identify all 

trained obstacle events captured in the monitored area. In the observed sample, 4 out of 5 obstacle 

instances were detected successfully without issue. The remaining 1 obstacle were not reliably 

detected, which was attributed to limitations in the available training data for certain object types, 

together with challenging object pose and partial visual ambiguity within the scene. Shadowing and 

viewpoint effects reduced the confidence of the object detection model for some obstacle 

configurations. 

To improve sensitivity to previously unseen or weakly represented obstacles, a foreground-background 

modelling approach was also evaluated. This provided an additional mechanism for identifying 

unexpected objects introduced into the working area. However, this method was more sensitive to 

environmental variation, including changes in lighting conditions, shadow movement, and human 

activity passing through the monitored zone, which increased the likelihood of false detections. The 

results therefore show that scene understanding can provide useful early identification of obstacles in 

the AMR drop-off area, but also that robust deployment depends on improved training coverage and 

careful balancing between object-specific detection and more general change-detection methods. 

These results provide the functional basis for K5C.2, which evaluates the reduction in obstacle-removal 

time within the AMR work area. Successful early identification of obstacles through scene 

understanding allows an operator to be informed before the AMR returns to the blocked location, 

thereby reducing the period for which the obstacle remains in place. In this respect, SmartEdge 

contributes not by physically removing the obstacle, but by improving the timeliness of awareness and 

enabling earlier intervention. The partial detection performance observed in the current deployment 

indicates that this benefit is already achievable in a subset of cases, while also showing that improved 

model coverage and robustness are needed to realise the KPI more consistently. 

3.4.3. Technologies of UC3 

The UC3 demonstrations are enabled through the integration of the SmartEdge toolchain, comprising 

a coordinated set of artefacts that support low-code annotation for semantic scene understanding, 

swarm-based coordination, and workflow orchestration across distributed edge devices. Within the 

Dell manufacturing use case, the SmartEdge toolchain is applied to smart manufacturing scenarios, 

where sensor nodes, semantic processing, and coordination mechanisms are brought together to 

support the UC3 demonstrations. 
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Errore. L'origine riferimento non è stata trovata. summarises the SmartEdge artefacts utilised in UC3, 

including their identifiers, ownership, and functional roles within the use case. 

 

Table 3.4.3-1: UC3 SmartEdge Artefacts 

Identifier Owner Artefact Role in UC3 

A3.1 SAG 
SmartEdge 
Semantic Models 

Provides the common semantic structures used to 
represent entities, observations, and relationships in 
UC3. 

A3.2 SAG 

Middleware with 
Standardized 
Semantic 
Interfaces 

Enables interoperable access to data and services 
across heterogeneous devices participating in the UC3 
demonstrations. 

A3.3 SAG 
Knowledge Graph 
Repository 
including TDD 

Stores and exposes semantic descriptions, contextual 
information, and queryable knowledge used in the UC3 
processing flow. 

A3.11 Dell 
Streaming Media 
Service 

Transfers semantic scene information between nodes 
to support shared environmental awareness in the use 
case. 

A4.1 CNIT 
Access Point 
Manager 

Supports swarm connectivity and node access 
management within the distributed UC3 network 
setup. 

A4.2 CNIT 
Swarm 
Coordinator 

Manages swarm membership and coordination logic for 
participating edge nodes in the demonstration 
environment. 

A4.3 CNIT 
Swarm-node 
Manager 

Provides node-level swarm communication and 
supports participation of distributed devices in the 
coordinated setup. 

A4.4 CNIT P4 Switch 
Supports programmable forwarding and controlled 
network behaviour within the swarm communication 
layer. 

A4.5 CNIT 

Distributed 
Database for 
Network 
Information 

Maintains network-related swarm state and shared 
coordination information across participating nodes. 

A5.1.2.2 Dell 
Manufacturing 
Scene 
Understanding 

Performs perception on manufacturing imagery to 
detect pallets, obstacles, and other relevant objects for 
UC3. 

A5.3.1 TUB 
Swarm Adaptive 
Coordinator 

Supports adaptive coordination decisions across 
distributed nodes within the UC3 swarm setup. 

A5.3.2 TUB Task Orchestrator 
Manages task-level orchestration and coordinated 
execution of distributed functions in the UC3 
demonstrations. 
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A5.4.1 TUB 
SmartEdge 
Runtime 

Provides the runtime environment for executing 
coordinated SmartEdge functions across the UC3 
nodes. 

A5.4.4.1 TUB Model Builder 
Supports preparation and training of models used in 
the manufacturing scene understanding workflow. 

A5.4.4.5 W3C 
Swarm 
Visualization 

Provides visualisation of swarm behaviour and 
coordinated system activity in the UC3 demonstration 
environment. 

 

 

Figure 3.4.3-1: Usecase 3 Diagram of artefacts 

Errore. L'origine riferimento non è stata trovata. summarises the SmartEdge technologies used in UC3 

and their integration within the robot lab demonstrations. At the edge layer, distributed sensor and 

device nodes, including camera-equipped Raspberry Pi platforms and the AMR/UR arm node, execute 

the SmartEdge Runtime together with swarm-node and programmable networking components. These 
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nodes are connected through the WP4 swarm networking layer, comprising the Access Point Manager, 

P4 Switch, Swarm Coordinator, Adaptive Swarm Coordinator, and distributed network database, 

deployed on Dell Edge 5200 platforms. Visual data captured from the sensor nodes is processed 

through media stream handling and the Manufacturing Scene Understanding artefact, where custom 

AI object detection and other inference models generate semantically enriched observations. These 

outputs are stored and exchanged through the semantic layer, centred on the Thing Description 

Directory and Streaming Media Service, enabling interoperable data sharing across the swarm. Finally, 

orchestration and monitoring are supported by the Task Orchestrator and Swarm Visualisation 

components, which together provide coordinated execution and system-level visibility for the UC3 

demonstrations. 

3.4.4. Demonstrations and validation 

The UC3 demonstrations were conducted in a dedicated robotic laboratory environment at Dell 

Technologies in Cork, Ireland. The lab provided a controlled space for integrating and validating the 

SmartEdge artefacts in a representative smart manufacturing setup. 

The demonstration environment included a custom made scaled down AMR, a UR5e robotic arm 

controlled via swarm node, overhead camera sensors using raspberry Pi, and compute devices nearby 

racks and larger dedicated integration environment used by SmartEdge partners, seen in below 

Errore. L'origine riferimento non è stata trovata. 

 

 

Figure 3.4.4-1: Dell Robot Laboratory 

The demonstration centers around how devices handle tasks in smart manufacturing environments. 

We segregate the demonstrations into 3 parts. 

a) Smart Annotation and Scene Understanding 

b) Dynamic Swarm Networking and Orchestration 

c) 2.5D Swarm Visualisation 

 

Smart Annotation and Scene Understanding 
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This demonstration addresses the preparation of custom datasets and the deployment of scene-

understanding models for manufacturing environments. Unlike public image datasets, factory 

manufacturing environments contain domain-specific products, logistic tools (e.g. pallets, disk drive 

racks), and viewpoints that are not consistently represented in general-purpose training data. As a 

result, object detection models require custom annotated datasets in order to achieve reliable 

performance under deployment-specific conditions. 

To reduce the effort associated with dataset preparation, UC3 uses the Smart Annotation tool 

developed within the SmartEdge low-code toolchain. The tool extends the open-source LabelImg 

application with an assisted annotation layer based on a YOLOv9 detector, enabling preliminary 

bounding boxes to be generated automatically and then reviewed or corrected by the user. In this 

way, annotators refine machine-generated proposals rather than performing all annotation manually 

from the outset. 

This semi-automated approach significantly reduces the manual effort required to prepare training 

data for downstream object detection models such as YOLO and EfficientDet. In the UC3 setting, 

annotation time was reduced from approximately 30 seconds per image to 6 seconds per image, 

corresponding to an 80% reduction in manual effort. For a typical manufacturing dataset of 

approximately 2,000 images per object class, this reduces annotation effort from 16.67 hours to 3.33 

hours per class. In multi-class scenarios, this provides a substantial reduction in engineering effort and 

supports faster iteration as production conditions, product variants, and visual characteristics evolve 

over time. 

The resulting annotated datasets are then used to train manufacturing-specific scene-understanding 

models, enabling SmartEdge to detect pallets, obstacles, and other relevant entities within the 

demonstration environment. This provides the perception foundation for the subsequent 

demonstrations on swarm coordination and visualisation. 
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Figure 3.4.4-2: Smart Annotation Tool operation 

Demonstration validation: To enable scene understanding correct datasets are needed at the model 

building input. Image detection uses image datasets that need to be annotated, and this raw data is 

typically handled manually one image at a time. For the manufacturing environment within SmartEdge 

usecase 3 we note the current manufacturing AMRs had issues correctly identifying when a pallet was 

ready to be picked up or if it was a type not correctly identified by the lidar sensor. Lidar laser was 

being absorbed by black plastic pallets triggering the AMR to abort action of moving the pallet. The 

use of the Smart Annotation tool created a viable solution to an environment with products not 

previously trained using custom data sets. The demonstration shows how the Smart Annotation tool 
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facilitated image training to be done with the pallets being occluded by boxes for delivery and other 

pallets in the working area. This allowed custom models to be created quickly within a dynamic image 

model.  

The use case demonstrates the innovation to quickly create custom models with correctly annotated 

data for custom products and tools. The operation of the tool is seen in Errore. L'origine riferimento 

non è stata trovata. and the process of creating annotated images is seen in Errore. L'origine 

riferimento non è stata trovata.. 

 

Figure 3.4.4-3: Smart Annotation Pipeline 

Scene understanding: To build a digital representation of the work environment to aid route planning 

and scene state, we demonstrate the Manufacturing Scene Understanding artefact (A5.1.2.2). The 

implementation details for this artefact are described in D5.3 - Final implementation of low-code 

programming tools for edge intelligence, with regard to UC3, this component supports several key 

activities which are detailed below. 

For the UC3 demonstration, three primary models are deployed with the scene understanding pipeline 

1) Object Detection 2) Foreground/Background Change detection 3) QR/ARUCO Marker detector. 

Within the demo area we have deployed a series of camera nodes which ingest image data, each input 

frame is analysed and transformed to a semantic graph. (Figure 3.4.4-4) Each model graph is fused 

prior to being inserted into the Thing-description directory (A3.1-A3.3), this allows us to aggregate and 

link related features and model relationships within the scene. This semantic scene graph primary 

supports autonomous nodes in route planning, localization, and task execution 

 

Figure 3.4.4-4: Scene understanding shows the 3 models pipeline example. 
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Dynamic Swarm Networking and Orchestration 

This demonstration illustrates how SmartEdge coordinates distributed devices as a functional swarm 

within the UC3 robotic laboratory environment. Building on the outputs of the scene-understanding 

pipeline, the demonstration shows how semantic events generated at one node can be shared across 

the swarm and used to trigger coordinated behaviour by other participating nodes. In this way, UC3 

moves beyond isolated perception tasks and demonstrates how distributed sensing, communication, 

and orchestration can be combined to support responsive task execution in a smart manufacturing 

setting. 

Within the demonstrated workflow, camera-based scene understanding is used to detect task-

relevant conditions in the work area, including the identification of tagged objects associated with the 

UR arm station. Once a relevant object or state change is detected, this information is transformed 

into a semantic representation and made available to the SmartEdge toolchain. The swarm networking 

layer then enables this contextual information to be exchanged across participating nodes, while the 

orchestration layer determines the corresponding task flow to be executed. This creates an event-

driven interaction model in which perception outputs are not treated as passive observations, but as 

inputs to coordinated swarm behaviour. 

From a networking perspective, the demonstration uses the WP4 swarm components to maintain 

connectivity and node participation across the distributed setup. The Access Point Manager, Swarm 

Coordinator, Swarm-node Manager, P4 Switch, and distributed database collectively support swarm 

formation, state management, and controlled communication among the participating devices. 

Within the UC3 lab environment, these mechanisms provide the network-level basis for allowing 

camera nodes, edge compute, the AMR node, and orchestration services to operate as a coordinated 

swarm rather than as isolated devices. 

With the Smart Nodes connected to the Wi-Fi network, they would be listed in the default swarm 

(Swarm 0) waiting to be called by the Swarm Coordinator, which upon receiving a request from the 

Swarm Adaptive Coordinator  would ask the nodes to join the requested swarm. The Swarm Web-GUI 

(Figure 3.4.4-5) shows the current status of the nodes in multiple swarm and can be used to send join 

and leave request to the nodes independently from the Swarm Adaptive Coordinator for 

demonstration purposes. The GUI displays the data stored in the ART and Swarm tables from the 

Distributed Database for Swarm Information. 

 

Figure 3.4.4-5: Swarm Coordinator Network GUI 
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The GUI screenhot in Figure 3.4.4-5 shows five main parts, the left most part is the navigate pane 

ǿƘŜǊŜ ƛǘ ƛǎ ǇƻǎǎƛōƭŜ ǘƻ ǎƘƻǿ ƭƻƎǎ ŦǊƻƳ ǘƘŜ ƴƻŘŜǎ ƛƴ ǘƘŜ ά/ƻƴǘǊƻƭŜ /ƻƴǎƻƭŜέ, see the nodes in the ART 

ǘŀōƭŜ ŦǊƻƳ ǘƘŜ ά!w¢έ ǎŜŎǘƛƻƴΣ ŎƘŜŎƪ ƴƻŘŜǎΩ ƳŜǘǊƛŎǎ ŀƴŘ ƘŜŀǊǘōŜŀǘ ǎǘŀǘǳǎ ŦǊƻƳ άƳŜǘǊƛŎǎέ ŀƴŘ 

άƘŜŀǊǘōŜǎǘέ ǊŜǎǇŜŎǘƛǾŜƭȅΣ ǿƘƛƭŜ ǘƘŜ άbƻŘŜ aŀƴŀƎŜƳŜƴǘέ ǘƘŀǘ ƛǎ ǎƘƻǿƴ ƛƴ ǘƘŜ ǇƛŎǘǳǊŜ ƛǎ ǳǎŜŘ ǘƻ ƭƛǎǘ ǘƘŜ 

nodes in the ART and ask them manually to either join or leave a swarm. 

 

 
 

Figure 3.4.4-6: visualization of a node in Swarm 0 (a) and after joinning swarm 1 (b) and the change in the ART  

Figure 3.4.4-6 Demonstrates and example of a node connecting to an Access Point (a) and obtaining 

and IP address from the Swarm 0 IP range, meaning that the node is reachable by Swarm 

Coordinator but is not yet active in a swarm. After the Swarm Coordinator asks the node to join and 

the node successfully joins, it obtains a new IP address from the Swarm 1 range and is able now to 

communicate with the rest of the nodes in the swarm and can share its capabilities. 

At the orchestration level, the demonstration shows how high-level task logic can be executed across 

heterogeneous nodes once the relevant semantic condition has been established. The Swarm 

Adaptive Coordinator, Task Orchestrator, and SmartEdge Runtime support the selection and 

execution of distributed functions, enabling sensing, reasoning, and task-related actions to be aligned 

within a single demonstration flow. In the UC3 scenario, this is reflected in the coordination between 

the camera node observing the UR work area, the semantic processing pipeline generating structured 

context, and the mobile platform or associated nodes reacting to the resulting swarm event. The 

significance of this demonstration lies not only in the triggering of a single action, but in showing that 

SmartEdge can bind perception, networking, and execution into a coherent event-driven workflow. 

 

From a validation perspective, this part of the use case demonstrates that SmartEdge can support 

distributed coordination in a manufacturing-oriented swarm where devices may have different roles, 

capabilities, and physical locations. The result is a more flexible operating model in which additional 

sensors, processing nodes, or mobile devices can be introduced into the swarm to extend the overall 

capability of the system. In UC3, this provides the basis for responsive task handling, coordinated 

execution across nodes, and clearer integration between semantic perception and operational 

behaviour in the robot laboratory environment. 
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Figure 3.4.4-6: Custom AMR and UR Arm 

2.5 Scene visualisation 

The 2.5D swarm visualisation in UC3 is based on the SmartEdge Swarm Visualization artefact (A5.4.4.5) 

and provides a web-based representation of the manufacturing environment and the coordinated 

behaviour of participating nodes. Using an isometric 2.5D view, the visualisation presents mobile 

platforms, pallets, work areas, and relevant infrastructure as interactive elements, allowing users to 

observe task progression, node positions, and coordinated activity in a more intuitive form than low-

level logs or message streams alone. 

In addition to showing swarm state, the visualisation also incorporates an occupancy-grid 

representation of the monitored environment. This enables detected obstacles to be mapped into a 

shared coordinate space and rendered as occupied regions within the working area, while free space 

is represented as traversable space for AMR movement. In the context of UC3, this illustrates how 

scene-understanding outputs can be transformed into actionable spatial knowledge, allowing known 

obstacles to be represented in advance and used to support route optimisation. This differs from 

purely reactive LiDAR-based avoidance, where the AMR responds only when an obstacle enters its 

local sensing range. The occupancy-grid layer therefore demonstrates how the SmartEdge toolchain 

can support a more informed navigation model by providing environmental coordinates that may be 

used to route an AMR around known obstructions. 

Together, the 2.5D swarm visualisation (Figure 3.4.4-7 2.5D visualization-) and occupancy-grid layer 

(Figure 3.4.4-8 Occupancy grid) -provide a compact and intuitive view of system behaviour, enabling 

users to monitor coordinated execution, interpret obstacle conditions within the environment, and 

better understand how SmartEdge components contribute to perception, coordination, and 

navigation support in UC3. 



D6.2 Final validated SmartEdge solution                  SmartEdge GA 101092908 

 

61 
 

 

Figure 3.4.4-7: 5D Visualisation 

 

 

Figure 3.4.4-8: Occupancy grid 

  

3.4.5. Future work and plans after SmartEdge 

 

Following the completion of the SmartEdge project, the results of Use Case 3 provide a foundation for 

further exploration and potential industrial uptake of semantic-driven, swarm-based edge intelligence 

in smart factory environments. The work carried out in UC3 demonstrates the feasibility of integrating 

SmartEdge components in an industrial context and highlights several directions for future 

development beyond the project lifetime. 

A primary area of future work concerns the transition from laboratory deployment to operational 

manufacturing environments. While UC3 is implemented within a controlled R&D setting, further 
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effort is required to adapt the integrated system to live factory floors, including alignment with 

operational constraints, safety requirements, and existing industrial control systems. This transition 

would enable longer-term observation of system behaviour under sustained workloads and real 

production variability. 

Another direction relates to scalability and system evolution. Future work may involve increasing the 

number and heterogeneity of robots and edge devices participating in the swarm, as well as extending 

coordination mechanisms to cover larger factory areas or multiple operational zones. This includes 

exploring how SmartEdge-based orchestration can support more complex workflows involving 

interactions between logistics, production equipment, and human operators. 

The UC3 results also point to opportunities for advancing semantic integration and digital 

representation of factory assets. Future developments could extend semantic models to cover 

additional asset types, richer spatial representations, or tighter coupling with digital twin technologies. 

Such extensions would further enhance shared situational awareness and support more advanced 

planning and optimisation functions. 

From a tooling perspective, continued refinement of low-code orchestration mechanisms is 

anticipated, with the aim of simplifying workflow definition and adaptation for industrial users. This 

includes improving usability, expanding the range of supported task patterns, and strengthening 

integration with existing factory management and monitoring systems. 

Finally, the outcomes of UC3 contribute to longer-term research and innovation activities within Dell 

Technologies and the wider SmartEdge ecosystem. Lessons learned from this use case can inform 

future projects, standardisation efforts, and collaborations focused on edge intelligence, industrial 

robotics, and semantic interoperability. While no direct commercial deployment is implied at this 

stage, UC3 establishes a validated technical baseline for future exploration of flexible, edge-enabled 

smart manufacturing solutions. 

3.5. USE CASE 4: SMART FACTORY: LOW-CODE EDGE INTELLIGENCE 

3.5.1. Introduction 

The Low-Code Edge Intelligence use case demonstrates how intelligent apps can be built at the Edge 

using a low-code approach. It leverages standardized semantic interfaces for IoT devices, Continuous 

Semantic Integration of heterogeneous factory-floor equipment, Edge AI for constrained hardware, 

and low-code tools for creating and orchestrating swarm-intelligent apps (see Section 2.2). This makes 

the Edge both intelligent and highly flexible. 

Current manufacturing systems are efficient but rigid, while product life cycles are shortening and 

demand for individualized products is growing. Manufacturers now need modular, adaptable systems 

that can quickly and cost-effectively support small batches of customized products. Local smart 

factories must adopt modular production and new concepts that enable flexible, efficient services and 

apps. 

Today's factories rely on complex automation with specialized hardware and extensive code, which 

restricts flexibility. SmartEdge solves this by introducing a low-code, low-effort approach for adding 

features to live systems. For example, if a new product order requires additional capabilities, 

SmartEdge Low-Code Tools can discover, configure, and orchestrate new modules on-the-fly. 

Integration is automated via standardized semantic interfaces, and AI models are distributed to 

production modules to generate new data for industrial apps. Apps are instantiated from Recipesτ
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templates that are easily discovered and configuredτrather than developed from scratch. Recipes 

orchestrate distributed local intelligence for monitoring and maintenance. 

This solution has been implemented in the Siemens Autonomous Factory Lab - a modular, flexible 

research facility for advanced development with Siemens automation equipment. SmartEdge utilizes 

Mendix as the low-code platform, extended to support Continuous Semantic Integration of brownfield 

IoT devices and orchestration of swarm-intelligent apps on Industrial Edge (see Section 2.2). 

3.5.2. Objectives and KPIs 

To quantify the improvements in configuration time and manual effort for integrating an IoT device 

and its data, as well as the reduction in engineering effort required to develop a new intelligent 

application, we conducted a comparative analysis between our solution and current state-of-the-

practice engineering tools. We assessed the effort involved in each approach using the Keystroke-

Level Model (KLM)1 to estimate manual interactions and the lines of code (LOC) metric to measure 

development complexity. Our measurements indicate that the proposed solution enables a reduction 

of up to 90% in required engineering effort, with a corresponding decrease in manual intervention 

during device integration and application development.  

Table 3.5.1: Use Case 4 KPI Overview 

KPI number Description Status/ Result 

K5C.3 Reduce the manual intervention to 

integrate an IoT device and its data by 

70%. 

Integration of various datapoints 

requires substantially more manual 

coding with conventional engineering 

tools, while with SmartEdge solution, 

required code is generated 

automatically and only minimal user 

input for parameterization is needed. 

K5C.4 Reduce the engineering effort to develop 

new intelligent Edge applications by 70%. 

Creating an edge application with 

SmartEdge solution requires significantly 

less engineering effort compared to the 

state-of-the-practice approach. 

 

For the evaluation of manual intervention required to integrate a new device and its associated data, 

a baseline comparison was established. This baseline quantifies the manually written lines of code 

(LOC) when utilizing general-purpose programming languages (GPLs) against our proposed solution. 

Specifically, C++ with the open62541 library was used for OPC UA-based communication, and 

JavaScript with the node-wot library for Web of Things (WoT) communication. For each configuration, 

the LOC necessary for establishing a device connection, performing a variable read/write operation, 

and executing a remote procedure call (RPC) was assessed. Within SmartEdge solution, following the 

discovery of an OPC UA node or a WoT datapoint, the subsequent code for data retrieval, modification, 

or function invocation is automatically generated. User intervention is thus limited to parametrizing 

the RPC or providing new value for variable writing; reading a datapoint requires no further 

configuration. The comparative effort per variable in GPLs is presented in the table below. Regarding 

connection configuration, the SmartEdge Mendix application requires only the device's network 

 
1 https://en.wikipedia.org/wiki/Keystroke-level_model  

https://en.wikipedia.org/wiki/Keystroke-level_model
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address, whereas conventional state-of-the-art solutions typically necessitate additional steps, 

including the creation and proper initialization of respective objects. 

An example on Figure 3.5.1 shows a comparison for a configuration of a connection to an OPC UA 

server using TIA Portal, C++, JavaScript codes, and SmartEdge Mendix application. 

Similarly, we compared the lines of code required to implement an edge application that sequences 

RPC calls and variable accesses on the OPC UA server as part of a production process. Implementing a 

simple recipe requires a minimum of 76 lines of code in C++, while the Mendix application reduces 

this to 7 lines needed for skill parameterization. The table below summarizes the results. 

Table 3.5.2: Comparison of Lines of Code for Variable Integration and Recipe Implementation 

 Lines-of-code per integrated variable (K5C.3) Lines-of-code for 

implementing a 

recipe (K5C.4) 

 Connection 

configuration 

Read 

variable 

Write 

variable 

Remote 

procedure call 

(without 

parameters) 

 

C++ code 10 LOC 7 LOC 7 LOC 8 LOC 76 LOC 

Javascript code 12 LOC 9 LOC 9 LOC 9 LOC n/a 

SmartEdge 

Solution 

1 LOC 0 LOC 1 LOC 1 LOC 7 LOC 

 

Another common way of configuring OPC UA-based communication in real world engineering projects 

ƛǎ {ƛŜƳŜƴǎΩ ¢L! tƻǊǘŀƭ ǎƻŦǘǿŀǊŜΦ Lǘ ŦŜŀǘǳǊŜǎ ŀ ƎǊŀǇƘƛŎŀƭ ǳǎŜǊ ƛƴǘŜǊŦŀŎŜ ǘƻ ǇŜǊŦƻǊƳ ǘƘŜ ǊŜǉǳƛǊŜŘ 

operations without coding. We compared our SmartEdge solution to the required user actions in TIA 

portal, using the KLM. The KLM counts the number of keystrokes, mouse clicks, response times and 

more, to give an estimate on how much time an expert user needs to accomplish a task on a desktop 

user interface. The table below gives the estimated engineering effort as calculated with the KLM:  

Table 3.5.3: Keystroke-Level Comparison Between TIA Portal and SmartEdge Configuration 

 Keystroke-level Model 

 Connection 

Configuration 

Read Variable Total (Connection 

+ Read Variable) 

Reduction 

TIA Portal 

(Baseline) 

117.55s 137.1s 254.65s 61% (below 70% 

target, mostly 

due to LLM 

response time of 

60s) 

SmartEdge 

Solution 

12.25s 86.6s 98.85s 

In detail, our SmartEdge Solution requires far less mouse pointing and clicking compared to the TIA 

portal baseline and instead relies on the natural language chat interface. The relatively long time for 

configuring a read variable of 86,6s is primarily due to LLM response times, which can reach up to one 
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minute depending on the large language model and hardware used. Without LLM processing delays, 

the reduction would exceed 90%, well above the 70% target. Furthermore, our SmartEdge solution 

reduces the expertise required to perform the tasks, as no prior knowledge about specific engineering 

software like TIA Portal, or coding skills are necessary. Overall, this demonstrates that our SmartEdge 

solution significantly reduces the engineering effort required to integrate a new IoT device and its 

data, as well as the engineering effort required to develop new intelligent edge applications. 

 

 

 

 

 

 

 

Figure 3.5.1: Connection configuration using TIAPortal, C++, JavaScript, and SmartEdge Mendix application 
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3.5.3. Technologies used for the use case 

To stay competitive, manufacturers must embrace digital transformation, generative AI, and virtual 

engineering to build automation systems that can rapidly adapt to changing requirements. To address 

this, Use Case 4 (UC4) integrates multiple technologies to deliver a comprehensive end-to-end 

solution for Low-Code Edge Intelligence in smart factories. The list of artefacts used in Use Case 4 is 

shown in Table 3.5.4. Relations and interactions of these artefacts are depicted in Figure 3.5.2. 

Standardized semantic interfaces for SmartEdge, based on OPC UA and W3C Web of Things, have been 

implemented through the SmartEdge Semantic Models (A3.1). Middleware with Standardized 

Interfaces (A3.2) unifies access to shopfloor device data and enables integration with virtual 

environments, while the Knowledge Graph Repository (A3.3) with GraphRAG capabilities stores and 

manages knowledge artefacts about field devices, their capabilities, and Recipes. This repository is 

continuously updated via the DataOps toolbox for semantic integration. 

Table 3.5.4: Use Case 4 Artefacts 

ID Owner Artefact 

A3.1 SAG SmartEdge Semantic Models  

A3.2 SAG Middleware with Standardized Semantic Interfaces 

A3.3 SAG Knowledge Graph Repository including TDD  

A3.4 SAG Mendi2.0 Toolchain 

A3.5 CEF DataOps Pipeline Components 

A3.6 CEF DataOps Deployment Templates 

A3.7 CEF Low-code DataOps Configuration 

A3.8 HESSO Semantic Recipe Integration with Mendi2.0 

A3.9 HESSO Recipe-TD Matcher 

A3.10 HESSO Mendi2.0 Recipe Orchestrator 

 

UC4 deploys DataOps Pipeline Components (A3.5) for defining and reusing pipelines tailored to 

SmartEdge use cases, along with DataOps Deployment Templates (A3.6) for deploying these pipelines 

across cloud and edge environments. Low-Code DataOps Configuration (A3.7) simplifies pipeline 

definition. Additionally, artefacts for creating and orchestrating swarm intelligence apps have been 

implemented. 
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Figure 3.5.2: SmartEdge UC4 ς Relation and Interactions Among Artefacts 

For swarm app creation and orchestration, UC4 uses the Mendix Toolchain (A3.4). Semantic Recipe 

Integration with Mendix (A3.8) enables discovery and retrieval of Recipes for swarm tasks. The Recipe 

Matcher (A3.9) with an LLM-based assistant aligns Recipes with Thing Descriptions based on OPC UA 

or TD affordances and swarm specifications. Finally, the Mendix Orchestrator (A3.10) orchestrates 

Mendix flows according to Recipes and matches swarm nodes. UC4 also provides a virtual 

environment for testing and validating low-code solutions before deploying them in a shopfloor, see 

Figure 3.5.2. 

3.5.4. Demonstrations and validation 

UC4 is implemented on a demonstrator in the Siemens manufacturing laboratory in Nürnberg, 

Germany, see Figure 3.5.3. 

¢ƘŜ ŘŜƳƻƴǎǘǊŀǘƻǊ Ŏƻƴǎƛǎǘǎ ƻŦ ƳǳƭǘƛǇƭŜ ƳƻŘǳƭŜǎΣ ǿƘƛŎƘ ŀǊŜ ŎƻƴƴŜŎǘŜŘ ōȅ ǘƘŜ άƘŜȄŀƎƻƴ ōŀŎƪōƻƴŜ 

ƳƻŘǳƭŜέΦ ¢ƘŜ ōŀŎƪōƻƴŜ ƳƻŘǳƭŜ ŎƻƴǘǊƻƭǎ ŎƻƴǾŜȅƻǊ ōŜƭǘǎ ŦƻǊ ǘǊŀƴǎǇƻǊǘƛƴƎ ŀƴŘ ŘƛǎǘǊƛōǳǘƛƴƎ ǘƘŜ ǇǊƻŘǳŎǘ 

carrier between the other modules attached to the backbone. The attached modules include two 

assembly modules, which assemble the product based on user specifications and the quality 

inspection module, which takes photos of the assembled product to detect any defects. 
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Figure 3.5.3: Siemens manufacturing laboratory in Nuremberg, Germany 

SmartEdge UC4 demonstrator consists of three demos: 

1. Low-Code Swarm Orchestration with Recipes and LLM-Powered Assistant 

2. Edge AI: On-Device Continual Learning for Visual Anomaly Detection in Dynamic 

Manufacturing 

3. Interoperability of Production Recipes Between Different Standards  

In the following, we briefly describe the significance of these three demos.  

3.5.4.1. Low-Code Swarm Orchestration with Recipes and LLM-Powered Assistant 

In SmartEdge UC4, the Siemens team tackles the challenge of providing flexible and customized 

production: Small batches, diverse variants, and rapid responsiveness - with low effort. For this 

purpose, we developed a powerful Mendix low-code toolkit. It facilitates IT/OT integration through a 

GraphRAG Toolchain supporting two key standards: OPC UA and W3C Web of Things. SmartEdge 

empowers the development of industrial IoT applications using large language models and includes 

an Industrial Metaverse Toolchain for virtual testing and seamless real-world deployment. These 

capabilities enable the definition of device skills and capabilities, allowing for Gen AI-enhanced 

orchestration of shopfloor devices. 

Demonstration Scenario 

The demo showcases a modular production scenario where the product consists of five wooden blocks 

arranged on a transport plate, see Figure 3.5.4. Each block is available in five different types, enabling 

countless configuration possibilitiesτsimilar to real-world products with high variability. 
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CƛƎǳǊŜ оΦрΦпΥ !ǎǎŜƳōƭŜŘ ǇǊƻŘǳŎǘ ŀŎŎƻǊŘƛƴƎ ǘƻ ǘƘŜ ŎǳǎǘƻƳŜǊ ƻǊŘŜǊ ǎƘƻǿǎ ŀƴ ŜȄŀƳǇƭŜ ƻŦ ǘƘŜ ŦƛǾŜ ŘƛŦŦŜǊŜƴǘ άǊƻƻŦέ ŜƭŜƳŜƴǘǎΣ 
which are used in the demonstrator and will be arranged on a transport plate. 

The goal of the demo is to orchestrate machines and devices using the SmartEdge Low-Code toolchain, 

instructing the production line to assemble order-specific products according to individual customer 

requirements. The final output is a transport plate equipped with up to five different roof elements. 

Whether creating a new product, customizing an existing one, or developing a variation, the process 

follows three key steps.  

First, we expose the functionality of industrial assets as SmartEdge Skillsτsemantically described 

capabilities accessible through standardized OPC UA interfaces. 

Second, these Skills are orchestrated into low-code workflows called Production Recipes, which are 

virtually tested using our Industrial Metaverse Toolchain before deployment. Finally, the Recipe is 

deployed to the shop floor to manufacture the product. 

To achieve this, Siemens team engineered Skills for industrial assets using TIA Portal, while Cefriel 

created an Industrial Knowledge Graph from these Skills using the Chimera tool (see Figure 3.5.5). 

 

 

Figure 3.5.5: GraphRAG Toolchain: Integration, Semantic Mapping, and Contextualization of Shopfloor Devices 

UC4 contributed the Graph RAG Toolchain, enabling seamless interoperability across industrial 

environments by integrating and mapping OT device descriptions from diverse proprietary models 
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into standardized information models. Additionally, we leverage LLM-powered swarm orchestration 

to coordinate and execute complex manufacturing tasks, ensuring agility and scalability. 

Next, we created a Production Recipe using Mendix, a low-code platform enhanced with an LLM-

powered assistant developed in SmartEdge. This assistant helps discover devices with relevant Skills 

during Recipe creation (see Figure 3.5.6). For example, the demo shows how to find Skills for inserting 

blocks on a plate and loading or unloading the plate. 

 

Figure 3.5.6: Recipe Creation with Low-Code Swarm Orchestration and LLM-Powered Assistant 

The discovered Skills were tested using a Digital Twin of the workstationτVirtual Assembly Module 

Aτprovided by our Industrial Metaverse Toolchain (see Figure 3.5.7). The Digital Twin mirrors the 

physical workstation and uses the same OPC UA-based interface, ensuring seamless data integration 

and simplifying recipe deployment. 
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Figure 3.5.7: Industrial Metaverse Toolchain: Interoperability Across Virtual and Real Swarms 

The Digital Twin is a virtual counterpart of our workstation, featuring the same OPC UA-based 

interface as the physical one. This ensures seamless data integration and simplifies recipe deployment. 

By selecting parameters, we can choose which block to use from the workstation magazine, verifying 

the relevance of each Skill for the Recipe. We then generated a low-code microflow for the Recipe 

using the chosen Skills (see the blue Recipe rectangle in Figure 3.5.6), tested it in a virtual environment 

(Figure 3.5.7), and saved it to the Knowledge Graph repository (Figure 3.5.6). This makes the Recipe 

discoverable and reusableτjust like Skills. Finally, the stored Recipe can be deployed to a real 

workstation, such as Assembly Module A. 

3.5.4.2. Validation of Demonstrator  

To validate the reusability of the UC4 solution, the demo illustrates how the same Production Recipe 

can be seamlessly deployed to a different workstation, such as a second Assembly Module in the 

Siemens Lab (see the lower part of Figure 3.5.6). This station not only has a different OPC UA address 

but also uses an entirely distinct OPC UA information model. Despite these differences, our LLM-

powered assistant automatically identifies the corresponding nodes that perform equivalent functions 

in the new model. As shown in Figure 3.5.6, the same Recipe runs flawlessly on the second 

workstation, demonstrating true interoperability and flexibility. 

3.5.5. Edge AI: On-Device Continual Learning for Visual Anomaly Detection in Dynamic Manufacturing 

Modern manufacturing relies on visual anomaly detection for automated inspection and consistent 
quality. However, dynamic production environments pose challenges: frequent product changes 
require rapid model updates, legacy edge hardware struggles with large AI models, and training data 
(especially for new product variations) is often scarce. 

¢ƻŘŀȅΩǎ ƛƴŘǳǎǘǊƛŀƭ ƭŀƴŘǎŎŀǇŜ ƻŦŦŜǊǎ ǳƴǇǊŜŎŜŘŜƴǘŜŘ ǇǊƻŘǳŎǘ ŎƻƴŦƛƎǳǊŀōƛƭƛǘȅΦ !ǎ ǾƛǎƛōƭŜ ƻƴ ǇƭŀǘŦƻǊƳǎ ƭƛƪŜ 
the Siemens SiePorta2, a single product can have thousands or even millions of possible configurations. 
This flexibility, however, creates a major challenge τ ensuring quality and reliability across such a vast 
range. AI can help detect manufacturing defects, but it must adapt quickly to keep pace with this 
dynamic environment. 

3.5.5.1. Demonstration Scenario 

!ǎ ƳŜƴǘƛƻƴŜŘΣ ǘƘŜ άǇǊƻŘǳŎǘέ Ŏƻƴǎƛǎǘǎ ƻŦ ŦƛǾŜ ǿƻƻŘŜƴ ōƭƻŎƪǎ ƻŦ ŘƛŦŦŜǊŜƴǘ ǘȅǇŜǎ ŀǊǊŀƴƎŜŘ ƻƴ ŀ ǇƭŀǘŜΦ 

Like real products, these blocks can be configured in numerous ways. Our goal is to develop an AI 

system capable of detecting scratches and other imperfections on these products. This demo has been 

also implemented and shown in Siemens Factory Lab, see Figure 3.5.8. 

To address the challenge of visual anomaly detection in dynamic manufacturing, we set up a dedicated 

experiment using a Siemens industrial camera mounted above the product and controlled by a 

Siemens industrial computer, see Figure 3.5.8Φ ¢ƘŜ ǎȅǎǘŜƳ ŎŀǇǘǳǊŜǎ ōƛǊŘΩǎ-eye view images of the 

assembled product. Our objective was to develop an AI solution that detects anomaliesτsuch as 

scratches or surface imperfectionsτon the top surface of the product. 

 
2 https://sieportal.siemens.com/de-de/home  

https://sieportal.siemens.com/de-de/home
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Figure 3.5.8 Dedicated set up for an anomaly detection experiment using a Siemens industrial camera mounted above the 
product and controlled by a Siemens industrial computer 

Although the product consists of only five wooden blocks, considering all possible arrangements of 

block types and orientations results in over 50000 combinations. For initial training, we created a 

dataset of 120 product images, each showing one instance of every block type without orientation 

changes. Using this dataset, we trained PatchCore [Roth-22]τa state-of-the-art, open-source anomaly 

detection modelτconfigured with a compact MobileNetV3 backbone and just two layers, making it a 

highly efficient visual inspection solution. 

The initial results are promising τ ǘƘŜ ŀƴƻƳŀƭȅ ŘŜǘŜŎǘƛƻƴ ƳƻŘŜƭΣ ǘǊŀƛƴŜŘ ǘƻ ǊŜŎƻƎƴƛȊŜ ǿƘŀǘ ŀ άƎƻƻŘέ 

product looks like, successfully identifies scratches and other defects. However, it raises false alarms 

when the same block type appears multiple times or when blocks are oriented differently. Figure 3.5.9 

is an example where the middle three blocks are oriented differently. This slight changeτthough 

perfectly validτconfuses the AI. It incorrectly flags the good sample on the left as anomalous and 

struggles to identify the actual defect in the image on the right. This underscores a critical need for 

adaptability in the model. 

 

Figure 3.5.9: Different orientation of blocks confuses the AI model for anomaly detection 
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To address this challenge, we developed a solution that continuously fine-tunes the AI model to adapt 

to new product variations. This approach (see Figure 3.5.10), known as continual fine-tuning or online 

learning, trains the model on a live image stream in real time. Crucially, it is highly resource-efficient 

and can even run on edge devices, such as the CPU of a Jetson Nano. 

 

Figure 3.5.10: Steady growth in discovered IoTE, reaching 602 

Thanks to continual fine-tuning, the AI now delivers accurate predictions on diverse product 

configurations, see Figure 3.5.11. It adapts in real time, learns from new variations, and maintains high 

precision regardless of changes. Our implementation demonstrates the power of Edge AIτintelligent, 

ŀŘŀǇǘŀōƭŜΣ ŀƴŘ ŘŜǇƭƻȅŜŘ ŜȄŀŎǘƭȅ ǿƘŜǊŜ ƛǘΩǎ ƴŜŜŘŜŘΦ 

 

Figure 3.5.11: Fine-tuned AI model delivers accurate predictions on diverse product configurations 

¢ƻ ŘƛǾŜ ŘŜŜǇŜǊ ƛƴǘƻ ǘƘŜ ǘŜŎƘƴƛŎŀƭ ŘŜǘŀƛƭǎ ƻŦ ƻǳǊ ŀǇǇǊƻŀŎƘΣ ǇƭŜŀǎŜ ǊŜŦŜǊ ǘƻ ƻǳǊ ǇǳōƭƛŎŀǘƛƻƴ άhƴ-Device 
/ƻƴǘƛƴǳŀƭ [ŜŀǊƴƛƴƎ ŦƻǊ ¦ƴǎǳǇŜǊǾƛǎŜŘ ±ƛǎǳŀƭ !ƴƻƳŀƭȅ 5ŜǘŜŎǘƛƻƴ ƛƴ 5ȅƴŀƳƛŎ aŀƴǳŦŀŎǘǳǊƛƴƎέ [Ren-25] 
presented at the 2025 EdgeAI Conference. It explains how continual fine-tuning enables resource-
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efficient, real-time adaptation on edge devices, ensuring robust anomaly detection in highly dynamic 
production environments. 

3.5.6. Interoperability of Production Recipes Between Different Standards 

In this demo, which is part of UC4, we enhance flexibility and resilience in industrial automation τ

showcasing how different device description standards can work seamlessly together. 

3.5.6.1. Demonstration Scenario 

Lƴ ǘƻŘŀȅΩǎ Ŧŀǎǘ-paced production environments, adaptability is essential. In Figure 3.5.12, in the red 

rectangle, we observe a simulated Universal Robot, whose capabilities are modelled using the W3C 

Web of Things frameworkτspecifically through Thing Descriptions. In Figure 3.5.12, in the green 

rectangle, we see a Digital Twin of a workstation from the Siemens lab, where devices are represented 

using the OPC UA standard. 

Imagine a common situation τ our primary pick-and-place robot, responsible for loading and 

unloading pallets, is unexpectedly unavailable. Its interfaces are described using an OPC UA 

Information Model. Fortunately, we have a Universal Robot that can perform the same task τ but its 

interfaces are described using a W3C Thing Description. 

Our goal in this demo was to maintain uninterrupted production by integrating this substitute robot, 

despite the differing standards. 

 

 

Figure 3.5.12: Interoperability of Production Recipes Between Different Standards: OPC UA and W3C WoT 

Our Mendix Low-Code toolchain, powered by a Large Language Model, goes beyond traditional device 

ŘƛǎŎƻǾŜǊȅΦ Lǘ ŘƻŜǎƴΩǘ Ƨǳǎǘ ƭƻŎŀǘŜ Řŀǘŀ Ǉƻƛƴǘǎ τ it understands device capabilities. In UC4 Demo 1 (see 

Section 1), we demonstrated how the LLM could discover 'Insert' skills from OPC UA models for 

ǇǊƻŘǳŎǘ ŀǎǎŜƳōƭȅΦ bƻǿΣ ǿŜΩǾŜ ŜȄǘŜƴŘŜŘ ǘƘƛǎ ǘƻ ǎǳǇǇƻǊǘ ²о/ ¢ƘƛƴƎ 5ŜǎŎǊƛǇǘƛƻƴǎΣ ŜƴŀōƭƛƴƎ ǘƘŜ ǎȅǎǘŜƳ 

to intelligently identify actions and skills from both standards. 
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Lƴ ƻǳǊ ƭƛǾŜ ŘŜƳƻ ǘƘŜ ǎȅǎǘŜƳ ŘȅƴŀƳƛŎŀƭƭȅ ƛŘŜƴǘƛŦƛŜǎ ǘƘŜ ¦ƴƛǾŜǊǎŀƭ ǊƻōƻǘΩǎ ǎƪƛƭƭǎΦ CƛǊǎǘΣ ǘƘŜ ¦ƴƛǾŜǊǎŀƭ 

Robot transports a product partτsuch as a palletτfrom a conveyor to a workstation. Next, the 

assembly robot, described using the OPC UA standard, performs ǘƘŜ ΨLƴǎŜǊǘΩ ǎƪƛƭƭΣ ǇƭŀŎƛƴƎ ōǳƛƭŘƛƴƎ 

blocks onto the pallet. 

Finally, the Universal robot resumes operation, transporting the completed pallet to the next conveyor 

belt for further processing. 

This demonstration highlights how devices described by OPC UA and WoT Thing Descriptions can be 

unified into a single, intelligent Production Recipe. This interoperability empowers us to flexibly and 

reliably adapt to changing conditions on the shop floor. 

 

3.6. USE CASE 5A: SMART HEALTH CARE WITH PERSONAL VIRTUAL ASSISTANT 

3.6.1. Introduction 

Europe faces demographic shifts with the share of citizens aged 65+ growing across all member states. 

Such demographic transformation creates challenges for the social and healthcare systems and 

ageing-related costs are projected to rise from 24.4% of GDP (2022), driven primarily by pensions 

(11.4%), healthcare (6.9%), and long-term care (1.7%). Demand for long-term care delivery is growing, 

however at the moment there are insufficient facilities, acute caregiver shortages, and increasing 

burden on family caregivers. These pressures necessitate innovative, scalable solutions that can 

support aging populations while optimizing healthcare resources and maintaining quality of care.  

¦/рŀ ά{ƳŀǊǘ IŜŀƭǘƘΥ LƴŘƛǾƛŘǳŀƭ IŜŀƭǘƘ aƻƴƛǘƻǊƛƴƎ ǿƛǘƘ tŜǊǎƻƴŀƭ ±ƛǊǘǳŀƭ !ǎǎƛǎǘŀƴǘǎ (PVA)έ ό¦/рŀύ 

addresses the escalating socio-economic challenge of an ageing European population by deploying a 

SmartEdge solution through "swarm intelligence," integrating extensive sensor networks with digital 

twins to enable near real-time, automated health and environmental monitoring. The approach is 

architected around the concept of device "swarms", while the UC5a demonstration was executed on 

infrastructure provided by Dell partner, deploying 602 IoT Emulators (IOTEs) distributed across three 

swarm layers as described below. We also conducted final experiments on an emulation of 3000 / 

6002 IoTEs to test the system behaviour under progressively increased load.  

Each PVA functioned as a software agent maintaining a structured digital twin model of an individual 

LTCF resident, continuously computing health state indicators from aggregated sensors data and 

updating the resident's digital twin representation in near real-time. 

Before moving to field deployment and clinical trials, the full stack was validated through IoT 

emulation. IoT emulation is an established validation methodology in large-scale edge computing and 

cyber-physical systems research. Such method offers controlled reproducibility that is difficult to 

achieve with heterogeneous physical hardware at equivalent scale. The IoT Emulators (IOTEs) 

deployed in UC5a were designed to replicate the telemetry profiles, message rates, payload 

structures, and protocol behaviour of their physical device counterparts (smartwatches, smartphones, 

CO2 sensors, PM2.5 sensors, and shared weight scales) thus ensuring that the software stack, 

semantic middleware, and digital twin computation layer were exercised under conditions 

representative of an operational LTCF deployment. This approach enabled controlled, reproducible, 

and scalable testing across device populations of 602, 3002, and 6002 IOTEs. The emulation-based 

validation approach is  consistent with the project scope, which aimed at research of swarm software 

artifacts development and integration validation. 
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1st layer of swarm: UC5a deployed 100 "Personal Swarms," each assigned to a specific user (resident 

of the long-term care facility LTCF). These swarms comprise wearable and mobile devices, including 

smartwatches and smartphones, alongside shared smart scales. They continuously monitor 

physiological parameters such as blood oxygen levels, heart rate, blood pressure, and fall detection, 

as well as step counts. 

2nd layer of swarm: indoor Swarms. This layer complementing the personal devices is an "Indoor 

{ǿŀǊƳϦ ŘŜǎƛƎƴŜŘ ǘƻ ƳƻƴƛǘƻǊ ŜƴǾƛǊƻƴƳŜƴǘŀƭ ǉǳŀƭƛǘȅ ŀŎǊƻǎǎ ǊŜǎƛŘŜƴǘǎΩ ƭƛǾƛƴƎ ǎǇŀŎŜǎΦ ¢Ƙƛǎ ƴŜǘǿƻǊƪ 

includes sensors for temperature, humidity, CO2, smoke, and PM2.5 particulate matter, providing 

context awareness regarding the physical conditions affecting the residents. 

3rd layer of swarm: Personal Virtual Assistants (PVAs) swarm is the intelligence layer and is set of 

services that calculate health indicators and digital twin statuses for individual residents. Each PVA 

maintained a structured digital twin model capturing the resident's activity patterns, physiological 

indicators, and overall health-related state. Collectively, these individual PVAs formed a coordinated 

swarm that represented the group's aggregate digital twin, enabling group level health monitoring 

alongside personalized care. 

UC5a serves as a primary validation ground for the interoperability and scalability of the following 

SmartEdge artifacts: 

Semantic Modeling and Discovery (A3.1): semantic interoperability using W3C Web of Things (WoT) 

standards. Every device was defined by a Thing Description (TD) in JSON-LD format (e.g., 

`CO2.td.json`), which was automatically registered in a Thing Description Directory (TDD) backed by a 

Knowledge Graph repository (Apache Jena Fuseki). This enabled dynamic discovery and querying of 

device capabilities across the network. 

Standardized Middleware (A3.2): a semantic middleware layer with the high-velocity data flow. It 

bridged diverse protocols, ingested telemetry via MQTT from edge swarms and exposed aggregated 

data via REST interfaces to edge services, ensuring robust communication between the edge and if 

needed the cloud. 

Mendix low-code (A3.4): the sensor swarms from instantiation to data generation is managed by a 

custom application built on the Mendix low-code platform. 

3.6.2. Objectives and KPIs 

The UC5a final demonstration was designed to validate the SmartEdge solution against the following 

strategic and technical objectives: 

¶ To demonstrate the dynamic and secure integration of decentralized edge intelligence across a 

hierarchical "system of systems" architecture. With the three distinct swarm levels: Level of the 

Personal IoT Swarm (wearable medical devices and vital sign monitors). Level of the Indoor IoT 

Swarm (environmental sensors for ambient assisted living). Level of the PVA Swarm (high-level 

overview of the group of people). 

¶ Deployment of intelligent digital health twins for Long-Term Care Facility (LTCF) residents.  These 

PVAs must aggregate real-time data to maintain a dynamic digital representation of each 

resident's physiological state. 

¶ Optimization of care delivery and response to enable near real-time detection of critical medical 

events (e.g., falls, vital sign anomalies) to facilitate early intervention.  

¶ To develop and validate PVAs that utilize standardized semantic knowledge bases (W3C Web of 

Things) and generic human health models.  
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¶ To implement a "Group Virtual Assistant" capable of aggregating data from individual PVAs to 

monitor the facility's collective health status. This objective addressed the detection of 

epidemiological risks (e.g., viral outbreaks) and environmental hazards (e.g., poor air quality) 

affecting the resident population as a whole.  

¶ The scalability and robustness of the UC5a and SmartEdge artifacts  were demonstrated by 

deploying a large-scale emulation environment comprising 100 concurrent Digital Twins and 602 

IOTEs, with additional scalability experiments at 3002 and 6002 IOTEs. 

¶ To demonstrate the scalability and robustness of the SmartEdge tools by deploying a large-scale 

emulation environment. This includes simulating 100 concurrent Digital Twins and over 602 IoTEs 

(and 3002 / 6002 IOTE devices), validating the system's stability.  

¶ To assess the solution's performance against defined Key Performance Indicators, specifically 

confirming: High accuracy in personalized anomaly detection; Resilience and reliability of data 

transmission; Precision in identifying group-level conditions. 

The UC5a demo explicitly evaluates the following KPIs (see Table 3.6.1): 

Table 3.6.1: Use Case 5A KPI results overview 

KPI ID / KPI NAME Description Status / Result 

K2.2 

Semantic integration 

performance 

Message conversion performances 

increased by at least 80% (Baseline 

[Scrocca21] in Deliverable D3.3 Final 

Implementation of Tools for 

Continuous Semantic Integration] 

602 IOTEs (2.67MB) takes 8.19 

seconds (325 KB/s). Target 

achieved. 

Scalability experiments 

results: 

3002 IOTEs (13.31MB) takes 

1m18.12 seconds (170 KB/s)  

6002 2 IOTEs (26.62MB) takes 

2min 59.88  seconds (148 

KB/s). 

 

K2.3 

Semantic integration 

scalability 

Semantic integration scalability (in 

terms of maximum concurrent 

requests and data velocity) increased 

by at least 50% 

Time in minutes for each IOTE 

to be registered in TDD 

602 IOTEs = 5 min (8,9 KB/s)  

Scalability experiments 

results: 

3002 IOTEs = 18 min (12,32 

KB/s)  

6002 IOTEs = 60 min (7,4 

KB/s). 

Stable operation confirmed at 

602, 3002, and 6002 IOTEs. 

¢ŀǊƎŜǘ җрл҈Υ ŀŎƘƛŜǾŜŘΦ 
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K5D.1 

Accuracy for 

Personalized Health-

Related Anomaly 

Detection 

Accuracy for personalized health-

related anomaly detection for 

resident-centred health status based 

on vitals telemonitoring within a 

localized setting 93% or greater 

(baseline is provided by the 

experimental results on five 

volunteers showed an accuracy in 

anomaly detection 93%. 

99.547% achieved  

K5D.2 

Failed Requests Limit 

The acceptable limit for the 

percentage of failed requests no 

more than 5% 

0.5% average unprocessed in 

av¢¢ ǉǳŜǳŜΤ Җр҈ ƭƻǎǎ ǎǘŀǘŜŘ, 

archived  

K5D.3 

Accuracy in Group 

Condition Detection 

Demonstrated accuracy (at least 

80%) in lab settings in detection of 

the condition of the group as a whole 

based on the digital twin model of 

the group. 

100%, achieved  

A detailed breakdown of the KPI results is presented below. 

K2.2 Message conversion performance. Within UC5a, semantic integration was additionally 

evaluated through the WoT-compliant Thing Description Directory (TDD), which serves as the device 

catalogue and SPARQL-backed knowledge graph endpoint for the 602-IOTE deployment. The UC5a 

demo reports that extracting the complete TDD information for all 602 IOTEs (2.67 MB) took 8.19 

seconds, corresponding to approximately 325 KB/s. This result demonstrates that the SmartEdge 

semantic catalogue can support large-scale device discovery and metadata retrieval in the UC5a setup. 

Table 3.6.2: TDD Information Retrieval Performance by IoTE Count 

Extracting information 
from TDD number of 
IOTEs 

Size and Time  

602 (2.67MB) takes 8.19 seconds (325 KB/s). 

3002 (13.31MB) takes 1 m 18.12 seconds (170 KB/s) 

6002 (26.62MB) takes 2 min 59.88  seconds (148 KB/s). 
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Figure 3.6.1: Thing Directory query completed successfully with 602 IOTEs 

The above screenshot (Figure 3.6.1) demonstrates our (UC5a) semantic integration layer. Where a GET 

request to the Thing Description Directory (TDD) endpoint retrieves the complete catalogue of 602 

registered IoT emulators (IOTEs) in JSON-LD format, totaling 2.67 MB of semantic metadata. The 

request completed in 8.19 seconds with HTTP 200 OK status, demonstrating the system's ability to 

handle large-scale device discovery queries. 

 

Figure 3.6.2: Thing Directory query completed successfully with 3002 IOTEs 



D6.2 Final validated SmartEdge solution                  SmartEdge GA 101092908 

 

80 
 

 

Figure 3.6.3: Digital Health Twin structure in UC5A SmartEdge: Personal Health and Environmental Dimensions (illustrative 
example is resident Eva Cosmo) 

K2.3 Semantic integration scalability.  KPI K2.3 requires a minimum 50% improvement in semantic 

integration scalability over the baseline of 100 requests per second for 50KB XML payloads reported 

in [Scrocca21] [D3.3]. In UC5a, the scalability of the semantic integration layer was further 

demonstrated through large-scale TDD registration across three device populations: 602, 3002, and 

6002 IOTEs, completing in 5, 18, and 60 minutes respectively. This confirms stable system operation 

across a 10-fold increase in connected devices with no data loss, validating the SmartEdge architecture 

for large-scale LTCF deployments. KPI K2.3 is achieved.  

Table 3.6.3: Registration time by IOTE number 

Number of IOTEs Time in minutes for each IOTE to be 
registered in TDD 

602 IOTEs 5 min (8,9 KB/s) 

3002 IOTEs 18 min (12,32 KB/s) 

602 2 IOTEs 60 min (7,4 KB/s). 

Dependence of the registration time of all IOTE in TDD on the number of devices is shown below on 

the screenshots. 
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Figure 3.6.4: Steady growth in discovered IoTE, reaching 602 

 

Figure 3.6.5: Steady growth in discovered IoTE, reaching 6002 

 

Figure 3.6.6: Steady growth in discovered IoTEs reaching 3002 

K5D.1 Personalised anomaly detection accuracy. In UC5a, each Personal Digital Twin maintains 

individual health and living-environment indicators derived from wearable and room-sensing data. 

These per-resident indicators constitute the basis for KPI K5D.1, which evaluates the accuracy of 

personalised health-related anomaly detection at the personal digital-twin level. At the collective 

level, UC5a aggregates the outputs of individual digital twins through the Group Health Object and 

Group Environment Object, which capture the proportion of residents or rooms whose parameters 
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exceed acceptable limits during the day. This aggregated representation provides the basis for KPI 

K5D.3, which assesses the accuracy of group-condition detection in the LTCF setting. 

For K5D.1 the demo shows  accuracy as the proportion of time with defined state per digital twin and 

ǊŜǇƻǊǘǎ ŀƴ ŀǾŜǊŀƎŜ !ŎŎǳǊŀŎȅ Ґ ффΦрпт҈Σ ŜȄŎŜŜŘƛƴƎ ǘƘŜ җфо҈ ǘƘǊŜǎƘƻƭŘΦ 

Accuracy for personalized health-related anomaly detection for resident-centred health status based 

on vitals telemonitoring within a localized setting is 93% or greater. The baseline is provided by 

experimental results on five volunteers, which showed an anomaly detection accuracy of 93% [Arp]. 

Let: 

τ Ttotal the total time during which all Digital Twins were monitored. 

 τ tundefined the total duration of the undefined state, when the state is unknown. 

 τ the total length of time when data is available to calculate the state. 

 τ c the number of Digital Twin models. 

Then, the metric for each Digital Twin model is calculated using the following formula: 

ὃὧὧόὶὥὧώὈὝ
ὝὸέὸὥὰὸόὲὨὩὪὭὲὩὨ

Ὕὸέὸὥὰ
ρππ 

The total average accuracy is calculated using the following formula: 

 

For our experiment, the result is: 

 

Yр5Φн CŀƛƭŜŘ ǊŜǉǳŜǎǘǎ Җр҈Φ The KPI is evaluated by comparing MQTT-sent vs REST-retrieved data; the 

demo reports that on average 0.5% unprocessed messages remain in the MQTT queue and can be 

ǊŜǘǊƛŜǾŜŘ Ǿƛŀ w9{¢Σ ŎƻƴǎƛǎǘŜƴǘ ǿƛǘƘ ǘƘŜ Җр҈ ǘƘǊŜǎƘƻƭŘΦ   

The Figures (MQTT-to-REST data volume ratio over time during sequential device onboarding (602  

IoTEs) and (6002 Lh¢9ǎύ ŘŜƳƻƴǎǘǊŀǘŜ Yр5Φн όCŀƛƭŜŘ wŜǉǳŜǎǘǎ Җр҈ύ ōȅ ǘǊŀŎƪƛƴƎ ǘƘŜ ƴǳƳōŜǊ ƻŦ 

unprocessed messages in the MQTT queue throughout the UC5a demonstration run. The visualization 

reveals three distinct operational phases: Phase 1: system initialization; Phase 2: equilibrium 

establishment; Phase 3: steady-state operation. IoTEs are registered sequentially at one-second 

intervals. Once all devices have been onboarded and the system reaches a stable state, no data loss is 

observed. The persistent small queue depth is intentional, it provides buffering capacity to absorb 

transient load spikes without message loss, confirming the system's production-readiness for 24/7 

LTCF monitoring scenarios. 
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Figure 3.6.7: MQTT-to-REST data volume ratio over time during sequential device onboarding (602 IoTEs) 

 

Figure 3.6.8: MQTT-to-REST data volume ratio over time during sequential device onboarding (6002 IoTEs) 

Compared to the 602-IoTE scenario, the behaviour for 6002 IOTEs is qualitatively similar. We observe 

initial turbulence but the scale of the initial spike is roughly 15 times larger and the stabilisation period 

is substantially longer. This reflects the significantly higher system load imposed by the 10-fold 

increase in connected IOT. 

K5D.3 DǊƻǳǇ ŎƻƴŘƛǘƛƻƴ ŘŜǘŜŎǘƛƻƴ җул҈Φ ¢ƘŜ ¦/рŀ ǇǊŜǎŜƴǘŀǘƛƻƴ ǊŜǇƻǊǘǎ ŀ ƳŜŀǎǳǊŜŘ ǊŜǎǳƭǘ ƻŦ млл҈ ŦƻǊ 

the corresponding KPI outcome. 

Demonstrated accuracy of at least 80% in laboratory settings for detection of the condition of the 

group as a whole, based on the digital twin model of the group. 

Let: 

Ttotal  τ the total time during which the group was monitored. 

tundefined  τ the total duration of the undefined state, when the state is unknown. 

4ÔÏÔÁÌ ÔÕÎÄÅÆÉÎÅÄ  τ the total length of time during which data is available to calculate the state. 

Then, the metric is calculated using the following formula: 

ὃὧὧόὶὥὧώὝὸέὸὥὰὸόὲὨὩὪὭὲὩὨȾὝὸέὸὥὰρzππ 


















































